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A B S T R A C T   

People acquire new beliefs in various ways. One of the most important of these is that new beliefs 
are acquired as a response to experiencing events that one did not expect. This involves a form of 
inference distinct from both deductive and inductive inference: abductive inference. The concept 
of abduction is due to the American pragmatist philosopher C. S. Peirce. Davies and Coltheart (in 
press) elucidated what Peirce meant by abduction, and identified two problems in his otherwise 
promising account requiring solution if that account were to become fully workable. Here we 
propose solutions to these problems and offer an explicit cognitive model of how people derive 
new beliefs from observations of unexpected events, based on Peirce’s work and Sokolov’s ideas 
about prediction error triggering new beliefs. We consider that this model casts light not only 
upon normal processes of belief formation but also upon the formation of delusional beliefs.   

One would … hope that theories of normal belief-formation will eventually cast light on both the content of delusions and on the 
processes by which the beliefs came to be held (Marshall & Halligan, 1996, p. 8). 

1. Introduction 

People acquire new beliefs in a variety of ways. One of the most important of these is that new beliefs are acquired as a response to 
experiencing events that were not expected. It is this particular route to belief acquisition that is the topic of our paper. 

People use their Belief Systems to guide their expectations of what will happen to them in their everyday lives. A failure of 
expectation – the occurrence of an unexpected event – is a signal of some deficiency in one’s Belief System, and this indicates the need 
for some repair to that system. The repair might be to discard beliefs that were responsible for the failure to expect the unexpected 
event. More commonly, it is the generation and adoption of new beliefs that can be used to explain why the unexpected event occurred, 
thus making it expected. 

This is an old idea, and many strands of thought have led to it. We will not attempt to review all of these, but will note one that 
seems to us especially valuable: the Russian reflexological tradition, beginning with Sechenov (1863) and proceeding through Pavlov 
(1928) to Sokolov (1963). 

The Pavlovian “orienting response” is a response to an unexpected event, and can be understood as aimed at acquiring new 
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information that would make that event no longer an unexpected one. In that sense, the new information would afford an explanation 
of the previously unexpected event. Sokolov elaborated this idea by his introduction of the concept of “neuronal model” which he 
developed on the basis of his research on habituation and dishabituation in the rabbit. 

In this work, rabbits exposed to a sequence of regularly recurring tones initially showed an orienting response to each tone, indexed 
by such measures as a change in skin conductance and an abolition of EEG alpha waves.1 As the sequence of tones progressed, 
habituation occurred: the skin conductance response became smaller and smaller and so did the degree to which the EEG alpha response 
was reduced by the tones. Sokolov’s explanation of habituation was that the rabbit develops a Neuronal Model of the situation it is in, a 
model that includes a specification of properties of the tone such as its frequency, amplitude and time of occurrence. This permits the 
tone to be predicted, and thus expected: it becomes no longer surprising, and its being expected is the reason why it no longer evokes an 
orienting response. 

If, after the rabbit becomes fully habituated to the tone (that is, after the orienting response has completely disappeared), some 
change is made to the situation – the frequency of the tone is changed, for example – the orienting response returns, and the larger the 
change in frequency the greater the orienting response is to the new tone. The return of the orienting response is caused by the 
mismatch between properties of the new tone and the representation of the original tone in the Neuronal Model – that is, by a violation 
of expectation. Continued presentation of the new tone leads to habituation to it because the Neuronal Model is updated by altering its 
original representation of the tone’s frequency. 

Thus Sokolov’s idea was that when what an organism predicts will happen does not happen – that is, when a “prediction error” 
occurs – this triggers a process by which new beliefs are acquired (or, more generally, new information is internally represented). 

This idea that new beliefs are triggered by prediction error is an important element of the two-factor theory of delusional beliefs 
(see e.g. Langdon & Coltheart, 2000; Davies, Coltheart, Langdon, & Breen, 2001). As Coltheart (2005) put it: 

Suppose that as we go about everyday life we use an internal model of the world (Gray, 1995; Sokolov, 1963) to continuously 
predict what we will experience next. These predictions will normally be fulfilled, but occasionally not: occasionally something 
not predicted by the internal model occurs. That event indicates that there is something wrong with the database of beliefs that 
the model uses to predict what will happen next in the world. The database needs to be fixed (by modifying existing beliefs or 
adopting new ones) so that it becomes compatible with the unexpected event. (p. 73) 

Sokolov’s ideas concerning prediction error and its triggering of new beliefs have also been adopted by Corlett and colleagues in 
their theorizing about delusional belief (see e.g. Corlett, Murray, Honey et al., 2007). 

Not only did Sokolov (1969, p. 689) explicitly refer to the orienting response as being “aimed at acquiring knowledge of the sit-
uation”; he even suggested that such new knowledge is used in a Bayesian fashion to update one’s set of hypotheses about the world, 
specifically citing Bayes’ Theorem (Sokolov, 1969, p. 688). Thus he anticipated current ideas about the “Bayesian Brain” (Friston, 
2012). 

Acquiring new knowledge with which to explain what had hitherto been unexpected makes use of an inferential process so as to 
arrive at some new candidate-for-belief. Such a candidate-for-belief must have the property that, if it were true, the unexpected event 
would no longer be unexpected. But this kind of inference is not an example of the two most commonly discussed kinds of inference 
(deductive inference and inductive inference). It involves instead a much less discussed but arguably much more important kind of 
inference: abductive inference. 

Abductive inference is one component of a more general process: abduction. The concept of abduction is due to the American 
pragmatist philosopher Charles Sanders Peirce (1839–1914). It is a key stage of the route by which people arrive at new beliefs in 
response to empirical observations which they did not expect and so seek to explain. Abduction is a process frequently used in everyday 
life, and in science – and even in detective work. For example, in “The Adventure of the Cardboard Box”, Sherlock Holmes remarked 
that there are cases “where … we have been compelled to reason backward from effects to causes.” Reasoning backwards from effects 
to causes is involved in what Peirce, and we, mean by abduction. One way in which abduction is importantly different from deduction 
and induction, according to Peirce, is that it can be creative: “Abduction … is the only logical operation that introduces any new idea” 
(1903a, EP 2:216; CP 5.171). We shall return to this point at the end of our paper. 

2. Abduction and belief acquisition: A Peircean pathway – and two problems to be solved 

Many commentators would agree that Peirce’s canonical rendering of the logical form of abductive inference is provided in the 
seventh of his Harvard Lectures on Pragmatism in 1903: 

The surprising fact, C, is observed; 
But if A were true, C would be a matter of course. 
Hence, there is reason to suspect that A is true. 
(1903a, EP 2:231; CP 5.189) 

But a complete account of how, according to Peirce, abduction leads to the adoption of new beliefs in response to unexpected events 
must draw on various components of such an account that are scattered across a number of his papers. Davies and Coltheart (in press) 

1 Alpha waves are synchronized neural oscillations in the brain occurring with a frequency of approximately 10 Hz. They are present when the 
organism is in a wakeful relaxed state and not occupied with any task. Desynchronization of this 10 Hz rhythm is one component of the orienting 
response. 
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have assembled these dispersed components to provide an integrated account of an eight-step pathway from observing a surprising fact 
to adopting a new belief. The steps along this Peircean pathway are grouped into three stages: Abduction (Steps 1 – 4), Deduction (Step 
5), and Testing and Confirmation (Steps 6 – 8). (Peirce referred to this third stage as “Induction”.) These eight steps are: 

Abduction 
(Step 1) Observation of a surprising fact SF. It is this which triggers the Peircean pathway (in search of an explanation for SF). The 
output of Step 1 is neutral with respect to possible explanations of SF: those are generated and evaluated at subsequent steps. 
(Step 2) Generation of a hypothesis H to explain that surprising fact SF: that is, a hypothesis which has the property that, if it were true, 
SF would be a matter of course: that is, if we believed H to be true, we would expect SF to occur, so SF would no longer be surprising. 
(Step 3) Assessment of whether or not the generated hypothesis H is worthy of further examination. The property of an explanatory 
hypothesis, that if it were true the surprising fact would be a matter of course, is critical. For Peirce, though, the satisfaction of this 
critical criterion was not by itself sufficient to decide that the hypothesis H is worthy of further consideration for being the true 
explanation of the surprising fact SF. Peirce offered additional desiderata here. One was that H must be a testable hypothesis. 
Another was that testing H should be reasonably economical.2 If a hypothesis generated at Step 2 does not satisfy the critical cri-
terion and these additional desiderata, then the system must return from Step 3 to Step 2 and generate a new hypothesis which 
might satisfy these requirements.3 

(Step 4) Abductive inference to the conclusion that H deserves to be a candidate-for-belief. The abductive inference made at Step 4 
depends upon three premises:  
(i) The surprising fact, SF, is observed (this premise is provided by Step 1);  

(ii) If the hypothesis H were true, SF would be a matter of course (this premise is provided by Step 2); and  
(iii) The hypothesis H is testable and reasonably economical (this premise is provided by Step 3). 

The conclusion abductively inferred at Step 4 from these three premises would then be: 

The hypothesis H can justifiably be considered a pursuit-worthy candidate for being the true explanation of the surprising fact SF. 
If this conclusion is drawn, then hypothesis H is passed on to the next step along the pathway. 

Deduction 
(Step 5) Deductive inference of predictions from the candidate-for-belief. The critical criterion that candidate-for-belief H must meet is 
that it should predict SF. What else does H predict? 

Testing and confirmation 
(Step 6) Testing of such predictions from the candidate-for-belief H. Peirce usually focused on experimental testing of predictions but 
predictions can also be tested by observations (without there being any experimental manipulation involved) – or even just by using 
already-existing knowledge. 
(Step 7) Assessment of the candidate-for-belief in the light of the results of the Step 6 testing. If the results of the testing do not agree with 
the predictions from H, then H is to be rejected and the system must return from Step 7 to Step 2 to seek a new hypothesis. If the 
results are as predicted, then the system proceeds to Step 8. 
(Step 8) Adoption of the candidate-for-belief H as a fully-fledged (new) belief. 

It is important to note here that Peirce acknowledged the possibility that there might be occasions when people are willing to go 
directly from Step 4 (considering H to be a pursuit-worthy candidate-for-belief) to Step 8 (adopting H as a new belief), skipping the 
derivation and testing of predictions (Steps 5 through 7). This happens when there is what Peirce (1908, EP 2:441; CP 6.469) termed an 
“uncontrollable inclination to believe”, arising perhaps because Step 4 has indicated a particularly high degree of pursuit-worthiness. A 
belief that is adopted as the result of uncontrollable inclination still stands in need of evaluation. In this paper, we focus on pre- 
adoption hypothesis evaluation rather than post-adoption belief evaluation. (See Porot & Mandelbaum, 2020, on ‘Cartesian’ and 
‘Spinozan’ models of belief acquisition.) 

2.1. Two problems 

Providing an account of this Peircean pathway would seem to be a very promising way of explaining how new beliefs are acquired 

2 The critical criterion (CC) and the two additional desiderata (AD) are explicit in the following passage: “In the first place [AD1], [a hypothesis] 
must be capable of being subjected to experimental testing. … In the second place [CC], the hypothesis must be such that it will explain the 
surprising facts we have before us which it is the whole motive of our inquiry to rationalize. … In the third place [AD2], quite as necessary a 
consideration as either of those I have mentioned, … in view of … the enormous expensiveness of experimentation in money, time, energy, and 
thought, is the consideration of economy” (Peirce, 1901a, EP 2:107; CP 7.220). Note that these desiderata cannot be used at Step 2, to aid in the 
generation of hypotheses. They can only be applied after a hypothesis has been generated.  

3 As McAuliffe (2015) says: “The most charitable way to interpret Peirce is to view abduction as a process with multiple steps. A hypothesis is first 
formed with the criteria for good abduction in mind. Then, the hypothesis is evaluated to see if it is testable, economical to test relative to rival 
hypotheses, … etc. If not, then the process repeats.” (p. 304; emphasis added). 
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as a response to experiencing events that were not expected. However, as Davies and Coltheart (in press) point out, Peirce’s work 
leaves two significant gaps that need to be filled in to make such an account complete. 

The first gap arises at Step 2. An obvious question here is: 

By what mechanism can people derive, from an empirical observation SF, some hypothesis H about the world which has the 
specific property that if H were true SF would be expected? 

Deductive inference and inductive inference are not mysterious processes (they can be implemented algorithmically). In contrast, 
the generation of an explanatorily adequate hypothesis H from an observation SF has been regarded as much more mysterious; and 
Peirce did not provide a fully satisfactory account of how it could possibly be accomplished. We will refer to this as the problem of 
hypothesis generation. 

The second gap also arises at Step 2, though it has its impact at Step 3 and subsequent steps. Peirce acknowledged that for any 
observation SF there will be more than one hypothesis which has the property that if the hypothesis were true SF would be expected. 
He said, for example: 

[T]he possible explanations of our facts may be strictly innumerable, … 
(1901a, EP 2:107; CP 7.219; emphasis added) 

How would the Peircean pathway from a surprising fact to a new belief deal with this issue? If Step 2 delivers to Step 3 not just one 
hypothesis but innumerably many, does Step 3 assess whether each one of these innumerable hypotheses is testable and reasonably 
economical? Surely not. Would the conclusion of the abductive inference at Step 4 be that innumerable hypotheses are to be considered 
pursuit-worthy candidates-for-belief? And, at Step 5, would predictions be derived from every one of these innumerable hypotheses? 
Again, surely not. We will refer to this as the problem of multiple hypotheses. 

Thus, if the eight-step Peircean pathway is to explain adequately how new beliefs come to be adopted in response to unexpected 
observations, there are two problems that must be solved. In what follows we offer, for each problem, a suggestion as to how it might be 
solved (Sections 3 and 4). We then show (Section 5) that the ideas upon which our suggested solutions are based draw some support 
from the results of research using an experimental task that is relevantly similar to hypothesis generation. 

3. The problem of hypothesis generation 

Fodor (1983, 2000) emphatically proclaimed that abduction is a mysterious process: for example 

Abduction really is a terrible problem for cognitive science, one that is unlikely to be solved by any kind of theory that we have 
heard of so far. (2000, p. 41) 
By all the signs, the cognitive mind is up to its ghostly ears in abduction. And we do not know how abduction works. (p. 78) 

Fodor’s worries about abduction arose directly from the problem of hypothesis generation because of his assumption of exhaustive 
serial search. He assumed that the only way to locate, in one’s Belief System, knowledge that is relevant to whatever problem one is 
trying to solve (the problem in our case being “How might SF be explained?”) is to search – serially and exhaustively – the entire 
contents of that System, identifying which bits of knowledge look relevant to the problem and which do not. That seems an impossibly 
monumental undertaking and that is why Fodor could not see how hypothesis generation – the crucial component of abduction – could 
possibly work. 

Peirce himself also described abduction in ways that made it sound rather mysterious, using terms such as “natural light” and 
“instinctive insight” (1903b, CP 5.604). Peirce’s account of Step 2 seems to have been, first, that the process is guessing and, second, 
that we are able to hit on the correct explanation by guessing because we have a “natural instinct for truth” (1901a, EP 2:108; CP 
7.220). An appeal to “natural instinct” does not, by itself, provide a satisfactory solution to the problem of hypothesis generation; and 
the situation is not improved in this respect by another of Peirce’s suggestions: 

[Abduction] gives hints that come straight from our dear and adorable Creator. … It is the side of human intellect that is exposed 
to influence from on high. (1911, NEM 3:206) 

Such suggestions would seem to indicate that Peirce cannot help us at all with the mystery of abduction. But perhaps this may be to 
do him an injustice because there are hints in some of Peirce’s writings that are compatible with the solution to the problem of hy-
pothesis generation that we propose. 

3.1. Reasoning, association, and Fodor’s computational theory of mind 

Peirce said that reasoning or inference (properly so-called) requires some conscious understanding or appreciation that a logically 
valid inference is valid in virtue of its logical form. 

Reasoning cannot possibly be divorced from logic; because, whenever a man reasons, he thinks that he is drawing a conclusion 
such as would be justified in every analogous case. He therefore cannot really infer without having a notion of a class of possible 
inferences, all of which are logically good. … [I]nference is essentially deliberate and self-controlled. (1903a, EP 2:188; CP 
5.108) 
[I]n reasoning we should be conscious … that the inference is one of a possible class of inferences which conform to one guiding 
principle. (1905, EP 2:348; CP 5.441; emphasis added) 

According to Peirce (see e.g. 1903b, CP 1.606; 1905, EP 2:348; CP 5.441), transitions in thought that do not meet this demanding 

M. Coltheart and M. Davies                                                                                                                                                                                         



Consciousness and Cognition 87 (2021) 103037

5

requirement do not constitute reasoning or inference. He contrasted conscious and controlled reasoning or inference with unconscious 
and uncontrolled associative processes that may suggest ideas to the (conscious) mind. 

Fodor’s computational theory of mind (Fodor, 1975, 1987) offered something intermediate between conscious reasoning and 
(unconscious) associative suggestion. This theory said that unconscious psychological processes can operate on internal representations 
in virtue of their form. The theory involves two main ideas: rule-guided processing of syntactically structured representations. 

Thus, according to Fodor’s computational theory of mind, unconscious inference-like processes have a causal-explanatory structure 
that is analogous to the understanding or appreciation of logical form that Peirce required of conscious reasoning. On Fodor’s account, 
a class of inference-like transitions can “conform to one guiding principle” (Peirce’s phrase) in the strong sense that all the transitions 
are explained in terms of causal guidance by the same rule. 

3.2. Hypothesis generation as an associative heuristic procedure 

Fodor’s computational theory of mind was certainly a major contribution to cognitive science, offering an explanation as to how 
psychological processes could be “semantically coherent” (Fodor, 1987, p. 20). But hypothesis generation is nothing like logical 
inference and it cannot be understood as based on rule-guided processes operating on syntactically structured representations in virtue 
of their form. Fodor did not provide an account of how explanatory hypotheses might be generated without using exhaustive serial 
search. If we agree that exhaustive serial search is not a plausible solution to the problem of hypothesis generation, then we need a 
different idea about how such hypothesis generation might be accomplished. 

Peirce suggested that the hypothesis generation process is associative and that the associations have been shaped by evolution, 
development, training, and experience, so that “man’s mind, having been developed under the influence of the laws of nature, for that 
reason naturally thinks somewhat after nature’s pattern” (c. 1907, CP 7.39). Rellihan (2009) makes a proposal that is strikingly 
reminiscent of Peirce’s suggestion: 

[A]mong the most venerable laws of association is the law of causality: effects are regularly associated with their causes in 
experience; thus, thoughts of effects tend to be associated with thoughts of their causes and vice versa. Associative connections 
calibrated by means of the law of causality are therefore reliable (albeit fallible) indicators of relevance. Networks that employ 
this algorithm will come to reflect the causal structure of the world – minds will become analogue models of the external world4 – 
and since it’s this causal structure that determines what’s relevant to what, associated thoughts will tend to be mutually 
relevant. (2009, pp. 327–8; emphasis added) 

Rellihan describes subjects who are involved in hypothesis generation as employing “the heuristic strategy of considering only 
associated hypotheses” or “an associative heuristic” (2009, p. 323; emphasis added). Heuristic methods are, by their nature, fallible; 
they are not guaranteed to deliver the correct result by the lights of logical validity or ideal rationality. Thus, an associative heuristic 
method for hypothesis generation in response to a surprising fact is not guaranteed to generate the correct explanation of that fact. It is 
not even guaranteed always to generate hypotheses that satisfy the critical criterion that if the hypothesis were true the SF would no 
longer be surprising – that is, it is not guaranteed to produce hypotheses that predict SF. This is no objection against a heuristic account 
if we are interested in the cognitive processes that are actually implicated in the generation of explanatory hypotheses. Human beings 
may have minds that are “akin to the truth” (Peirce, 1901a, EP 2:108; CP 7.220), but they do not always arrive at the correct 
explanation of a surprising fact. If Step 2 cannot be relied upon to produce only hypotheses that predict SF, then we will need to 
suppose that Step 3, in addition to evaluating the testability and economy of hypotheses, must also check that any hypothesis it is 
entertaining really does predict SF. 

Fodor (2000) objected that appeal to a heuristic in an account of abduction “is circular if the inferences that are required to figure 
out which … heuristic to employ are themselves often abductive” (Fodor, 2000, p. 42). But there is no reason to suppose that 
employment of an associative heuristic for hypothesis generation is the result of a process that is just as difficult to understand 
scientifically as abduction itself. The proposal is, rather, that a surprising fact is observed (Step 1 of the Peircean pathway) and, as the 
result of an associative process, a hypothesis comes to mind that may have the critical property that, if it were true, then the hitherto 
surprising fact would be a matter of course (Step 2). The generated hypothesis is assessed for whether it does indeed have that critical 
property and also for testability and economy (Step 3) and then (at Step 4), the subject may abductively infer that there is reason to 
consider the hypothesis to be a pursuit-worthy candidate-for-belief. There is no obvious threat of circularity here. 

3.3. Content-addressable memory 

When Peirce described the process of explanatory hypothesis generation, he said that the features of an unexpected phenomenon 
are recognised as being characteristic of “some conception with which his mind is already stored” (1902, CP 2.776; emphasis added). For 
example, the “phenomena of polarization” exhibited by light are recognised as being characteristic of ether waves, and the hypothesis 
that light is ether waves is generated (Peirce, 1866, W 1:425). Thus, hypothesis generation involves retrieving information stored in 
memory (e.g. information that ether waves exhibit polarization phenomena). 

There exist two different general accounts of how access to information in memory is achieved. On one account, memory retrieval 

4 An idea that goes back, as we noted above, to Sokolov (1963), and indeed even earlier, to the proposal by Craik (1943) that the mind forms 
models of reality and uses them to predict future events. 
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and hence generation of the explanatory hypothesis (e.g. that light is ether waves) requires (potentially) exhaustive serial search. It 
seems that Fodor subscribed to such an account of how stored information is accessed. On the other account, access to stored infor-
mation is direct, rather than mediated by a serial search procedure. Units representing features (e.g. polarization phenomena) are 
activated by the subject’s perception of, or thought about, something [e.g. light] with those features. There are activation-spreading 
connections between feature units and units representing kinds of thing; and the strengths of those connections are modulated over 
time by experienced co-occurrences of features and kinds. Activation of feature units is spread in parallel to all kind units, in proportion 
to the strength of association between features and kinds. Consequently, activation of units for features directly results in the greatest 
activation being spread to units for kinds of which those features are characteristic. Memory is probed, not by examining the contents 
of memory locations – each location being identified by its address – but by direct activation of those contents themselves. On this type 
of account of memory as content-addressable, generation of the hypothesis that light is ether waves requires only that activation 
spreading from feature units (representing the polarization phenomena exhibited by light) increases the activation of the unit for the 
kind < ether waves > so that it exceeds its threshold. 

The distinction between serial search and direct access as procedures for locating stored mental representations is a familiar one in 
cognitive science. For example, in relation to reading, there is the question of how visual word recognition is accomplished. Do we 
locate the orthographic representation of a word by a serial search of the entire orthographic lexicon? Or can we go directly to this 
representation because it is addressable by the visual features of the word? Both types of theory of visual word recognition have been 
advocated, as discussed by Coltheart, Davelaar, Jonasson, and Besner (1977), whose research was aimed at adjudicating between the 
two types of theory. They concluded that their results favoured a direct-access (i.e. content-addressable) theory. Subsequently, 
McClelland and Rumelhart (1981) created an explicit computational model of visual word recognition possessing content-addressable 
orthographic representations. In this model, activation spreads from units representing letters in positions (e.g. T in first position, A in 
third position) to units representing words (e.g. TRAP, THAN). Coltheart, Rastle, Perry, Langdon, and Ziegler (2001) generalised the 
McClelland and Rumelhart model to a model of visual word recognition and reading aloud that is based on content-addressability 
throughout. 

3.4. Pattern completion 

McClelland and Rumelhart’s model is described as an “interactive activation” model because activation spreads, not only from letter 
units to word units, but also from word units back to letter units. Suppose that the incoming visual information about letters established 
that the letters in the first three positions were T, R, and A, but left it indeterminate whether the letter in fourth position was P, B, or R. 
There are no four-letter words TRAB or TRAR, and so only the word unit for TRAP would be activated. Activation spreading from the 
word unit to letter units (top-down) would then resolve the indeterminacy about the letter in the fourth position. If an interactive 
activation model of this kind were presented with information about just the first, third, and fourth letters in a five-letter string (Y_CH_) 
then only the word unit for YACHT would be activated. Top-down information flow would then activate the units for A in second 
position and T in fifth position, thus completing the pattern of letters across the five positions. This pattern completion is typical of 
spreading-activation networks with top-down, feedback, or recurrent connections. 

3.5. The associative heuristic for hypothesis generation: An example 

The fact that models displaying content addressability and pattern completion can be explicitly computationally implemented 
shows that there is nothing intrinsically mysterious about those two properties of memory systems. Pinker (2005) argues that 
spreading-activation networks with those properties can contribute to our understanding of hypothesis generation because they “allow 
far-flung information to be applied to a current problem based on overlapping content” (p. 13). 

To illustrate how explanatory hypotheses can be generated from surprising facts by means of an associative retrieval procedure 
(and pattern completion), we will use a (real-life) example discussed by Davies and Coltheart (in press). 

In the 17th Century and earlier, corn was a crucial feature of the lives of Native Americans. At some point in that period – it is not 
known exactly where or when – those who cultivated corn observed the following Surprising Fact. When corn whose cobs had one 
kernel colour (say, yellow) was grown in one row and corn whose cobs had another kernel colour (say, red) was grown in an adjacent 
row, corn plants began to appear in each row whose cobs had a surprising property: there were some cobs with some yellow and some 
red kernels. 

The explanatory hypothesis which these Native Americans generated and accepted as true (Dudley, 1724, p. 199) to explain this 
surprising fact was the intermingling roots hypothesis: the roots of yellow-kernelled corn plants intermingled underground with the 
roots of adjacent red-kernelled corn plants, and the new plants that grew from these intermingling roots had intermingled properties 
(they had cobs with some yellow and some red kernels). 

The Native Americans seeking an explanation of the surprising occurrence of mixed-colour cobs could – because of content- 
addressability – directly access their beliefs about corn plants. These would include the beliefs that corn plants have roots and that 
the roots of corn spread out underground – so that roots of corn plants on adjacent rows might intermingle. A process of pattern 
completion could then activate rather more far-flung beliefs about roots (such as the belief that plants grow from roots). A different 
process of pattern completion could activate even more far-flung beliefs surrounding the notion of intermingling (as in intermingling 
streams of water, dyes, herds of animals, or people). These would include beliefs about intermingling in relation to mixing, exchanging, 
communicating, infecting, and contaminating – five notions that have all been used to characterise the phenomenon of mixed-colour 
cobs; see Dudley (1724, pp. 198–9), Mather (1716/1935) and Zirkle (1969, p. 29). The upshot of these associative processes would be 
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the generation of the putative intermingling roots explanation of the occurrence of mixed-colour cobs. 
The intermingling roots explanation is, in fact, false (Dudley, 1724, p. 199). That the Native Americans nevertheless adopted it as a 

belief may have been because they skipped the derivation and testing of predictions (Steps 5 through 7) (as we described just prior to 
Section 2.1), or because any predictions from their hypothesis that they did test were confirmed despite the hypothesis being false. 

3.6. The problem of hypothesis generation: A suggested solution 

Given some surprising fact SF, what is the procedure by which we arrive at any hypothesis H which has the property that if it were 
true SF would be expected? Drawing on hints from Peirce, and following Pinker (2005) and Rellihan (2009), we propose a broadly 
associative account of hypothesis generation (specifically, of the memory retrieval component of hypothesis generation) as it occurs at 
Step 2 of our Peircean pathway. 

Such a proposal in no way excludes rule-guided processing of syntactically structured representations from an overall account of 
how the mind works. Memory retrieval and logical inference are very different kinds of mental process and both Pinker (2005) and 
Rellihan (2009) favour a hybrid account – a computational-associative theory of mind (CATM). 

Peirce, himself, was also committed to a bipartite account of how the mind works (see Section 3.1). He contrasted unconscious and 
uncontrolled associative processes with conscious and controlled processes of reasoning or inference: 

[A]ll psychical actions divide into two great classes, those which are performed under the uncontrolled governance of association 
and those in which by the ‘agency’ of consciousness, – whatever that may mean, – the actions come under self-criticism and self- 
control. The latter class of actions may be pronounced good or bad; the former could not be otherwise than they were. (1893, CP 
7.444) 

Kahneman’s Thinking, Fast and Slow (Kahneman, 2011) echoes Peirce’s bipartite account of mental activity. Kahneman’s System 1 
mode of thinking (“fast”) is Peirce’s “under the uncontrolled governance of association” mode, and Kahneman’s System 2 mode of 
thinking (“slow”) is Peirce’s mode that is amenable to “self-criticism and self-control”. Thus Peirce’s two great classes of psychical 
actions are Kahneman’s two great classes of thinking. 

It is not obvious that Peirce – writing more than a century ago – was committed to unconscious processes operating on syntactically 
structured representations in virtue of their form. But a hybrid CATM provides a natural theoretical framework in which to consider the 
Peircean pathway from surprising fact to new belief. Some steps along the pathway fit an associative account – most obviously, 
generation of an explanatory hypothesis (Step 2); other steps fit a Fodorian computational account – most obviously, drawing the 
conclusion of the abductive inference (Step 4) and deductive inference of predictions from the hypothesis (Step 5). 

Peirce described some transitions in thought as “associational suggestions of belief” (1905, EP 2:348; CP 5.441; emphasis added). 
That might sound paradoxical because belief is a propositional attitude and propositions figure in logical inferences; but there is no 
inconsistency here. In a hybrid model, syntactically structured propositional representations might be involved in purely associative 
processes as well as in computational processes that operate on representations in virtue of their form. As Mandelbaum (2016) ob-
serves: “No doubt propositional structures allow for logical inference …. But one’s train of thought can contain propositions yet still 
unfold in an associative manner” (p. 633). 

4. The problem of multiple hypotheses 

As we have already noted (Section 2.1), Peirce allowed that, following the observation of a surprising fact, there will be many – 
perhaps even innumerably many – hypotheses which have the property that if the hypothesis were true the surprising fact would 
become unsurprising. 

Multiple hypotheses would therefore be generated by Step 2 and would then all be scrutinised at Step 3 to determine whether each 
one satisfied the critical criterion (because, as we pointed out above, if hypotheses are generated at Step 2 by an associative heuristic 
there is no guarantee that they will meet this criterion), and also satisfied the additional desiderata of testability and economy. But the 
idea that at Step 3 innumerable hypotheses are each subjected to such scrutiny is scarcely palatable as a realistic account of any aspect of 
human cognition. We therefore propose that from Step 2 onwards along the pathway from surprising fact to new belief only one hy-
pothesis is being entertained at any one time. But that proposal does not, by itself, solve the problem of multiple hypotheses. We must 
explain how it could happen that only one hypothesis is entertained at a time, despite the existence of innumerably many hypotheses 
meeting the critical criterion for explanatory adequacy. 

Peirce did say that if, at testing (Step 7), the candidate hypothesis is found wanting then we “discard the hypothesis, and try 
another” (1901a, EP 2:107; CP 7.220). But a key question to which he never offered an answer is: by what process was a particular one 
of the innumerably many hypotheses selected to be the first of these hypotheses to be tested? And similarly if the first hypothesis to be 
tested failed the test, how from the remaining innumerably many hypotheses was just one hypothesis selected as being the next 
candidate for testing? 

It might be thought that these hypotheses vary with respect to some property relevant to priority for testing (how testable the 
hypothesis is, for example, or how economical its testing would be) and that some such property controls the order in which hypotheses 
are to be tested. But that does not solve the problem of multiple hypotheses. In order to select the most testable, or the most economical 
to test, of the innumerably many hypotheses, every one of these hypotheses would have to be scrutinised to assess its degree of 
testability or degree of economy. It is just this need for exhaustive scrutiny of innumerably many hypotheses that is the problem of 
multiple hypotheses, and so the problem is not solved by the proposal that some property of hypotheses is used to order them with 
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respect to priority for testing. 

4.1. How an associative approach could solve the problem of multiple hypotheses 

Even if the way in which explanatory hypotheses are generated is not exhaustive serial search but instead depends upon content- 
addressable memory and pattern completion, it remains the case that the set of possible hypotheses capable of explaining any sur-
prising fact will be innumerably large: there will be far too many of these for them all to be considered. 

How might this problem be dealt with? Rellihan (2009) provides a clue: 

Because [i] the strength of association between two ideas is correlated with the frequency of co-occurrence of their referents in 
experience, [ii] experiential co-occurrence is correlated with causal connectedness, and [iii] causal connectedness [is corre-
lated] with relevance, associative strength functions as a rather reliable indicator of relevance. As a result, a subject employing 
an associative heuristic needn’t perform an exhaustive search on her database of stored representations in order to discover 
relevant hypotheses. She need only consider those hypotheses triggered by association. (2009, p. 323). 

As Rellihan points out here, for any surprising fact SF explanatory hypotheses will vary in the strength with which they are 
associated with SF. On any associative account, the time taken to generate any such hypothesis in response to the observation of a 
Surprising Fact – any Peircean associational suggestion of belief – will vary as a function of its strength of association with SF. Conse-
quently, the generation of such hypotheses will be asynchronous. At Step 2, one of the many explanatory hypotheses will be generated 
before any others are. It will therefore be possible for Step 2 to cease operation (at least temporarily) as soon as it has generated just one 
explanatory hypothesis, and to pass just that one hypothesis on to later steps along the pathway to new belief. 

The first-generated hypothesis is not an arbitrary member of the set of innumerable possible hypotheses; it is not what Peirce called 
a “random shot” at explaining the surprising fact (1901a, EP 2:108; CP 7.220). Rather, associative retrieval is a non-arbitrary strategy 
because, as associative connections are calibrated in accordance with the law of causality, “minds will become analogue models of the 
external world” (Rellihan, 2009, p. 327; see again footnote 4). In Peirce’s terminology, “man’s mind, having been developed under the 
influence of the laws of nature, for that reason naturally thinks somewhat after nature’s pattern” (c. 1907, CP 1.39). 

It is certainly not guaranteed, however, that the first-generated hypothesis – or, indeed, any hypothesis that is actually generated – 
will be the true explanation of the surprising fact. The first-generated hypothesis may fall foul of later steps along the pathway. It might 
fail at Step 3, because it is found not to predict SF, or does not meet the additional desiderata of testability or economy that are applied 
there. Or it might fail at Step 7 if experimental testing of predictions from the hypothesis were to yield data inconsistent with that 
hypothesis. We propose, with Peirce, that, when either of these two kinds of failure happens, the process returns to Step 2 and gen-
erates some new hypothesis that differs from the hypothesis already generated and refuted. This new hypothesis is passed on to 
subsequent steps: if it does not survive Step 3 or Step 7, there is again a return to Step 2. This cycling continues until a hypothesis is 
generated which is deemed pursuit-worthy at Step 4 and achieves confirmation rather than refutation at Step 7, and is therefore 
adopted as a new belief at Step 8. 

4.2. How to avoid infinite looping 

Why, though, should the hypothesis that Step 2 generates on this second cycle be different from the hypothesis it generated on the 
first cycle? After all, the input to Step 2 – the surprising fact observed at Step 1 – remains the same. So why should not the first hy-
pothesis that comes to mind at Step 2 remain the same? That would be unfortunate since it would result in the system looping infinitely 
between always generating the same hypothesis at Step 2 and always finding it not to satisfy the critical criterion and additional 
desiderata at Step 3, or always refuting it at Step 7, and so endlessly reverting to Step 2. 

This worry overlooks a crucial point. It is true that, on every cycle of this recurrent procedure, the input to Step 2 – the surprising 
fact observed at Step 1 – remains the same, and hence that the hypothesis that comes first to mind at Step 2 also remains the same. 
Crucially, however, Step 2 (hypothesis generation) will not necessarily operate during Cycle 2 in the same way as it did during Cycle 1 
because, during Cycle 2, Step 2 has access to information to which it did not have access during Cycle 1. 

If on Cycle 1, assessment at Step 3 delivers the conclusion that the first hypothesis generated at Step 2 does not in fact predict SF, or is 
not testable or not sufficiently economical, there is immediate recursion back to Step 2. On Cycle 2, the same hypothesis is the first 
generated at Step 2 but Step 2 now has access to the information (given by the results of Step 3 on Cycle 1) that this particular hy-
pothesis does not meet the critical criterion or the additional desiderata. We propose that in these circumstances Step 2 operates until 
the next hypothesis in the asynchronously-arising series of hypotheses comes to mind; and this new hypothesis is then passed on to Step 
3. Eventually a hypothesis contributed to Step 3 by Step 2 will be found (at Step 3) to predict SF and to be both testable and reasonably 
economical and so will be passed on to Step 4. 

If instead on Cycle 1, assessment at Step 3 delivers the conclusion that the first hypothesis generated at Step 2 does predict SF and is 
both testable and reasonably economical, then the conclusion of the abductive inference at Step 4 will be that the hypothesis is a 
pursuit-worthy candidate-for-belief, and Steps 5 through 7 will then be executed. If at Step 7, the hypothesis is assessed as having been 
refuted by the results of the testing carried out at Step 6, there will be recursion back to Step 2. On Cycle 2, the same hypothesis is the 
first generated at Step 2 but Step 2 now has access to the information (given by the results of Step 7 in Cycle 1) that this particular 
hypothesis is false. So again we propose that in these circumstances Step 2 operates until the next hypothesis in the asynchronously- 
arising series of hypotheses comes to mind. This new hypothesis is then submitted to Step 3. 

Returning to our corn example (Section 3.5): Judge Paul Dudley of Massachusetts noted (1724, pp. 198–9) that the roots of corn 
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plants extended only up to 1.5 m, whereas the communication of kernel colour took place over several metres (sometimes even up to 
twenty or twenty-five metres) and across a canal – facts which led Dudley to conclude that the intermingling roots hypothesis “must 
certainly be a mistake” (1724, p. 199). Thus Dudley knew that he needed to try another theory – that is, execution of the Peircean 
pathway was called for. These new facts, not available to, or not taken into consideration by, the Native American originators of the 
intermingling roots hypothesis, were available to Dudley as he executed Step 2 of the pathway. The intermingling roots hypothesis was 
no longer a candidate-for-belief since it was known to be false and, in due course, a new hypothesis came to Dudley’s mind at Step 2: 
that the communication between plants that resulted in the mixing and interchange of colours was air-based, not earth-based. This 
hypothesis did predict the mixing and interchange of colours and was testable and reasonably economical (Step 3) and so, following 
the abductive inference at Step 4, it was considered a pursuit-worthy candidate-for-belief. At Step 5, a prediction was derived from this 
new hypothesis: that a high wooden fence between adjacent corn plants would prevent any mixing or alteration of colour. Dudley did 
indeed observe that this is what happened (Step 6); which provided confirmation of the new hypothesis (Step 7) and allowed it to be 
adopted as a new belief at Step 8. 

Returning to our Holmes example (Section 1): In “The Adventure of the Cardboard Box”, the Surprising Fact was that a box 
delivered by mail to Miss S. Cushing contained two (freshly and clumsily) severed ears. The police arrived at the belief that this was a 
prank played by medical students. One can see the Peircean pathway at work here. The sight of severed ears associatively evoked the 
dissecting room and the teaching of medical students. The police had been told by Miss Cushing that she once let apartments in her 
house to a group of medical students whom she had been obliged to get rid of because of their rowdiness. The associations evoked by 
the sight of the ears then evoked, via pattern completion, this latter fact, and hence the hypothesis that these students had sent the ears 
to Miss Cushing as an act of revenge. This hypothesis seemed to the police to explain the facts so well that they did not bother with 
Steps 5 through 7 (deriving and testing predictions from the hypothesis): they skipped these and went directly to Step 8 (adopting the 
hypothesis as a belief). As we have noted, this was something Peirce thought could happen when there was an “uncontrollable 
inclination to believe”, perhaps produced in this case by how well the student-prank hypothesis seemed to explain the data. 

Holmes, however, did not skip Steps 5 through 7. At Step 5 he deduced two predictions from the student-prank hypothesis: that the 
ears would have been cleanly severed (since this would have been done with a surgical instrument) and that the ears would have been 
injected with preservative fluid (since that is what happens in dissecting rooms). At Step 6, Holmes tested these predictions by 
observation of the state of the ears. The results of this testing did not agree with the predictions and so, at Step 7, Holmes rejected the 
student-prank hypothesis and returned to Step 2 to seek a new hypothesis (which turned out to be the correct one). 

5. Asynchronous generation of hypotheses: Evidence from the alternative uses paradigm 

Our proposed solutions to the problem of hypothesis generation and the problem of multiple hypotheses are essentially complete at 
this point. The ideas upon which those solutions are based – general ideas about the associative evocation of explanatory hypotheses, 
and specific ideas about the asynchrony of these evocations and its governance by associative strength – are supported by the results of 
research using the Alternative Uses paradigm (Guilford, 1971; Guilford, Christensen, Merrifield, & Wilson, 1978). 

In this paradigm, participants are asked to generate as many alternative uses for a familiar object as they can. The paradigm has 
been widely used to study divergent thinking (creativity). A typical question used here is “What can you do with a brick?” and a variety 
of answers evoked by this question can be read at http://thesocialtester.co.uk/what-can-you-do-with-a-brick/ 

They include “Use the brick as bookends”, “Put the brick in a toilet cistern to save water”, and “Use it to draw right angles”. At 
https://www.creativehuddle.co.uk/the-alternative-uses-test, further uses for a brick include “A paperweight”, “A diving aid”, and “A 
cheap dumbbell”. 

We consider that when people are performing this Alternative Uses task they use associative interrogation of the Belief System in 
exactly the same way as Step 2 uses associative interrogation of the Belief System to generate explanatory hypotheses. It is clear that, in 
the brick examples above, specific properties of bricks are responsible for the responses: properties such as that bricks are heavy, that 
they are insoluble, that they are rectilinear objects, and so on. When the word “brick” evokes any of these properties associated with 
bricks, a pattern-completion process is used to complete the response (“What can be done with a thing if it is heavy?” “What can be 
done with a thing if it is insoluble?” “What can be done with a thing if it is rectilinear in shape?”). And we suggest that these properties 
do not come to mind simultaneously, but instead asynchronously, governed by how strong the association is between the target word 
and the property. 

Gilhooly, Fioratou, Anthony and Wynn (2007) carried out a process analysis of the Alternative Uses task by asking subjects to think 
aloud as they performed the task. Protocol analyses of the subjects’ responses resulted in the identification of segments (short phrases) 
belonging to fifteen categories, and eight of these categories were grouped into four broad strategies that subjects use to perform the 
task. Then the order in which these strategies first appeared in a protocol was determined. The sequence position at which the Memory 
strategy (e.g. BRICK: “I remember my father used a brick to stop a car rolling away”) first appeared in protocols averaged 2.59; the next 
three strategies in order of mean first appearance in a protocol were Disassembly (e.g. SHOE: “Remove laces from shoe and use them to 
tie your hair up”) (5.27), Broad Use (e.g. BARREL: “Could a barrel be used as a kind of transport? Yes, you could float things in it down 
a river”) (5.35) and Property (e.g. PENCIL: “A pencil is sharp so can be used to poke holes in paper”) (6.06). This documents our idea 
about the asynchrony of associatively-generated retrievals from the Belief System in hypothesis generation. 

Gilhooly et al.’s (2007) results also indicate that associative strength is not the only factor governing the order in which alternative 
uses or explanatory hypotheses arise. There is an additional factor: the type of strategy the subject engages to produce each use or 
generate each hypothesis. Here Gilhooly and colleagues noted: 
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First responses tend to be based on contextualized personal experience stored as episodic or more generalized autobiographical 
memories. This type of retrieval appears to be relatively automatic, rapid and not heavily loading of executive capacity. Later 
responses tend to be based on slower, more effortful and executively loading strategies. (p. 623) 

The results of a second experiment carried out by Gilhooly et al. (2007) shed further light on the role of different strategies. Subjects 
were asked to indicate which of the alternative uses that they had produced were new (uses that they had never seen or heard of before; 
e.g. a tyre could be used as a picture frame) rather than old (e.g. a tyre could be used as a crash barrier). It was predicted that ‘old’ uses 
would be produced “through memory-based responding” while ‘new’ uses would arise “through later occurring strategic processes” 
(2007, p. 621) and this was confirmed by the results. The average position of ‘new’ uses in the sequence of uses produced (5.81) was 
significantly later than the average position of ‘old’ uses (3.48). 

5.1. Introducing new ideas 

This difference in strategy between the production of ‘old’ and ‘new’ uses suggests a further point of correspondence between the 
production of alternative uses and the generation of hypotheses. 

As we noted near the beginning of our paper (Section 1), Peirce said: “Abduction … is the only logical operation that introduces any 
new idea” (1903a, EP 2:216; CP 5.171). But not all abduction is highly creative. Explanation of a surprising fact might require “nothing 
more than an alteration of the defective theory” (Peirce, 1901b, EP 2:74) – perhaps the adjustment of a single parameter, as in the 
example of Sokolov’s (1963) rabbits (see Section 1). Peirce described examples (see Section 3.3) in which the surprising fact is that 
something has certain features (e.g. light exhibits polarization phenomena), and these features are then recognised as being “char-
acteristic of some conception with which [the reasoner’s] mind is already stored” (1902, CP 2.776). Thus, information is retrieved from 
memory (e.g. the polarization phenomena are characteristic of ether waves) and an explanatory hypothesis is generated (e.g. light is 
ether waves). In such cases, there is a very short step from memory retrieval to hypothesis generation and the hypothesis involves 
nothing that is really novel. 

A hybrid CATM helps to account for cases of abduction in which hypothesis generation is more creative. The central idea is that 
memory retrieval (based on associative connections to features of the unexpected occurrence) may provide conceptual constituents 
which are then combined into a genuinely new idea. As Rellihan (2009) observes: 

Because it is committed to a language of thought and therefore to syntactically structured mental representations, CATM can 
treat creativity as resulting from the novel arrangement of familiar constituents. Because there is no problem of accounting for 
associative relations between familiar constituents, or the construction of structured representations from these constituents, 
there will be no special problem of accounting for the emergent novelty that results. (2009, p. 330) 

This observation about strategic recombination of conceptual constituents provides an illuminating theoretical articulation of 
Peirce’s remark: 

The abductive suggestion comes to us like a flash. It is an act of insight …. It is true that the different elements of the hypothesis 
were in our minds before; but it is the idea of putting together what we had never before dreamed of putting together which 
flashes the new suggestion before our contemplation. (1903a, EP 2:227; CP 5.181) 

6. Social and neurocognitive considerations 

In this section we briefly consider questions about social factors in belief formation and about the neural underpinnings of the 
Peircean pathway.5 

6.1. Socially adaptive belief, confabulation and delusion 

Williams (2020) has presented arguments and evidence in support of the socially adaptive belief hypothesis: “Belief formation is 
sensitive to social rewards and punishments” (p. 5). Thus, he defends the following core claim: “The way in which we form beliefs is 
sensitive to their effects on other agents” (p. 17). What implications does this have for our Peircean pathway? None; because as we said 
at the beginning of this paper, that pathway describes just one of the ways in which people acquire beliefs; namely, as a response to 
experiencing events that were not expected. That is not the way that socially adaptive beliefs are acquired. 

Williams discusses three examples of socially adaptive belief in some detail. One example is positive illusions; that is “excessively 
positive self-appraisals and overly optimistic beliefs about one’s future” (p. 12). Another is identity protective cognition, which arises 
when “certain beliefs become strongly associated with coalitions that individuals want to belong to” (p. 14; see also Pinker, 2005, p. 
18). In neither of these cases does the belief arise as an attempt to explain an unexpected observation. 

Williams’s third example is confabulation (2020, pp. 10–12). Coltheart (2017) describes four kinds of scenario – in health, hyp-
nosis, delusion, and amnesia – in which, by confabulating, agents respond to an observer’s ‘Why?’ question in a conversationally 
appropriate way: that is, “They did not remain silent; they did not leave the room; they did not change the subject” (pp. 65–6). 
Furthermore, the agents’ responses advance explanations of their attitudes and actions as being rational and understandable. Thus, 

5 We are grateful to a reviewer for questions that prompted the material in this section. 
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confabulation has a social role. If confabulations are not beliefs then it is immediately obvious that they fall outside the scope of our 
account. So we are content to follow Williams in regarding confabulation as an example of socially adaptive belief. Confabulation 
arises in cases of delusion and, as we said near the beginning of this paper, our view is that delusional beliefs do arise as attempts to 
explain unexpected observations. But confabulated beliefs are still distinct from delusional beliefs and they do not arise in response to 
unexpected events. 

In one case of delusion, a woman believed that her son had been replaced by an impostor (Capgras delusion). When asked how she 
could tell the difference between the impostor and her real son, she responded that the impostor “had different-coloured eyes” (Frazer 
& Roberts, 1994, p. 557; see Coltheart, 2017, p. 65). This was a conversationally appropriate response and it allowed the patient to 
present her Capgras belief as justified. But, whereas the Capgras belief itself arose as a putative explanation of the unexpected absence 
of the normal autonomic response to a familiar face, the belief about the impostor’s eye colour arose as a justificatory response to a 
difficult question about her behaviour (her asserting, “That is not my son”). And, whereas the aetiology of the Capgras belief included a 
neuropsychological deficit or impairment (a ‘first factor’ in the two-factor theory of delusional beliefs), “confabulations are generated 
by normally functioning processes” (2017, p. 66) – as witness Coltheart’s scenarios in health or hypnosis. 

6.2. Neurocognitive predictions and the Peircean pathway 

One can think of Steps 2 through 4 of our ‘Peircean pathway’ model as comprising a system for Hypothesis Generation and Steps 5 
through 7 as comprising a system for Hypothesis Evaluation (and Step 8 as comprising Belief Adoption). There is good neurobiological 
evidence (Coltheart, 2007, 2010; Coltheart, Cox, Sowman et al., 2018) that this Hypothesis Evaluation system is associated with a 
specific brain region, the right dorsolateral prefrontal cortex (rDLPFC). One such line of evidence is that in cases of delusional belief 
(where, it can be argued, the Hypothesis Generation system is doing its job whereas the Hypothesis Evaluation system is defective), 
damage to the rDLPFC is often reported. 

Predictions derived from this proposed association between Hypothesis Evaluation and the rDLPFC were tested in the context of 
hypnosis by Coltheart et al. (2018). When a hypnotic suggestion such as “Your arm is paralysed” is given to subjects, some will accept 
(i.e. believe) such suggestions and others will not. Rejecting such a suggestion requires it to be rejected by the Hypothesis Evaluation 
system. Thus, the prediction was derived that if the activity of that system were impaired in some way then hypnotic susceptibility 

Fig. 1. The adoption of a new belief in response to the observation of a surprising fact.  
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should be increased. Coltheart et al. (2018) did indeed find that impairing the activity of the rDLPFC by applying transcranial magnetic 
stimulation to that region increased hypnotic susceptibility, whereas applying such stimulation to left DLPFC had no effect on hypnotic 
suggestibility. 

The model’s identification of three steps (5 through 7) within the Hypothesis Evaluation stage of the pathway will allow more 
specific neurocognitive associations to be investigated in our continuing work. 

7. Conclusions: How new beliefs are acquired as a response to experiencing unexpected events 

As we pointed out at the beginning of this paper, people acquire new beliefs in a variety of ways, and one of the most important of 
these is that new beliefs are acquired as a response to experiencing events that one did not expect. At the beginning of Section 2 we 
proposed, following Peirce, a sequence of eight steps – a Peircean pathway – which begins with the observation of a surprising fact and 
ends with the adoption of a new belief. This is a sketch of a theory of (one kind of) normal belief formation. 

We identified two problems for this pathway model as it is described in Peirce’s writings: the problem of hypothesis generation and 
the problem of multiple hypotheses. We suggested solutions to these two problems (in Sections 3 and 4), and then (Section 5) provided 
support for the ideas on which the solutions are based, and explained how abduction, unlike deduction or induction, can be creative. 
The resulting model is schematized in Fig. 1. 

Nearly a quarter-century ago, Marshall and Halligan (1996) emphasised that “normal information-processing systems are the 
domain over which any disorder of psychological function must be defined” (p. 9) and expressed the hope that theories of normal belief 
formation would contribute to our understanding of delusions (p. 8). We consider that our ‘Peircean pathway’ model of normal belief 
formation can be used to cast light on the content of delusional hypotheses (Steps 1 to 4) and on the processes by which such hy-
potheses, once generated, are adopted as beliefs, rather than being rejected (Steps 5 to 8). We are currently engaged in work applying 
the model to examples of delusion, with particular attention to the locus of impaired hypothesis evaluation. 
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