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Abstract— This paper presents a monocular visual SLAM
system that does not require a globally consistent 3D model.
Instead of generating a globally consistent 3D model and
localising the camera from the 3D model, the system merely
optimises relative pose parameters for pairs of keyframes that
overlap on the scene, providing accurate local information at the
expense of global consistency. During run-time, the camera is
localised using only 2D measurements from nearby keyframes
instead of using correspondences between 2D measurements
and 3D features of a 3D model. Extensive experiments using
both synthetic and real data sets were performed to evaluate the
system’s performance. Results show that our system is accurate
and runs in real time at an average of 25 frames per second
on a standard computer. Finally, we also show how useful
applications can be easily developed on top of a framework
without global consistency.

I. INTRODUCTION

Visual SLAM is the problem of building a map of the en-
vironment while localising the pose of the camera within the
map at the same time. It is an important problem in robotics
as it is a key step towards enabling fully autonomous robots.
The main computational cost in visual SLAM systems is the
cost of generating and maintaining the consistency of the
map, which is usually a 3D point cloud of the environment.
In recent years, a lot of focus has been placed on reducing the
computational cost of mapping so that visual SLAM systems
scale well with the size of the environment.

Visual SLAM systems can be classified into monocular
and stereo-based systems. Stereo-based visual SLAM is a
simpler problem compared to the monocular problem be-
cause the stereo rig provides a fixed baseline which helps
to fix the scale of the generated map. Furthermore, point
correspondences between the left and right cameras can
be easily triangulated using known epipolar geometry con-
straints. However, stereo cameras are not always available,
for example on Micro Aerial Vehicles (MAVs).

Although recent advances in monocular visual SLAM
systems have lead to improvements in their scalability, the
computational cost of generating and maintaining a large
map can still be expensive. For example, Strasdat et al.
proposed a double window optimisation (DWO) [1] frame-
work which attempts to keep the mapping time constant.
However, as the map grows, the computational cost can
become expensive as DWO attempts to maintain the global
consistency of the map.
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In this paper, we present a new approach for monocu-
lar visual SLAM. The main contribution in this paper is
an approach which does not rely on a 3D model of the
environment for tracking and mapping. The map is just a
collection of 2D keyframes and sparse pairwise geometry.
These pairwise geometries are optimised for keyframe pairs
which share a significant portion of their views, creating a
locally accurate system without global consistency. During
run-time, the live camera’s pose is localised using only 2D
measurements from nearby keyframes. The benefits of such
an approach include,
• A computationally efficient, time-bounded keyframe

addition operation which depends only on the number
of edges created between the new keyframe and existing
keyframes. This remains true during loop closure as
global consistency is not required. We demonstrate
the computational efficiency and local accuracy of our
system in Section VII.

• As our approach retains all keyframes for matching,
there are multiple views of each keypoint rather than a
single view. This improves matching, yielding increased
point correspondences during tracking.

• Finally, we show in Section VII-D that global consis-
tency is unnecessary to enable complex applications. We
show how application content can be expressed locally
and propagated through the graph of keyframes for tasks
such as navigation or user interaction.

II. RELATED WORK

In this section, we review existing approaches and com-
pare them with our proposed approach.

A. Visual Odometry

Nistér et al.’s visual odometry system [2] used the 5-point
algorithm [3] as a hypothesis generator within a RANSAC
framework the compute the relative poses between frames.
On the other hand, Mouragnon et al. [4] proposed an in-
cremental reconstruction and localisation system which only
performs local bundle adjustment on a subset of keyframes.
However, both approaches make no attempt to detect and
solve loop closures. Hence, for trajectories with large loops,
both systems suffer from drift [5].

B. Real-time Visual SLAM

Davison et al. [6] along with Eade and Drummond [7]
proposed the first monocular SLAM systems capable of
operating in real-time. Both systems are filter-based methods,



Fig. 1. Comparison between inverse distance and inverse depth land-
mark parametrisation. The scale factor 1/q points towards the direction
of the landmark in the inverse distance parametrisation. In the inverse depth
parametrisation, 1/q lies in the direction of the camera’s principal axis.

with the former using an Extended Kalman Filter (EKF) and
the latter using a particle filter. Due to the computational
complexity of updating the filter, both systems could only a
small number of landmarks.

A seminal approach was then proposed in Klein and
Murray’s Parallel Tracking and Mapping (PTAM) [8] system.
PTAM proposed to separate the task of tracking and mapping
into two separate threads, with the tracking thread running
at frame rate while the mapping thread adds new landmarks
and maintains the consistency of the map. The realisation that
the mapping task does not have to run at frame-rate greatly
improved the scalability of SLAM systems. However, as
PTAM uses a global bundle adjustment step which optimises
the whole map, PTAM can only operate in small-scale
environments.

Shortly after PTAM, a lot of work was done on im-
proving the scalability of SLAM systems with the size of
the environment, in the context of stereo systems. Konolige
et al.’s frameSLAM [9] reduces the computational cost of
optimising the map by marginalising state variables to con-
struct a skeleton map of frame pairs. Instead of compressing
the number of parameters to be optimised, Mei et al.’s
RSLAM [10] uses the relative bundle adjustment technique
where landmarks and keyframes are represented in relative
coordinates. This technique reduces the cost of optimising
the map as it allows a subset of keyframes and landmarks
to be optimised at any one time. Lim et al. [11] proposed a
SLAM system which alternates bundle adjustment in a local
window with global optimisation of keyframe segments.

In terms of monocular SLAM, Strasdat et al. [5] pro-
posed a scale-drift aware SLAM system which uses 3D
similarity transformations Sim(3) so that the scale of the
map can be optimised during loop closure. This work is
then combined with concepts from frameSLAM to produce
the double window optimisation (DWO) [1] system. DWO
performs two types of optimisation, with the inner window
performing local bundle adjustment [12] on a small subset of
keyframes whereas the outer window marginalises landmarks
to perform pose-graph optimisation. Recently, Lim et al.
[13] proposed a monocular SLAM system which uses a
relative coordinate system similar to RSLAM [10], allowing
the system to perform local bundle adjustment on a small
subset of keyframes.
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Fig. 2. Our graph representation. Ci denotes a camera pose. Landmarks
are represented by the red stars, and observations are represented as rays
from the camera center to the landmark.

III. PRELIMINARIES

A. Landmark Model

Conventionally, landmarks are parametrised as homoge-
neous coordinates, resulting in a 4-vector P = q[X Y Z 1]T ,
where q represents an arbitrary scale factor. A commonly
used scale factor is q = 1/Z, which yields the inverse depth
parametrisation of landmarks. We parametrise landmarks
using a scale factor of q = 1/

√
X2 + Y 2 + Z2:

P =
[X Y Z 1]T√
X2 + Y 2 + Z2

. (1)

P can be re-written as P = [u v w q]T , where [u v w]T is
a unit vector representing the normalised camera coordinates
of a 2D measurement. We denote this as the inverse distance
parametrisation as the scale factor q represents the land-
mark’s inverse Euclidean distance from the camera. Figure 1
shows a comparison between the inverse distance and inverse
depth parametrisation.

B. Camera Pose and Projection Model

The transformation between two cameras is parametrised
using the Lie group [14] of similarity transformations Sim(3):

T =

[
sR st
01×3 1

]
, (2)

where R represents a 3 × 3 rotation matrix, t is a 3-vector
representing translation and s is the local scale. In some
situations, our framework also uses the more common Lie
group of Euclidean transformations SE(3) T ′, which is made
up of only R and t. In order to represent relative transfor-
mations, we use the following convention; Tij represents the
transformation from camera i to camera j.

Landmarks are projected on the image plane through the
standard pinhole camera model:

ẑ =

[
fu

y1
y3

+ u0
fv

y2
y3

+ v0

]
,with y = T ·P. (3)

IV. THE GRAPH STRUCTURE

A. Overview

The map in our approach consists of only 2D keyframes
and sparse pairwise geometry. There is no globally privileged
frame—Every reference image has its own local coordinate
system and its own representation of visible landmarks.
The pairwise geometries are processed in a cheap manner,
producing an efficient and locally accurate system.



The map is represented as an undirected graph, consisting
of a set of vertices V and a set of edges E. A vertex
Vi stores a reference image and landmarks that are visible
in Vi. Every landmark with more than one observation is
represented individually in the vertices which observed it.
Using the inverse distance parametrisation in Equation 1,
every observation is stored as a ray pointing from the camera
center to the observation ([u v w]) and an inverse distance
q of the landmark from the corresponding camera. An edge
Eij between vertices Vi and Vj stores Sim(3) transformations
Tij and Tji.We solve Tij and Tji separately (see Section),
hence Tij 6= T−1ji . An edge Eij also stores a weight which
represents its uncertainty:

wij = ||lnSim(3)(Tij · Tji)||. (4)

We have tried using the inverse of the number of inlier
pairwise correspondences as the weight, however it does not
produce any noticeable improvements. Figure 2 shows our
graph representation, with rays pointing out from camera
centres to the landmarks that they can observe.

B. Initialisation

Similar to conventional SLAM systems, the map is ini-
tialised from two keyframes, Using putative point corre-
spondences, an iterative 5-point algorithm [15] is employed
as a hypothesis generator within a RANSAC framework to
compute the relative pose between the two initial keyframes.
This gives a 3 × 3 rotation matrix R, a unit 3-vector
translation t̂ which represents the direction of translation
from one view to another, and landmarks triangulated from
the two views. We then scale the mean distance of the scene
to be around 1.0 units by dividing the distance of each
landmark from the camera and t̂ by the average distance
davg. Note that any relative pose solver can be used in this
step, for example Nistér’s direct 5-point algorithm [3].

C. Optimisation

Bundle adjustment (BA) is the problem of jointly optimis-
ing the state vector X = [aT1 , · · · ,aTm,bT1 , · · · ,bTn ] consist-
ing of camera poses ai and landmarks bj by minimising the
re-projection error of landmarks into images:

argminaT ,bT

∑
ai

∑
bj

(zij − ẑij)
2. (5)

The parameters in the state vector X are iteratively updated
to convergence through the Levenberg-Marquardt (LM) al-
gorithm:

δX = (JTJ + λI)−1JTe, (6)

where J is the Jacobian with respect to X, e is the error
vector, and λ is the regularization factor which allows
LM to switch between gradient descent and Gauss-Newton
behaviour.

We perform cheap local bundle adjustments on a subset
of vertices in the graph to ensure locally accurate trans-
formations. The novelty in our framework is that BA can
be performed on a single vertex as each vertex represents

a local coordinate system. BA performed on a vertex Vi
refines the camera poses from vertex Vi to adjacent vertices
Vj connected through an edge ad the landmarks visible in Vi.
Hence, in an edge Eij , the transformation Tij is optimised
relative to the local coordinate system of vertex Vj . Instead of
solving for the Sim(3) transformation Tij directly, we convert
Tij into an SE(3) transformation so that the camera poses are
defined relative to the local scale of Vi:

T ′ij =

[
Rij t′

01×3 1

]
,with t′ = sijtij . (7)

Using the results of T ′ij and T ′ji from BA, we can compute
the Sim(3) Tij . Rij and tij can be taken directly from T ′ij ,
whereas the scale sij can be computed as

sij =
||tji||
||tij ||

. (8)

The sparseness inherent in BA due to the independence
of image measurements from one another is exploited using
the standard Schur’s complement technique. Using the in-
verse distance parametrisation in Equation 1, the number of
parameters, for a single landmark, reduces from 3 to a single
parameter q. In order to make BA robust against outliers, the
Tukey M-estimator [16] is used.

V. IMAGE BASED TRACKING

A. Overview

The novelty of our tracking framework is that we do not
use 2D-3D point correspondences. Instead, the live camera
is localised using 2D point correspondences from a subset
of nearby reference images in the graph. For every incoming
frame, the image is processed in the following steps:

1) Image pre-processing,
2) Feature extraction and descriptor computation,
3) Selection of reference views, and
4) Localisation.
In the image pre-processing step, an image pyramid is built

so that features at difference scales can be obtained, thus
providing the system some robustness against motion blur.
FAST keypoints [17] are detected for each pyramid level,
followed by the computation of Oriented BRIEF (ORB)
descriptors [18] for each FAST keypoint.

B. Selection of Reference Views

Four reference images are chosen to provide 2D point cor-
respondences with the live view. Among these four images,
the image that has the highest number of feature matches
with the live view provides the local coordinate system from
which the live view is localised, and is denoted as the master
view. Among the views adjacent to the master view, the three
views that provide the highest number of feature matches to
the live view are selected, and they are denoted as neighbour
views. For the live frame obtained immediately after the
graph’s initialisation, the second keyframe is assumed to be
the master. Thereafter, feature matching is constrained to
vertices in the local neighbourhood by using the previous
master view and its adjacent vertices. In this way, the local



Fig. 3. Selection of reference views. Local neighbourhood changes as
the live camera moves from one position (dashed, cyan) to another (solid,
cyan). The master view is shown in green and the current neighbour views
are shown in solid yellow. One of the previous neighbour views is shown
in dashed, translucent yellow. Best viewed in colour.

coordinate frame is passed from one reference image to an-
other as the live camera explores the environment and feature
matching can be performed in approximately constant time.
Figure 3 illustrates how the local neighbourhood changes as
the live camera moves from one position to another.

C. Localisation

We solve for the SE(3) transformation of the live view
relative the master view T ′LM , and n inverse distances of
keypoints visible in the live view qL and at least one of
the selected reference views. Using Equation 1, a landmark
visible in the live view can be projected into either a master
or a neighbour view:

P̂ =

{
T ′LM ·P,P visible in VM
T ′MNT

′
LM ·P,P visible in VN

(9)

T ′MN is the SE(3) pose from the master view to the neighbour
view and is obtained from the edge EMN using Equation 7.
Projecting the landmarks onto the image plane using Equa-
tion 3, we minimise the re-projection errors of landmarks
visible in the live view into the selected reference views:

ε2 =
∑
L

(zL − ẑL(T
′
LM , qL))

2. (10)

The error function is minimised by iteratively updating the
parameters through the LM algorithm. At every iteration, the
inverse distances qL are updated through a simple addition
qt+1
L = qtL + δ whereas the parameters of T ′LM are updated

through the exponential map parametrisation:

T
′,t+1
LM = T

′,t
LM · exp

∑6

j=1αjGj , (11)

where Gj represents the 6 generators of the SE(3) transfor-
mation, and αj are the SE(3) parameters. In order to compute
the updates, we compute the Jacobians of ε with respect to
α1−6 and qL. The Jacobian of a single landmark Ji can be
derived in closed form through the chain rule ∂εi

∂P̂i
· ∂P̂i

∂(α1−6,qL) .
Similar to BA, the Jacobian Ji can be written as Ji =

[Jα|JqL]. We use the Schur’s complement technique to
marginalise the inverse distances from the error function.
This allows updates to the pose T ′LM to be computed first,
followed by back-substitution to solve for updates to the
inverse distances:

δα = (J
′T
α J ′α)

−1J
′T
α e′, and (12)

δqL = −J†q (e+ Jαδα), (13)

where J ′α = (I − JqJ†q )Jα, e′ = (I − JqJ†q )e, and J†q is the
pseudo-inverse of Jq . Again, we use the Tukey M-estimator
so that the tracker is robust towards outlier feature matches.

D. Contribution of Lone Feature Matches

Given that a live keypoint only has a match to one of the
selected reference images, we would like to find out how
much information is provided by the lone feature match.If
the single measurement has low information, it is unlikely
that the inverse distance of the live keypoint can be estimated
reliably. We use the partial derivatives ∂P̂i

∂qL
to represent the

information content o a lone feature match, where

∂P̂i
∂qL

=

{
tLM , or
RMNtLM + tMN

(14)

From Equation 14, it can be seen that the information
contained in a lone feature match depends on the baseline
between the live view and the selected reference image.
For this reason, we only use these feature matches if the
translational distance between the live view and the selected
reference exceeds a minimum distance.

E. Two-stage Approach

In order to improve the accuracy in localisation, a two-
stage approach is used. In the first stage, only feature matches
with keypoints that have been previously observed in the
selected reference views are used. The initial pose obtained
from the coarse stage is used to filter out gross outliers
from the remaining feature matches. Noting that the essential
matrix can be written as E = [t̂] ∧ R, we use the epipolar
point-to-line distance error function:

d = p′TK−TEK−1p, (15)

where K is the calibration matrix. Sub-pixel refinement is
then performed on keypoints in the live view with measure-
ments with an error d smaller than preset threshold. This
is done using the inverse compositional approach [19], with
translation and mean intensity difference as the parameters.
The inverse distance q of the keypoint is then initialised
through triangulation between the live view and a selected
reference view. If there is more than one measurement to the
live view, the measurement from the reference image with
the greatest baseline is used to ensure that the triangulation
is accurate. Finally, the inverse distances and initial pose are
refined in the second stage.

F. Addition of New Reference Image

A new reference image is added to the graph if any of the
following conditions are met:
• The distance of the live view from the nearest reference

view in the local neighbourhood exceeds a threshold.
The local neighbourhood comprises of all vertices that
can be traversed from the live view in 3 or less edges.

• The angle of rotation of the live view relative to
the master view exceeds a threshold, and the number



(a) GBA

Cw

(b) DWO

Cw

(c) Our system

Fig. 4. Comparison with GBA and DWO. For (a)-(c), bundle adjustment
is performed on solid blue cameras and red landmarks. In (b), the red edge
shows the relative pose constraint used for pose graph optimisation between
the cameras with dashed lines (the outer window). In (c), the red edges show
the relative pose constraints used for local bundle adjustments.

of measurements is below a threshold. Lone feature
matches with low information content are not used,
thus ensuring that the inverse distances of keypoints are
estimated reliably.

When a new reference image is added, local bundle
adjustments are performed on the new vertex and its adjacent
vertices as described in Section IV-C

VI. RE-LOCALISATION AND LOOP CLOSURE

In addition to the tracking and graph optimisation mech-
anisms, a visual SLAM system also requires a place recog-
nition mechanism for the following reasons:

• Visual tracking might fail due to motion blur which
wipes out keypoints and feature matches, prompting a
need to re-localise the camera relative to the graph.

• The camera re-visits a previously explored location, and
a loop closure mechanism can be initiated.

A vocabulary tree [20] is used as a pre-filter to suggest ref-
erence images that are similar in appearance to the live view.
For re-localisation, feature matching is performed between
the live view and the candidate images. The candidate image
with the highest number of feature matches to the live view
becomes the master view. A loop closure detection check is
performed every time a new keyframe is added to the system.
The candidate images suggested by the vocabulary tree are
pruned into a smaller list by rejecting candidate images that
can be found within the local neighbourhood of the master
view. If the number of feature matches between the best
candidate and the live image exceeds a certain threshold, we
create an edge between this vertex and the live image and
include this vertex in the local bundle adjustment process.

The vocabulary tree in this framework is based on the
implementation of Agarwal et al. [21]. A tree with a branch
factor of k = 10 and a depth of 5 is learned from approx-
imately 1,000,000 features extracted from a subset of 500
images in Jegou et al.’s Holiday dataset [22]. As the ORB
descriptor is a bit string descriptor, the vocabulary tree is
adapted accordingly. The k-medians algorithm is used instead
of the k-means algorithm: Features are clustered based on the
Hamming distance instead of the Euclidean distance, and the
center of each cluster is computed using component-wise
median of descriptors. Additional details on binary bag of
words can be found in [23].

Fig. 5. Data set used for synthetic experiment. The blue points represent
landmarks and the coordinate frames (red, blue, green) represent the camera
poses of keyframes.
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Fig. 6. Synthetic dataset results. Left: Comparison between our system
with DWO and GBA. Right: Comparison between standard landmark
parametrisation and inverse distance parametrisation. Note the difference
in the scale of the left and right timing plots.

VII. RESULTS
In this section, we compare the performance of our

approach with the double window optimisation (DWO) [1]
framework 1, and global bundle adjustment (GBA) using both
synthetic and real data. Unfortunately, only the stereo version
of the DWO code is available. Hence, we allow DWO the
advantage of using stereo data in all the experiments. All
experiments are conducted on a 4-core, i7-2670QM machine
with a 2.2GHz processor.

Figure 4 provides a comparison of our system with GBA
and DWO. GBA optimises all landmarks and camera poses
relative to a world frame Cw. DWO’s optimisation scheme
operates in two windows. The inner window performs local
bundle adjustment on a subset of landmarks and camera
poses relative to the world frame Cw, whereas the outer
window optimises relative pose constraints for a larger subset
of camera poses through pose graph optimisation. In contrast,
our system performs local bundle adjustments centred on a
subset of camera poses in turn and the landmarks observed
by these cameras. However, we do not perform pose graph
optimisation over an outer window.

A. Synthetic Data Set

The main motivation of our approach is to produce
a system which is computationally efficient and remains

1Source code available at https://github.com/strasdat/ScaViSLAM



locally accurate. In order to evaluate the local accuracy
and timing performance of our system, we compare our
graph optimisation approach with DWO and GBA using the
circle dataset shown in Figure 5. In this dataset, the camera
moves in a circular trajectory. 180 keyframes and 3600
landmarks are generated in this dataset. For this experiment,
we assume a focal length of f = 400 pixels, principal offsets
u0 = 320, v0 = 240 pixels, image resolution of 640 × 480,
Gaussian image noise of 1 pixel, and perfect data association.

For each keyframe in the data set, 5 iterations of graph op-
timisation is applied for each graph optimisation technique.
We use the default settings provided by DWO, with the inner
windwo set a 25 keyframes and the outer window set at 200
keyframes. As both our system and DWO does not have a
globally privileged frame, we use Kümmerle et al.’s [24]
error metric, which computes the root mean squared error
(RMSE) over the difference of the true and predicted relative
poses. For every keyframe, we use the keyframes included
in the inner window of DWO as the set of relative poses to
compute the RMSE value. As the graph in our approach is
sparse, there might not be a direct edge connecting the target
keyframe with a keyframe in the inner window of DWO. We
compute a transformation from the target keyframe to another
keyframe using Dijkstra’s algorithm, which minimises the
sum of weights along the edges from the start vertex to
the end vertex. Finally, as our system is monocular, we first
normalise all the translations to unit vectors. This results in
an angular error measure as follows:

εt =

√
1

|V |
∑
Vi∈V

cos−1(t̂
[est]
ij · t̂[true]ij ), (16)

εr =

√
1

|V |
∑
Vi∈V

||lnSO(3)(R̂
[est]
ij · R̂[true]

ij )||, (17)

where εt is the translational RMSE, εr is the rotational
RMSE, and V is the set of vertices in the inner window
of the current vertex Vcurrent. Figure 6 shows results from
this experiment. DWO’s local accuracy is close to the result
of GBA, whereas our system’s local accuracy is slightly less
than DWO, but remains small with a translational RMSE of
0.05 − 0.1◦ and a rotational RMSE of 0.1 − 0.2◦. In terms
of timing, as the number of keyframes increases, the cost
of adding a keyframe in DWO increases until it reaches 1s,
whereas the cost in our system remains constant at 70ms.

We have also evaluated the performance of our system
using both the standard landmark parametrisation P =
[X Y Z 1]T and the inverse distance parametrisation (Equa-
tion 1), with the results shown on the right of Figure 6. The
standard landmark parametrisation produces slightly more
accurate results but is also slightly more computationally
expensive to add a keyframe (around 100ms).

B. Real Data Set

In order to further evaluate the local accuracy and timing
of our system, we performed a comparison with DWO using
the publicly available New College dataset [25]. The New
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Fig. 7. New College dataset results. Top: Timing comparison between
our system and DWO. Bottom: Comparison of local accuracy between our
system and DWO. The timing plot on the top right shows a close up view
of our system’s timing performance.

College dataset is an image sequence with a resolution of
512 × 384 captured at 20Hz on a moving robotic platform.
It is a challenging dataset as the robot is undergoing rapid
exploration and the field of view (FOV) of the camera is
narrow. We have performed the comparison with DWO using
the “Quad” loop trajectory. As ground truth is not provided in
the New College dataset, our system and DWO is compared
against GBA. For every keyframe used in GBA, the RMSE
values are computed using the 30 nearest keyframes. Similar
to the synthetic data experiment, the relative poses in our
system can be computed using Dijkstra’s algorithm.

Figure 7 shows results from the New College dataset.
DWO’s RMSE values remain fairly constant, whereas our
system’s translational RMSE varies from 0.5−2◦. The peaks
in the translational RMSE plot (bottom left of Figure 7) occur
when the robot is traversing a corner. In terms of timing,
DWO’s initial per frame processing time is around 60ms.
As the number of keyframes increases, DWO’s per frame
processing time increases to around 120ms. In contrast, our
system’s per frame processing time is between 25-30ms.
When a keyframe is added to the graph, an extra 20ms
is incurred to query the vocabulary tree for potential loop
closures (see top right of Figure 7).

As an additional experiment, we evaluated our system
on the KITTI dataset [26] which is also publicly available.
The KITTI dataset consists of 22 image sequences captured
on a vehicle, where ground truth is provided for 11 of the
sequences. The frame capture rate can be as low as 10Hz.
There are two image resolutions in this dataset, with some
sequences having a 1241×376 resolution and others having a
1226×370 resolution. Similar to the New College dataset, it
is also a challenging dataset. Although it has a much wider
FOV, the vehicle is moving between 0 and 90kph and the
frame capture rate can be as low as 10Hz. Furthermore, there
are lots of moving objects in the sequences.

We evaluated our system on three sequences from the
KITTI dataset. In these sequences, the vehicle often under-
goes sharp rotational movements. Hence for every keyframe,
we compute the RMSE values using adjacent keyframes
connected through an edge. Figure 8 shows results from the
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Fig. 9. Qualitative results. Top left: Local neighbourhood of different
vertices in the graph of the New College dataset. Bottom Left: The whole
graph drawn using different vertices as the base frame. Note how nearby
poses are locally accurate while the global inconsistency is moved far away
from the base vertex. Right: The whole graph for different sequences in the
KITTI dataset. The globally correct trajectory is shown on the side. Note
the base vertices shown as black dots.

KITTI dataset. The translation RMSE εt is around 2.5− 3◦

whereas the rotational RMSE is around 0.2 − 1◦. In the
translational RMSE plot, we have marked the frame numbers
in each sequence where the translational RMSE cannot be
measured. In these frames, the vehicle is undergoing almost
pure rotational motion. The exception is between frames 800-
1000 in sequence 06 where there are no new keyframes as
loop closure has been performed, and in frames 600-800 in
sequence 07 where the vehicle stopped temporarily.

C. Qualitative Evaluation

Qualitative results of our system is shown in Figure 9.
The results are generated by treating a vertex of interest as
the base frame. Breadth-first search is performed from the
base vertex to generate different local neighbourhoods of the
graph, as well as the whole graph from the point of view of
different vertices. Here, an interesting property of our loop
closure approach can be observed. As the relative pose from
the base vertex to another vertex is computed using Dijkstra’s
algorithm, the vertex that is located on the opposite side of
the loop from the base vertex will have the longest path.
Hence, the loop will be split into two, with the split occurring
at the vertex on the opposite side of the loop from the base
vertex (see bottom left of Figure 9).

D. Applications

Navigational Augmented Reality. This application allows
Augmented Reality (AR) content to be expressed locally
and propagated through the graph of keyframes. As each
keyframe has its own local coordinate system and its own
representation of the observed landmarks (see Section IV),
AR content can be expressed relative to a keyframe of
interest. Through user interaction, the keyframe where the
AR content is to be authored is first selected. The AR content
is then registered to the landmark position closest to the
one selected by the user. This is done by minimising the
difference between the observed landmark’s image location
and the image location selected by the user. This AR content
can then be propagated through the graph from the currently
selected keyframe to be rendered into the live view using

Fig. 10. Example application—navigational AR. Top: AR content
authored in the left image, which is one of the reference views in the system.
The arrow is rendered into the live view, which is the right image. Note that
there is another object authored in another keyframe that is currently seen in
the live view. Bottom: Robot following the AR content markers through the
“Quad” loop. The AR content can be manipulated using the user interface
shown on the left.

V100

Path from
v0 to v50

Path from
v0 to v100

Path from
v0 to v150

Path from
v0 to v200

Graph with vertex 0 as base vertex

Fig. 11. Example application—path planning. Left: New College graph
with vertex 0 as base vertex. Right: Results of path planning from vertex 0
to different vertices in the graph.

Dijkstra’s algorithm. As the live camera has a limited FOV,
we only propagate AR content that lies in keyframes that are
within a local neighbourhood of 3 edges into the live view.
Figure 10 shows the developed application where virtual 3D
arrows are placed along the trajectory of the “Quad” loop
of the New College dataset. As the robot moves along the
trajectory, the virtual 3D arrows that are within the local
neighbourhood of the current master view are rendered in
the view of the live camera. We demonstrate this application
in more detail in the accompanying video.

Path planning. Figure 11 shows how simple path planning
can be done using our framework. For this application, an
edge has to store an additional weight which represents
the translational distance between two keyframes. Dijkstra’s
algorithm can then be applied to minimise the sum of
translational distances in order to find a path from a source
vertex to a target vertex.

VIII. CONCLUSION

We have presented a new approach for monocular visual
SLAM. Our proposed approach does not require a 3D model
of the environment for tracking and mapping, and instead
relies on an image graph with sparse pairwise geometry.
Extensive experiments with both synthetic and real datasets
showed that the method is locally accurate and computa-
tionally efficient. Finally, we have also demonstrated how
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Fig. 8. Comparison with ground truth poses in KITTI dataset. The first three rows show the translational and rotational RMSE values, with each
row representing a different sequence. The bottom row shows the timing plot for sequence 07.

complex applications can still be enabled in a system without
global consistency.
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