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Abstract— The ability to hand over objects to humans is an 

important skill for service robots. However, determining the 

proper object pose for handover is a challenging task. Our 

approach, based on observations of a set of natural human 

handovers, addresses three related challenges in teaching robots 

how to hand over objects: 1) how to compute mathematically an 

appropriate ‘standard’ or ‘mean’ handover orientation, 2) how to 

ascertain whether an observed set is of good or poor quality, and 

3) using 1) and 2), how to compute an appropriate handover 

orientation from a set, in a manner that is robust to the quality of 

the set. We first compare three methods for computing mean 

orientations and show that our proposed distance minimization 

based method yields the best results. Next, we show that using the 

concept of affordance axes, we can evaluate the quality of a set of 

observed orientations. Finally, using affordance axes together 

with random sample consensus (RANSAC), we devise a method 

for computing an appropriate handover orientation from a set of 

observed natural handover orientations. User study data verified 

that our methods are successful in identifying both good and poor 

quality sets of handover orientations and in computing 

appropriate handover orientations from observed natural 

handover orientations. These results enable robots to 

automatically learn proper handover orientations for various 

objects. 

  Keywords—object handover, human-robot handover, 

human-robot interaction, assistive robots 

1 INTRODUCTION 

Object handover is a fundamental task in many human-
robot cooperative scenarios. In many service robot applications, 
such as hospital delivery [2], space exploration support [3], 
factory assembly line assistance [4]–[7], and homecare/elderly 
care [8]–[12], robots often need to hand over various objects to 
their users. For example, when taking care of a person at home, 
a homecare robot will need to be able to hand over objects such 

as a glass of water or TV remote [13]. Similarly, assisting on a 
factory assembly line, an assistant robot will need to be able to 
bring over tools or the next required part to the worker [14]. 
For robots to assist and support humans effectively, performing 
proper handovers is an essential skill. 

Handover is a task that humans perform frequently and 
accomplish smoothly and efficiently most of the time. However, 
the task remains challenging to most current robot systems. 

 
Fig. 1. Comparison of handover grasp configurations for hammer and kitchen 

knife. Handing over a hammer with handle presented to receiver (B) rather 

than hammer head (A) allows receiver to more comfortably grasp the obejct, 

while handing over knife with pointed tip downwards (D) rather than towards 

receiver (C) is safter. (Published in [1]). 
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One example difficulty robots face is in understanding the full 
situational context and communicating handover intent [15]. 
Another is the coordination of the many kinesthetic 
components involved in handovers, including posture, gaze, 
arm motion, impedance, and haptic interaction. Many 
researchers have worked on improving these components of 
human-robot handover (e.g., [16]–[22]).  A key aspect of 
handover, is object orientation – that is, how the giver orients 
the object as he/she hands it over to the receiver [16]. 
Appropriate object positioning and orientation affects the 
efficiency and safety of the handover (Fig. 1; [23], [24]). 
However, proper handover orientation differs for each object 
depending on object size, geometry, and affordances. Thus, it is 
difficult for robots to plan how to properly orient each object 
when handing them over without having prior training on each 
object, or having been provided with object labels [24]–[26]. In 
this context, our research goal is to enable robots to 
automatically determine proper handover orientations for 
various objects without explicit teaching for each object, 
enabling safe and efficient robot-human handovers.  To achieve 
this goal, our approach allows robots to learn proper handover 
orientations through observation of handover examples. 

A proper handover orientation for an object is heavily 
dependent on the object’s affordances [25], [27], indicative of 
the object’s modes of use. Gibson, who first introduced the 
concept of affordances, noted that people perceive the use of an 
object as quickly as they perceive the color of the object [28]. 
Norman stated that affordances form part of the a person’s 
knowledge of an object [29]. Thus, for common objects, most 
people can tell whether a handover orientation is proper or not 
with respect to an object’s affordances, and they know how to 
properly orient objects when handing them over. By allowing 
robots to observe how human givers orient various objects 
when handing them over, we can enable robots to learn the 
proper handover orientations of the objects. 

Learning affordances from human demonstrations presents 
some challenges. First, as with the case when performing any 
learning task, to increase confidence, it is desirable to have the 
robot learn from multiple observations. After the robot has 
observed a set of handover orientations for an object, the robot 
needs to compute a representative orientation based on a sort of 
average or mean of the observations to select an orientation to 
be used. However, computing mean orientations or rotations is 
a known difficult problem with no standard solution [30]–[33]. 
Second, it is not guaranteed that all handover orientations 
observed by the robot will be proper handover orientations [34]. 
Thus, the robot should be able to judge the quality of the 
orientations it has observed. Finally, the robot should be able to 
choose good instances of orientations to learn from out of those 
it has observed.  

In addressing these challenges in this work, we first 
evaluate and compare several different methods for computing 
mean orientations on a set of handover orientation data 
collected in a user study. Using the idea of affordance axes first 
developed in our earlier work [34], we show that the distance 
minimization method we propose computes a mean orientation 
that most closely resembles the set of given observed handover 
orientations. Next, we propose and demonstrate the 
effectiveness of a method for determining the quality of a given 

set of handover orientation observations. Finally, we devise and 
test a method for computing an appropriate handover 
orientation from a set of observations that may not be of good 
quality. 

In the following, Section 2 provides background 
information and a brief review of prior literature related to the 
work presented here. Section 3 then presents the handover user 
study we conducted to collect handover orientations used by 
humans for a set of common objects. Section 4 describes our 
methods for computing mean orientations and determining an 
appropriate handover orientation from a set of observations. 
Results of the study and a discussion of the implications of this 
work are provided in Section 5 and Section 6 respectively. 
Lastly, concluding remarks appear in Section 7, and avenues 
for future work are presented in Section 8. 

2 BACKGROUND AND RELATED WORKS 

2.1 Object Handover 

Many studies on various kinesthetic components of 
handover have been carried out. Hansen et al. and Huber et al. 
investigated the location of handover, and they found that 
handovers consistently takes place at the midpoint between the 
giver and receiver, independent of interpersonal distance and 
object weight [35], [36]. Basili et al. investigated how the giver 
approaches the receiver in a handover, and they also confirmed 
that handovers consistently occur at the giver-receiver midpoint. 
Furthermore, the interpersonal distance at handover is 
uncorrelated to subjects’ arm length and height [37]. Koay et al. 
compared different approach directions for a robot giver, and 
found that users preferred a frontal approach maximizing 
visibility of the robot’s motion [38]. On the other hand, Walters 
et al. performed a similar study and found that users least 
preferred the robot approaching from the front, since the robot 
appears more aggressive [39]. Mainprice et al. and Dehais et al. 
formulated handover planners using a shared-effort approach 
taking into account legibility, human mobility, and comfort 
[40]–[42]. Shibata et al. and Huber et al. compared different 
arm reaching motions and showed that when robots employ 
human-like motions, users responded more positively in terms 
of safety, time efficiency, and preference [19], [20]. Studies 
conducted by Moon et al. and Gharbi et al. show that a robot 
giver’s gaze pattern can affect the duration and perceived 
naturalness of the handover [17], [18]. These studies suggest 
that a robot’s gaze can be used to achieve better user 
experience and handover efficiency. In our earlier work [43] 
subjects report less anxiety and surprise when presented with 
robot motions generated by a safe planner that minimizes the 
impact force of potential human-robot collisions along the path.  
Mason and Mackenzie, and Chan et al. investigated haptics in 
handovers and identified the grip force control strategy used by 
humans [21], [44]. Modeling the human force control strategy, 
Chan et al. developed a handover controller for robot givers 
and was able to achieve more efficient handovers [22]. 

2.2 Handover Orientation 

In addition to the kinesthetic aspects of handover, 
orientation is another important component. Aleotti et al.’s 
study demonstrated that when a robot giver uses proper 
handover orientations, it improves the user’s sense of safety 
and reaction time [45]. Comparing different orientations for 



holding and handing over a cylindrical object, Cakmak et al. 
also showed that certain orientations can better convey the 
robot’s intention to hand over the object [16]. Recognizing the 
importance of handover orientation, Kim et al. proposed a dual 
arm handover planner for planning three different handover 
grasps according to user provided object labels [24]. Aleotti et 
al. also proposed a part segmentation based method for 
planning handover orientations using object geometry and user 
provided grasp point labels [26].  Cakmak et al. proposed two 
methods for computing handover orientations: one plans using 
a human kinematic model, and the other learns from human 
supplied examples [25]. Their user study comparing the two 
methods showed that the planning method gives better 
reachability of the object, but since it does not take object 
affordance into account, the learning method better addresses 
usability, appropriateness, and naturalness.  

In order to capture object affordance information, most 
current approaches rely on users to explicitly provide labels or 
examples specific to each object. While these approaches more 
precisely capture the objects’ affordance information, they are 
time consuming for a large number of objects, and unable to 
handle new unlabeled objects. To address these issues, we 
develop a learn-from-observation approach that represents, 
evaluates, and selects handover orientations. 

2.3 Finding an ‘Average’ Rotation 

One of our requirements is computation of a mean, or, 
‘average’ observed orientation that the robot can use when it 
needs to hand over the object. Rotations in 3D space, known as 
the SO(3) group (special orthogonal group in 3 dimension), can 
be represented in a number of formalisms including those listed 
in Table 1. Rotation operations are referenced to an initial 
orientation and are order dependent. Of those listed, only 
quaternions are in a vector formation. On initial thought, one 
might be tempted to compute a mean orientation by, for 
example, taking the mean of each component of the Euler 
angles representation or the axis angle pair representation. That 
is, computing the mean orientation �̅� of the set of orientations 
{𝑹𝟏, 𝑹𝟐, 𝑹𝟑, … , 𝑹𝒏} as: 

 �̅� =  {
∑ θ𝑖𝑖

𝑛
 ,

∑ φ𝑖𝑖

𝑛
,
∑ ψ𝑖𝑖

𝑛
 } (1) 

where 𝑹𝒊 = {θ𝑖 , φ𝑖 , ψ𝑖}, or 

 �̅� =  {
∑ 𝒗𝒊𝑖

|| ∑ 𝒗𝒊𝑖 ||
 ,

∑ θ𝑖𝑖

𝑛
 } (2) 

where 𝑹𝒊 = {𝒗𝒊, θ𝑖}. However, we can quickly see why these 
methods will not work if we consider, for example, the case of 
computing the average of  𝑹𝟏 = {1°, 0°, 0°}  and 𝑹𝟐 =
{359°, 0°, 0°}, or the average of  𝑹𝟏 = {[1 0 0 ], 1°} and 𝑹𝟐 =

{[1 0 0], 359°}. Most representations of the SO(3) group suffer 
from problems with discontinuities or incomplete spanning. 
Euler angles and axis angle pair representations have a 
discontinuity at 0°/360°, while the quaternion and rotational 
matrix representations have the problem of incomplete 
spanning; that is, not every ℝ4 vector or ℝ3x3 matrix is a 
member of SO(3). As a result, computing a robust mean 
orientation is not straightforward.  

The problem of rotation averaging has been tackled by 
researchers in several contexts of robotics. Lu and Milios 
constructed a framework for the task of Simultaneous 
Localization and Mapping (SLAM) where the globally 
consistent pose of the robot is computed by averaging local 
relative poses [46]. However, their problem domain is limited 
to planar motion with rotation about a single axis, which is 
much simpler than 3D rotations. To address the general case 
with 3D rotations, Agrawal proposed a method based on Lie 
algebra that minimizes the sum of Mahalanobis distances using 
an iterative approach [47]. Others have also discussed the 
problem of rotation averaging in the context of hand-eye 
coordination problem [48]–[50]. However, in these papers 
optimality and the objective functions are not shown. Strobl 
and Hirzinger addressed the problem proposing a method that 
uses nonlinear optimization to minimize an error function 
defined over weighted rotation angle [51]. 

When computing a mean rotation, few properties, which are 
counter parts of means of numbers, are desired [52]:  

1) Invariance under permutation – for any permutation 𝜎 of 1 
to N, the mean of {𝑹𝟏, 𝑹2, … 𝑹𝟑} is equal to the mean of 
{𝑹𝜎(1), 𝑹𝜎(2), … 𝑹𝜎(3)}. 

2) Bi-invariance – Given the set {𝑹𝑛} with the mean �̅�, for all 

𝑷, 𝑸 ∈ 𝑆𝑂(3), the mean of the set {𝑷𝑹𝑛𝑸} is 𝑷�̅�𝑸.  
3) Invariance under transposition - Given the set {𝑹𝑛} with the 

mean �̅�, the mean of the set {𝑹𝒏
𝑻} is �̅�𝑇. 

Moakher provided two methods for computing means based on 
different metrics in SO(3) [52]. The first method using the 
Frobenius inner product between rotations as this metric 
computes the Euclidean mean. The Euclidean mean computed 
from Moakher’s method is equivalent to the matrix-based mean 
computed using singular value decomposition (SVD) described 
by Curtis et al. and Gramkow [30], [31]. The mean rotation is 
computed by first computing the matrix mean of the data, then 
projecting it back to the SO(3) space. The second method 
provided by Moakher uses the shortest geodesic curve length as 
the metric to compute the Riemannian mean. Moakher drew 
the analogy between the Euclidean mean and Riemannian 
mean of rotations with the arithmetic mean and geometric 
mean of scalars. The three properties of mean rotations stated 
above hold for the Euclidean mean and the Riemann mean, and 
for the detailed proofs the reader is referred to [52]. Other 
methods based on quaternions can also be found in the 
literature such as [31] and [53]. 

In this paper we describe three methods for computing 
mean orientations and compare their performance with data 
collected from our user study described in the following section. 

Table 1 Different representations of 3D rotational group SO(3). 

Euler 

Angles 

Axis 

Angle 

Pair 

Quaternion Rotation Matrix 

(θ,φ,ψ) (𝒗, θ) (w, x, y, z)  
[
𝑟11 𝑟12 𝑟13

𝑟21 𝑟22 𝑟23
𝑟31 𝑟32 𝑟33

] 

ℝ3 {ℝ3, ℝ} ℝ4 ℝ3x3 



3 USER STUDY FOR COLLECTING HANDOVER ORIENTATIONS 

USED BY HUMANS 

We conducted our user study with the following objectives: 
1) to determine a suitable method for computing the mean of a 
set of observed handover orientations, 2) to devise a method for 
determining whether a set of observed natural handover 
orientations is of good or bad quality, and 3) to devise a 
method for computing an appropriate handover orientation for 
an object from a set of observed natural handovers. To achieve 
these objectives, we collected and investigated the handover 
orientations used by people for handing over a set of common 
objects, comparing the following three conditions:  

Condition A – Natural handovers: participants are only 
told to hand over the objects and are not given any explicit 
instructions on how to do so.  

Condition B – Giver-centered handovers: givers are told 
to focus on their comfort, and hand over the objects in a 
manner that is the easiest and most convenient to themselves. 

Condition C – Receiver-centered handovers: givers are 
told to focus on the receiver’s comfort, and hand over the 
objects in a manner that is the easiest and most convenient to 
the receiver, giving consideration to the objects’ usages and 
functions of the different parts.  

In most applications, the purpose of handing over an object 
is to allow the receiver to use the object to achieve some goal 
through its function. Thus, to achieve efficient collaboration, 
the giver should orient the object in a way that allows the 
receiver to take it comfortably, and upon receiving, 
immediately utilize the object without needing to first turn the 
object around in their hand. While metrics such handover speed, 
force required, and success rate can be used to evaluate the 
appropriateness of handover orientations used, they do not 

necessarily translate to better overall performance and user 
acceptance [20], [54]. However, an orientation that is 
comfortable and considerate to the receiver should naturally 
help achieve good performance on these metrics as well as the 
overall task. Thus, we consider receiver-centered orientations 
to be appropriate handover orientations.  

3.1 Data Collection Design and Setup 

For our data collection, we recruited twenty adults (nine 
females, eleven males) to hand over the twenty objects shown 
in Fig. 2 to each other while working in pairs of “giver” and 
“receiver”. Volunteers were recruited via mailing lists, 
laboratory webpage, as well as word of mouth. The average 
age of the participants was 28.2, ranging from 19 to 61. We 
used a Vicon motion capture system for tracking the 
participants and the objects during the data collection. 
Participants wore a cap and a jacket with reflective markers, 
and we marked the objects with reflective markers for tracking. 
The markers used were small in size (5 – 9 mm radius) and 
minimalistic in number (three or four markers only per object) 
for tracking, so that they did not interfere in any significant 
way with the participants grasping and orienting the object, 
allowing us to collect natural handover orientation data. The 
motion capture system recorded data at 300Hz and we used the 
Vicon Nexus software for post processing and computing 
object orientation.  

3.2 Data Collection Procedure 

At the onset of each handover trial, the giver and receiver 
stood facing each other with three tables surrounding the giver; 
the tables were used to allow random initial placements of the 
object as shown in Fig. 4. The object is placed on one of the 
tables in a non-predetermined orientation. When given a verbal 
signal, the giver picked up the object from the table and handed 
it over to the receiver. The receiver took the object from the 

 
Fig. 2. Twenty common objects used in the handover data collection, with arbitrary coordinate frames assigned. In order from left to right, top to bottom: Book, 

bottle, camera, cereal box, umbrella, flowers, fork, hammer, knife, mug, pen, remote, plate, scissors, screwdriver, stapler, teapot, tomato, wineglass, wrench. 

(Published in Chan et al. 2015a). 



giver, and both giver and receiver returned to their respective 
starting positions to complete the trial. The giver and receiver 
were allowed to takes steps during the handover, but were not 
instructed regarding this matter. For consistency, participants 
were asked to use their right hand for the handover, since 
handovers involving the other hand might result in different 
handover orientations.  

The twenty objects were presented in random order. Once 
the giver handed over all twenty objects, the giver and receiver 
switched roles and performed another twenty handovers. To 
cover all three conditions with each participant having the 
chance of playing the role of the giver and receiver, each pair 
of participants performed a total of six sets of twenty handovers. 
The first two sets were Condition A, so that we could measure 
natural handovers with the participants unbiased. The 
remaining four sets varied between Condition B and C in 
counterbalanced order.  

3.3 Handover Orientation Extraction 

Examining the trajectories of the giver’s and receiver’s 
right hand from the motion capture data and plotting the 
distance between them, we found that there is a characteristic 
trough (Fig. 3, bottom plot). We identify the instance of 
handover as the point in time when the distance is minimized, 
and we extract the object’s orientation at this frame as the 

handover orientation. Existing studies indicate that handovers 
occur at the midpoint between the giver and the receiver 
(regardless of interpersonal distance, object weight, arm-length, 
or height) [35]–[37]. Thus, to account for the giver’s and 
receiver’s position, we express the extracted handover 
orientations relative to a base frame defined by the giver and 
receiver positions. We take the vector pointing from the 
receiver’s torso to the giver’s torso projected onto the ground 
plane as the base frame x-axis, the ground normal as the z-axis, 
and choose a y-axis that completes a right-handed coordinate 
frame (Fig. 5). Extracting the handover orientations from each 

 

Fig. 3. A – Typical hand trajectories of giver and receiver. The instant of 
object transfer is found by locating the minimum distance between giver's and 

receiver's hands. B – Example object transfer. (Published in Chan et al. 

2015a). 

 
Fig. 4. Data collection setup of the human-human handover study. 

 

Fig. 5. A – Base frame defined by the giver’s and receiver’s locations. B – 
Handover orientation extracted from a handover trial, expressed relative to the 

base frame. (Published in Chan et al. 2015a). 



trial following this procedure, we gathered a set of twenty 
handover orientations for each object, in each condition. Fig. 
6A shows, as an example, the handover orientation extracted 
for the teapot from one handover trial in Condition C. Fig. 6B 
shows the handover orientations for the teapot extracted from 
all twenty trials in Condition C.  

4 DETERMINING PROPER OBJECT HANDOVER ORIENTATIONS  

Assuming that we have a set of good handover orientation 
observations, the robot can determine an appropriate 
orientation to be used for handing over the object by computing 
a mean of the set. Thus, we first test and compare various 
methods for computing orientation mean using receiver-
centered orientations collected in Condition C. Next, we 
compare natural handover orientations with giver-centered and 
receiver-centered handover orientations and identify their 
differences. Since our results show that natural handover 
orientations are not always receiver-centered, simply 
computing the mean of a set of orientations observed from 
natural handovers may not guarantee an appropriate handover 
orientation for the object. Thus, we devise a method for 
determining the quality of a given set of handover orientations, 
and a method for computing an appropriate handover 
orientation when given a set of natural handover observations. 

4.1 Methods for Computing Mean Handover Orientation 

We compare three different rotation averaging methods for 
computing mean handover orientations. 

Method I – singular value decomposition (SVD): This 
method is a matrix-based method for computing mean and is 
described in [30]–[32], [52]. The computation can be thought 
of as taking the mean of the matrix representation of the 
rotations, then normalizing the resulting average matrix back to 
a rotation matrix through the use of single value decomposition 
(SVD). We use the formulation provided by Gramkow [31]. 
Given 

 𝑹𝒊 = [
𝑟11𝑖 𝑟12𝑖 𝑟13𝑖

𝑟21𝑖 𝑟22𝑖 𝑟23𝑖
𝑟31𝑖 𝑟32𝑖 𝑟33𝑖

] (3) 

we compute the average matrix  

 𝑹′ =
∑ 𝑹𝒊𝑖

𝑛
  (4) 

But since 𝑹′ is not guaranteed to be a rotation matrix, we then 
compute the singular value decomposition 𝑹′ = 𝑼𝑫𝑽 , and 
obtain the mean rotation as 

 �̅� = 𝑼𝑺𝑽  (5) 

where 𝑺 = 𝑑𝑖𝑎𝑔(1,1, det(𝑼) det (𝑽)) . The mean computed 
from this formulation gives a rotation that best rotates the 
identity matrix into the sum of rotations, and is used in 
computer vision to obtain the solution to the 3D-3D pose 
problem [31].  

Method II – distance minimization: The second and third 
methods we propose are implementation variations of each 
other, and thus, we have labelled them Method IIa and IIb. 
Their inspiration comes from considering the definition of 
mean from a statistics standpoint. In statistics, the mean �̅� of a 
given set of measurements 𝑿 = {𝑥1, 𝑥2, 𝑥3, … , 𝑥𝑛}  is a value 
that minimizes the sum of distances from �̅� to each 𝑥𝑖: 

 
�̅�  =  𝑎𝑟𝑔𝑚𝑖𝑛

𝑥′
∑ 𝑑𝑖𝑠𝑡(𝑥′ − 𝑥𝑖)

𝑖

 (6) 

In the case of scalars, 𝑑𝑖𝑠𝑡(𝑥′ − 𝑥𝑖) =  (𝑥′ − 𝑥𝑖)
2 , and 

solution to  Eqn. (6) can be proven to be equivalent to taking 
the sum of the elements of 𝑿 and dividing by the number of 
elements. Based on this definition of mean, we compute the 
mean orientation as  

 
�̅� =  argmin

𝑅
∑ 𝑑𝑖𝑠𝑡(𝑹, 𝑹𝒊)

𝑖

 (7) 

where we use the angle between two rotations as the distance 
measure: 

 𝑑𝑖𝑠𝑡(𝑹, 𝑹𝒊) = 𝑎𝑐𝑜𝑠 (
𝑡𝑟(𝑹−𝟏𝑹𝒊) − 1

2
) (8) 

That is, let 𝜃𝑖  and 𝒗𝒊  be an angle and a vector respectively, 
where if we rotate 𝑹𝒊 by 𝜃𝑖 about the vector 𝒗𝒊, we get 𝑹. Then, 
we use 𝜃𝑖 as the distance measure 𝑑𝑖𝑠𝑡(𝑹, 𝑹𝒊) as shown in Fig. 
7. Thus, by using Eqn. (7) and Eqn. (8), Method II computes a 
mean orientation that minimizes the sum of distances (i.e., 
angle of rotation) from each observed orientation to the mean. 

 

Fig. 6. A – Teapot handover orientation, Condition C, one trial. Red, green, 
blue lines show x, y ,z axis respectively. B – Teapot handover orientations, 

Condition C, all trials. (Published in Chan et al. 2015a). 

 

Fig. 7. Let 𝜃𝑖 be the angle by which if we rotate 𝑹𝒊 about a vector 𝒗𝒊, we 

obtain 𝑹. Then 𝜃𝑖 is the distances measure 𝑑𝑖𝑠𝑡(𝑹, 𝑹𝒊) we use to measure the 

distance between 𝑹 and 𝑹𝒊. 



Note that in Eqn. (8), the rotations 𝑹 and 𝑹𝒊 implicitly assumes 
a matrix representation for calculation of the distance between 
rotations, whereas in Eqn. (7) they refer to rotations in general, 
not of any specific representation. In fact, the Riemann mean 
described in [52], provides another implementation of the 
distance calculation which involves the use of matrix 
logarithms to compute the shortest geodesic curve lengths as 
the distance measure. However, we find that Method II 
provides a similar measure of distance that can be computed 
more efficiently, while preserving the three desired invariance 
properties stated in Section 2.3. 

 We implement the above described method using Matlab’s 
fminsearch function with random restarts to solve for Eqn. (7). 
The fminsearch function optimizes a cost function, and when 
using it we need to choose a representation of 𝑹. We test two 
variations: 

Method IIa – distance minimization with matrix 
representation (DistMinMat): we use the matrix 
representation of rotations and supply the initial solution 𝑹𝟎 ∊
 ℝ3𝑥3 , where 𝑹𝟎  is a random rotation matrix, and use 
fminsearch with random restarts to optimize for �̅�  in the ℝ3x3 

space. 

Method IIb – distance minimization with RPY (roll-
pitch-yaw) angles (DistMinRPY): we use the RPY 
representation of rotations and supply the initial solution 𝑹𝟎 =
[θ, φ, ψ], where θ, φ, and ψ are randomly generated angles, 
and use fminsearch with random restarts to optimize for �̅� in 
the ℝ3 space. 

4.2 Affordance Axis 

For evaluation of the above listed methods of computing 
mean orientation, we use the idea of affordance axes, which we 
introduced earlier in [34]. From observation during our user 
study, we found that when people handed over the objects in 
Condition C, they tend to align a certain axis of each object in a 
general same direction. For example, when handing over the 
wrench, people tend to align the axis of the handle towards the 
receiver, when handing over the bottle, people tend to align the 
long axis of the bottle vertical, and when handing over the 
teapot, people tend to keep the teapot upright, that is, keeping 
the axis normal to the teapot’s bottom surface upright. Based 
on this observation, we formulate the idea of affordance axes 
as follows. Given an object, we define the affordance axis 𝝓𝑨𝒇𝒇 

of the object to be an axis in the object’s frame, which people 
align in a general direction when handing over the object while 
giving consideration for the receiver. Mathematically, we 
provide the definition:  

 
�̂�𝑨𝒇𝒇 =  𝑎𝑟𝑔𝑚𝑖𝑛

�̂�

∑𝑎𝑐𝑜𝑠(�̅��̂� ∙ 𝑹𝒊�̂�)

𝑖

 (9) 

where �̂�𝑨𝒇𝒇 is a unit vector lying along 𝝓𝑨𝒇𝒇. Looking at the 

provided definition in conjunction with Fig. 8, if a vector �̂� lies 
along the affordance axis, then the vector in the mean 

orientation frame, �̅��̂� , should align well with the vector in 

each measured handover orientation frame, 𝑹𝒊�̂�. That is, the 

angle between �̅��̂� and 𝑹𝒊�̂�, given by 𝑎𝑐𝑜𝑠(�̅��̂� ∙ 𝑹𝒊�̂�), should 

be small. Thus, Eqn. (9) finds the affordance axis by finding an 
axis that minimizes the sum of angles between the axis in the 
mean orientation frame and the axis in each measured handover 
orientation frame. We will use the affordance axis to evaluate 
the methods of computing mean orientations as explained in 
the following subsection. 

4.3 Evaluation of Methods for Computing Mean Handover 
Orientation 

The affordance axis captures how people orient an object 
when handing them over. A mean orientation appropriate for 
handover should have its affordance axis well aligned with 
those of the observed handover orientations as well. Thus we 
evaluate each method of computing mean orientation by 
measuring how much the alignment of the affordance axis in 

the computed mean orientation, �̅��̂�𝑨𝒇𝒇, deviates from that in 

each observed handover orientation, 𝑹𝒊�̂�𝑨𝒇𝒇: 

 δ =  
∑ acos (�̅��̂�𝑨𝒇𝒇 ∙ 𝑹𝒊�̂�𝑨𝒇𝒇)𝑖

𝑛
 (10) 

 The measure δ tells us how different the computed mean 
handover orientation is compared to the observed data. The 
method yielding the smallest δ  indicates that the computed 
mean is most similar to the observed data, and thus, is the best 
method for computing mean handover orientations. Compared 
to using a generic metric in SO(3) such as those described in 
[52], Eqn. (10) provides a metric using the affordance axis, 
which is developed for describing handover orientations. Thus, 
Eqn. (10) provides a convenient metric for evaluating 
orientation averaging methods for the purpose of handovers. 
Consider for example, two orientations for handing over the 

 

Fig. 8. Let 𝜙𝐴𝑓𝑓 be the affordance axis, and �̂� be a unit vector lying on a 

hypothetical affordance axis. If �̂� indeed lies along 𝜙𝐴𝑓𝑓, then the angle 

between �̂� in the mean handover orientation �̅� (i.e. �̅��̂�) and the angle 

between �̂� in the 𝑖-th observed handover orientation 𝑅𝑖 (i.e. 𝑅𝑖�̂�), as 

expressed by 𝑎𝑐𝑜𝑠(�̅��̂� ∙ 𝑅𝑖�̂�), should be small. Thus, we find 𝜙𝐴𝑓𝑓 by 

minimizing this expression among all meausred handover orientations. 



water bottle, where one is rotated 180° about the long axis 
relative to the other. Both orientations would be equally 
suitable as the bottle is rotationally symmetric about the long 
axis in terms of affordance. An ordinary metric in SO(3) would 
result in an inappropriately large value between the two 
orientations, whereas. Eqn. (8) would give a small value, which 
is more appropriate. We test the three methods mentioned 
above for computing mean handover orientations, using data 
from Condition C, and we use the resulting δ values to guide 
the selection of the best method for computing a mean that best 
resembles the set of observed handover orientations.  

4.4 Computing Proper Handover Orientations from Natural 
Handovers 

Once we have determined the best method of computing 
mean orientations, we then have a method for computing a 
proper handover orientation for an object, provided that we 
have a set of observed proper handover orientations. We wish 
to enable robots to learn proper handover orientations from 
observing natural handovers, however, we have previously 
shown that people may not naturally orient objects in a way 
that is comfortable for the receiver (i.e., receiver-centered) [34]. 
Thus, handover orientations observed from natural handovers 
may not all be proper handover orientations. Thus, when trying 
to compute a proper handover orientation from a set of 
observed natural handover orientations, the robot should 

determine whether the set of observed orientation is of good 
quality. If the set of observation is of poor quality (that is, it 
contains handover orientations other than those deemed to be 
proper), a different method is then needed to determine a 
proper handover orientation of the object.  

During our data analysis, when we compared the δ  of 
natural handover orientations with that of giver-centered and 
receiver-centered orientations, we found that the δ of receiver-
centered handover orientations is significantly smaller (we will 
provide this result in Section 5 below). Thus, to evaluate the 
quality of a set of observed handover orientations, we use the 
spread of affordance axis δ found in the set as computed by 
Eqn. (10). 

Fig. 9 shows our flowchart for computing appropriate 
handover orientations from natural handover observations. 
Given a set of observed natural handover orientations, the robot 
first computes the mean orientation, �̅� , the affordance axis, 

�̂�𝑨𝒇𝒇, and the spread of the affordance axis, δ, of the set. If the 

spread in affordance axis δ is within a certain threshold δ𝑡ℎ𝑟𝑒𝑠, 
the robot infers that the set is of good quality, and thus the 
computed mean of the entire set provides a proper handover 
orientation for the object. Else, if δ is larger than the threshold 
δ𝑡ℎ𝑟𝑒𝑠, the robot infers that the set contains orientations other 
than receiver-centered ones, and that the set is of poor quality. 
In such cases, the robot uses the random sample consensus 
(RANSAC) algorithm [55] to select a subset of handover 
orientation observations with a small enough δ , and the 
computed mean of the subset is used as the proper handover 
orientation of the object. For the parameters of RANSAC, we 
empirically set the number of iterations to 50, minimum 
number of data points to fit a model to 4, number of data points 
to assert a model to 7, and the threshold for data point inclusion 
to be 25 (roughly equal to δ𝑐 ). While other parameter 
estimation algorithms based on voting (e.g., Hough Transform) 
exist, they are not easily applicable to our current situation, as 
the affordance axis of each object is unknown, and the mapping 
between observation and voting target is not clear. We chose to 
use RANSAC since it allows us to estimate the mean handover 
orientation and affordance axis at the same time.   

To demonstrate the effectiveness of our method for 
evaluating the quality of a set of observed handover 
orientations, we first compare the alignment of affordance axes 
in the mean orientation computed for Condition A and that for 
Condition C to show that δ𝑡ℎ𝑟𝑒𝑠 correctly identifies the cases 
where the alignment of the affordances axis in Condition A 
deviates the most from that of Condition C. Next, to 
demonstrate the effectiveness of our method for computing 
proper handover orientations from natural handover 
orientations, we then show that by using the RANSAC 
algorithm to select a subset of handover orientations from 
Condition A, the affordances axis computed for the selected 
subset aligns more closely to that of Condition C. 

5 RESULTS 

5.1 Mean Orientations and Comparison of Variations in 
Affordance Axis from Each Method 

 

 
Fig. 9. Flowchart for computing proper handover orientations from observed 

natural handovers. The mean orientation �̅�, affordance axis �̂�𝑨𝒇𝒇, and 

affordance axis spread 𝛅 is first computed from the entire set of observed 

handover orientations, if 𝛅 is below the threshold 𝛅𝒕𝒉𝒓𝒆𝒔, then �̅� is returned as 

the appropriate handover orientation. Else RANSAC is used to compute the 

mean �̅�𝑹𝑨𝑵𝑺𝑨𝑪 from a selected subset of observed orientations, such that its 

spread in affordance axis 𝛅𝑹𝑨𝑵𝑺𝑨𝑪 is less than 𝛅𝒕𝒉𝒓𝒆𝒔, and �̅�𝑹𝑨𝑵𝑺𝑨𝑪 is returned 

as the appropriate handover orientation. 



 

Fig. 10. Handover orientations measured in Condition C, mean orientation computed using SVD, and computed affordance axis. 

 

Fig. 11. Handover orientations measured in Condition C, mean orientation computed using DistMinMat, and computed affordance axis. 

 

Fig. 12. Handover orientations measured in Condition C, mean orientation computed using DistMinRPY, and computed affordance axis. 

 

 

 

 



Fig. 10 through Fig. 12 show 3D plots of the mean 
handover orientations and affordance axes computed for each 
object, along with the measured handover orientation data in 
Condition C, using the three different methods listed in 
Section 4.1. The computed mean orientation is shown in bold 
red, green, and blue lines (showing the x, y, z-axes 
respectively), while the thin lines show the orientation 
measured in each trial to provide a sense of the data spread. 
The coordinate frame defined for each object is shown in Fig. 2. 
The long yellow lines show the computed affordance axes. The 
computation time for all objects in one condition (Condition C) 
using the three methods is approximately 7.6s, 215.6s, and 
51.2s respectively. The number of random restarts was set to 
ten. 

 Table 2 shows the spread in affordance axis δ for each 
object resulting from each method, along with the means and 
standard deviations. From Table 2 we see that DistMinRPY 
yields the smallest δ. One-way analysis of variance (ANOVA) 
revealed that there are significant differences among the 
measured δ (F(2,57) = 9.476, p < 0.0005). Post hoc analysis 
results with Bonferroni correction are given in Table 4, which 
shows that δ from DistMinRPY was significantly smaller than 
that from both SVD and DistMinMat. 

5.2 Comparison of Affordance Axis Variation in Each 
Handover Condition 

 After selecting DistMinRPY for computing mean 
orientations, we used it to compute the mean and affordance 
axis of each object in all three conditions, and we compared the 
spread in affordance axis computed for each condition, δ𝐴, δ𝐵, 
and δ𝐶, with  each  other. Table 3 shows the computed spread 
in affordance axis for each condition along with the mean and 
standard deviations. From the table, we can see that δ𝐶 has the 
smallest value of all, and indeed, t-tests show that δ𝐶  is 
significantly smaller than δ𝐴 (t(19) = 3.969, p = 0.001) and δ𝐵 
(t(19) = 6.714, p < 0.0005). Thus, these results suggest that we 
can use δ  to infer whether a set of observed handover 
orientations is of good quality and contains mostly receiver-
centered orientations, or if it is of poor quality and contains 
orientations other than receiver-centered ones. For determining 
whether a set of observed handover orientations is of good 
quality, we empirically set the threshold δ𝑡ℎ𝑟𝑒𝑠  to be the δ 

value found in Condition C plus one standard deviation. 

5.3 Computing Proper Handover Orientations from Natural 
Handovers 

Results of Section 5.1 led us to use DistMinRPY as the 
most suitable method for computing a mean orientation of a set 
of observed handover orientations, and results of Section 5.2 
led us to use the δ of a set of observed handover orientations to 

assess its quality, with a δ𝑡ℎ𝑟𝑒𝑠 value of 40 (δ̅𝐶 + one standard 
deviation). With these outcomes, we then implemented the 
procedure shown in Fig. 9 and tested its performance on 
computing proper handover orientations from observations of 
natural handover orientations, using the data collected in 
Condition A. 

Following the flowchart provided in Fig. 9, we first computed 

the �̅� , �̂�𝐴𝑓𝑓 , and δ . Fig. 13 shows the visualization of the 

handover orientations measured in Condition A, and the 

computed �̅�  and �̂�𝐴𝑓𝑓 . To determine if the set of observed 

handover orientations of each object is of good quality and if 
the computed mean  �̅�  can be an appropriate handover 
orientation for the object, we compared the δ for each object 
(listed in Table 3 first row as δ𝐴) with δ𝑡ℎ𝑟𝑒𝑠. Table 3 shows 
that for book, bottle, camera, cereal box, flowers, fork, mug, 
plate, remote, teapot, tomato, and wineglass, the δ’s fall below 
the threshold of δ𝑡ℎ𝑟𝑒𝑠  =  40. Thus, we determined that for 
these objects, the sets of observed handover orientations are of 
good quality, and the �̅�  computed from these sets are 
appropriate handover orientations for the objects. Looking at 
Table 3, umbrella, hammer, knife, pen, scissors, screwdriver, 
stapler, and wrench, on the other hand, have δ exceeding δ𝑡ℎ𝑟𝑒𝑠. 
Thus, we determined that the observed set of natural handover 
orientations for these objects are not of good quality, and that 
the �̅�  computed from the sets many not be appropriate 
handover orientations for the objects. 

Table 2. Spread in affordance axis δ for each rotation averaging method for the twenty objects. Values are reported in degrees. 
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SVD 34.6 65.9 55.8 40.0 63.0 52.7 35.2 59.6 51.0 13.4 70.8 60.2 29.9 41.8 39.9 45.5 15.7 41.9 75.9 47.9 47.0 16.7 
DistMinMat 32.4 19.8 48.1 43.3 54.1 75.8 32.7 55.5 46.8 36.6 68.6 15.7 23.7 41.0 48.6 29.2 28.0 49.8 15.5 28.4 39.7 16.6 
DistMinRPY 22.7 18.3 28.3 35.7 42.4 26.0 27.9 36.7 42.1 11.1 50.1 6.5 18.6 29.8 38.4 28.8 7.9 13.5 11.3 27.4 26.2 12.4 

Table 3. Computed spread in affordance axis δ for each condition. 
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δ𝐴 13.8 20.8 35.0 32.8 59.0 32.3 35.6 51.7 53.7 8.7 65.8 5.1 30.5 40.1 50.1 52.6 7.1 17.2 14.6 45.9 33.6 18.6 

δ𝐵 29.5 31.3 34.1 48.3 52.3 39.2 39.0 51.2 56.4 17.5 57.0 11.9 21.9 46.7 60.6 43.7 8.1 21.5 25.3 64.3 38.0 16.7 

δ𝐶  22.7 18.3 28.3 35.7 42.4 26.0 27.9 36.7 42.1 11.1 50.1 6.5 18.6 29.8 38.4 28.8 7.9 13.5 11.3 27.4 26.2 12.4 

Table 4. Post hoc analysis results using Bonferroni correction. 

 p val t(19) 

SVD vs DistMinMat 0.436 1.518 
SVD vs DistMinRPY >0.0005 5.431 

DistMinMat vs DistMinRPY >0.0005 4.817 
 



To determine whether inspecting δ  indeed allows us to 
identify poor quality sets of handover orientations, we 
compared the affordance axes computed for each object in 

Condition A, �̂�𝐴𝑓𝑓_𝐴 , with the respective ones computed in 

Condition C, �̂�𝐴𝑓𝑓_𝐶 . If a set of observed natural handover 

orientations is of good quality, the orientations should closely 

resemble receiver-centered orientations. Thus �̂�𝐴𝑓𝑓_𝐴  should 

match �̂�𝐴𝑓𝑓_𝐶  well. Otherwise, if �̂�𝐴𝑓𝑓_𝐴  differs greatly from 

�̂�𝐴𝑓𝑓_𝐶, it would indicate that the orientations from the set of 

natural handovers are dissimilar to the receiver-centered ones.  

We show the angles between �̂�𝐴𝑓𝑓_𝐴  and �̂�𝐴𝑓𝑓_𝐶  of each 

object in Table 6. Indeed, we see that by checking whether δ is 
greater than δ𝑡ℎ𝑟𝑒𝑠 , we successfully identified the objects 

whose �̂�𝐴𝑓𝑓_𝐴  deviated the most from �̂�𝐴𝑓𝑓_𝐶  (highlighted in 

Table 6). Thus this supports the idea that by inspecting δ, we 
can determine the quality of handover orientation sets. 

For the objects whose δ  (of Condition A) was found to 
exceed δ𝑡ℎ𝑟𝑒𝑠 , we used RANSAC to select a subset of 
handover orientation demonstrations whose affordance axes are 

well aligned enough such that the spread is less than δ̅𝐶. The 
computed mean orientation of the subset is then used as the 
appropriate handover orientation for the object. Fig. 14 shows 
the RANSAC results. Each 3D plot shows the subset of 
handover orientation demonstrations selected by RANSAC, the 
computed mean of the selected subset, and the affordance axis 

computed from the subset. Table 5 shows the angles computed 
between the affordance axis computed from Condition A with 

RANSAC, �̂�𝐴𝑓𝑓_𝐴_𝑅𝐴𝑁𝑆𝐴𝐶 , and the affordance axis computed 

from Condition C, �̂�𝐴𝑓𝑓_𝐶, for the objects whose δ was found 

to exceed δ𝑡ℎ𝑟𝑒𝑠 . For comparison, the angles between �̂�𝐴𝑓𝑓_𝐴 

(without RANSAC) and �̂�𝐴𝑓𝑓_𝐶 for these objects are also listed 

in Table 5. From the comparison in Table 5, we see that for all 
objects, with the use of RANSAC, the affordance axis 
computed from the set of natural handover orientations 
matches more closely to that computed from receiver-centered 
handover orientation. This suggests that with the use of 
RANSAC, the computed mean orientations from Conditions A 

 
Fig. 13. Handover orientations measured in Condition A, mean computed using DistMinRPY, and computed affordance axis. 

 
Fig. 14. Subset of handover orientations measured in Condition A selected by RANSAC, mean computed using DistMinRPY, and computed affordance axis. 

Table 5. Comparison of angle between affordance axes computed in Condition 
A and Condition C with and without RANSAC applied to the objects whose 

set of observed natural handover orientations are identified to be of poor 

quality.  
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Angle between 
𝜙𝐴𝑓𝑓_𝐴 and 

𝜙𝐴𝑓𝑓_𝐶   

29.4 25.9 29.8 81.0 79.1 10.8 82.6 77.0 

Angle between 
𝜙𝐴𝑓𝑓_𝐴_𝑅𝐴𝑁𝑆𝐴𝐶  

and 𝜙𝐴𝑓𝑓_𝐶 
16.4 13.9 22.8 17.1 13.7 7.1 50.0 6.6 

 



matches more closely to receiver-centered handover 
orientations, and are more appropriate handover orientations 
for the objects. Thus, results show that our method, as shown in 
Fig. 9, computes from natural handover observations object 
orientations that are more suitable for handovers.  

6 DISCUSSION 

6.1 Comparison of Methods for Computing Mean Orientation 

 In this paper, we compared three methods for computing 
mean orientations. As discussed in Section 2.3, most  
representations of rotations suffer from the issues of 
discontinuity and incomplete spanning. Thus most methods for 
computing mean orientations are often formulated as 
optimization problems with respect to some metric. Results 
presented in Section 5 showed that DistMinRPY, yields the 
smallest δ, suggesting that the computed mean orientations by 
DistMinRPY  matches the observed handover orientations most 
closely. Although DistMinMat and DistMinRPY  theoretically 
produce equivalent solutions, in practice, DistMinMat is less 
efficient than DistMinRPY due to the incomplete spanning 
nature of the matrix representation of rotations. Using the 
matrix representation in DistMinMat for optimization, at each 

iteration, the gradient of the cost function, ∇𝑓(𝑴𝒊) , is 
computed, and the candidate solution 𝑴𝒊  is moved in the 
direction, 𝑴𝒊+𝟏 =  𝑴𝒊 −  ∇𝑓(𝑴𝒊) . However, the candidate 
solution 𝑴𝒊+𝟏  may no longer be a rotation (since not all 
matrices are rotations). Thus, an additional step (similar to 
SVD) is required to project 𝑴𝒊+𝟏 back into the rotation space 
manifold to ensure that it remains a valid rotation. Furthermore, 
DistMinMat is not robust to local minima – consider the 
extreme case where ∇𝑓(𝑴𝒊)  is orthogonal to the rotational 
space manifold at the point 𝑴𝒊 . After projecting 𝑴𝒊+𝟏  back 
onto the rotational space, the solution has not progressed. Thus, 
DistMinRPY is a better method than DistMinMat. 

In addition to the quantitative results presented in Section 5, 
here we choose a couple of exemplar objects to examine and 
compare the mean orientations computed by the different 
methods qualitatively. Fig. 15 shows the mean orientations 
computed for the television remote (Condition C) using each of 
the three methods. Most participants handed the remote over 
with the buttons upwards and the bottom towards the receiver. 
However, SVD computed a mean with the buttons facing 
sideways (y-axis shown in green), while DistMinMat computed 
a mean with the bottom of the remote away from the receiver 
(x-axis shown in red). Only DistMinRPY computed a mean 
that has the buttons upwards and the bottom towards the 
receiver. Similarly, Fig. 16 shows the mean orientations 
computed for the knife using each of the three methods. Most 
participants handed over the knife with the tip (z-axis shown in 
blue) pointed away from the receiver and the handle towards 
the receiver. However, SVD computed a mean with the tip 
pointed diagonally upwards, while DistMinMat computed a 
mean with the handle pointed straight up. DistMinRPY, on the 
other hand, computed an appropriate mean with the tip pointed 
away and handle towards the receiver. From the examples of 
the remote and the knife, we see that DistMinRPY was able to 
compute mean handover orientations that best match the 
observed orientations.  

6.2 Invariant Properties of Computed Mean Orientations 

Section 2.3 stated three desired invariant properties of mean 
orientations: invariance under permutation, bi-invariance, and 
invariance under transposition, which is indeed provided by 
DistMinRPY. Here, we provide interpretations of these 
mathematical properties in terms of practical application. 
Invariance under permutation ensures that the computed mean 
orientation is independent of the order in which each 
observation was obtained. Thus, the computed mean 
orientation is independent of which handover demonstration 
the robot saw first. Bi-invariance ensures that if each observed 
orientation is transformed by the same rotation, the mean is 

Table 6. Comparison of affordance axes computed from Condition A, �̂�𝑨𝒇𝒇_𝑨, with affordance axes computed from Condition C, �̂�𝑨𝒇𝒇_𝑪. Objects whose �̂�𝑨𝒇𝒇_𝑨 

deviates the most from �̂�𝑨𝒇𝒇_𝐂 are highlighted. 
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Fig. 15. Mean handover orientation computed for the remote using the three 

different methods. 

 

Fig. 16. Mean handover orientation computed for the knife using the three 

different methods. 



also transformed by the same rotation. In terms of computing 
mean handover orientation, bi-invariance guarantees that we 
can choose or change the world frame freely without affecting 
the mean, as well, it ensures that the computed mean handover 
orientation is independent of the coordinate frame assigned to 
each object. As for the property of invariance under 

transposition, since 𝑹−𝟏 = 𝑹𝑻 for elements in SO(3), given the 
mean of a set of rotations rotating in one direction, the mean 
for a set of rotations rotating in the opposite direction is the 
original mean rotated in the opposite direction. In terms of 
handover orientations, this property would allow us to 
generalize from right-handed handover orientations to left-
handed orientations, since by symmetry left-handed handover 
orientations can be estimated from right-handed handover 
orientations with a reflective transformation applied. 

6.3 Affordance Axis and Comparison with Principal Axes 

The idea of affordance axes we proposed aims to capture 
the affordance information of objects. In Condition C we asked 
the participants to not only consider the receiver’s grasp 
comfort but to also give consideration to the object’s parts and 
function. Indeed the affordance axes computed capture the 
objects’ affordance information as oppose to just graspability. 
This can be seen through the remote as an example. 
Considering graspability, it would be equally valid to orient the 
buttons up, down, left, or right. But the affordance axis 
computed has the buttons facing up, capturing their affordance 
of pressing.  

Proper handover orientation depends heavily on object 
affordances. Compared to principal axes and other geometry-
based axes, the affordance axis is more suitable for use towards 
the purpose of handover, since object function cannot always 
be accurately inferred based only on object appearance and 
geometry [56]. For some objects such as the bottle, the 
affordance axis may happen to coincide with the major 
principal axis. However, considering other objects such as the 
hammer or an L-shaped drill, which intuitively should have the 
affordance axes aligned with the handles, their principal axes 
are misaligned with their handles. Thus the affordance axis 
provides a better descriptor for the purpose of handing over. 

Although an “axis” is an entity with one degree of 
rotational symmetry, our method using affordance axes is 
capable of computing proper handover orientations for objects 
with more, or less axes of symmetry. For objects that are 
spherically symmetric, the case is trivial since any orientation 
is equivalent. For objects with no rotational symmetry, the 
teapot provides an example of how the affordance axis captures 
the function of holding liquid upright, while the computed 
handover orientation accounts for both upright, and with the 
handle towards the receiver. For such objects that are fully 
constraint in the handover orientation, perhaps there is the 
possibility of defining a “secondary affordance axis” to capture 
additional qualities. 

6.4 Affordance Axis Spread as Indication of Observation Set 
Quality 

Results indicated that the variation or spread, δ , of 
affordance axis can be used to determine the quality of an 
observed handover orientation set.  Intuitively this can be 
thought of as how uniform the handover orientations used by 

different people are. Consider the bottle versus the screwdriver 
in Condition A: most participants handed over the bottle in the 
same orientation by orienting the bottle upright. Thus, the 
computed variance is small and the computed mean matches 
this upright orientation and is a suitable handover orientation. 
However, the orientations used for the screwdriver appeared to 
be bi-modal or multi-modal, as participant handed over the 
screwdriver in a variety of orientations. Some held it by the 
handle, and some presented the handle. Thus, the computed 
variance is high and the computed overall mean would not 
resemble either one of these modes and would not be suitable 
for handover. The variance can be high either because there is 
no distinct handover orientation, or there are multiple modes of 
proper handover orientation. In such cases, our method selects 
the mode used by the majority.  

We selected δ𝑡ℎ𝑟𝑒𝑠 based on the data collected for a set of 
various everyday objects. Thus, the value selected can be used 
for determining the quality of observed handover orientation 
sets of other common objects as well. However, if handover 
orientations calculated from a more “uniformed” set of 
observations is desired δ𝑡ℎ𝑟𝑒𝑠 can be lowered accordingly.  

While our data demonstrated the effectiveness of using δ  to 
determine handover observation set quality, there may be 
instances where the use of δ may not work. If, for a certain 
object, the majority of people naturally use a same orientation 
that is not receiver-centered, then δ would still be small while 
the computed mean handover orientation might not be efficient 
from a receiver standpoint. But since the computed handovers 
is observed to be used by many people, it may still be 
considered an “appropriate” orientation to be used by a robot. 

6.5 Limitations 

Handovers take place at the midpoint defined by the 
positions of the giver and receiver [35]–[37]. To account for 
this dependence, we have defined our handover orientations 
with respect to a base frame defined by the giver-receiver 
relative positions in the ground plane. While it has been shown 
that the medial/lateral and anterior/posterior position of the 
handover is not affected by the participants’ height and arm 
length when both giver and receiver are standing or seated, 
other poses may affect position of the handover. For example, 
in situations where one is standing and one is seated such that 
there is a larger height difference, the height of the handover 
(and thus, the orientation of the object in the pitch direction) 
may be significantly different compared to if both agents are 
standing. If object orientation is found to vary when large 
height difference exists between the giver and receiver, we can 
address this issue by defining a base frame with x-axis parallel 
to the vector pointing from the receiver to receiver’s torso to 
the giver’s torso (without projecting onto the ground plane), 
negating the effect of this difference. 

Most objects are made with one specific main intended 
usage. Thus, the affordances and handover orientation are often 
inherent and distinct to each object. However, for objects with 
multiple possible usages (be it intended, such as removing a 
nail with a hammer, or unintended, such as hammering a nail 
with a shoe), the appropriate handover orientation may rely on 
the greater context of the situation at the moment and the intent 
of the receiver. To determine the proper handover orientation 



for such cases would require additional reasoning capabilities 
of the robot for understanding the situational context. 

While the results presented in Section 5 showed that using 
our proposed method with RANSAC, we were able to compute 
appropriate handover orientations for objects with large δ from 
their observed natural handovers, there are some limitations to 
the method. RANSAC is a non-deterministic algorithm and 
does not guarantee optimal solution (except by exhaustion).  
Table 5 showed that by using RANSAC we were able to obtain 
more appropriate handover orientations with 𝜙𝐴𝑓𝑓_𝐴_𝑅𝐴𝑁𝑆𝐴𝐶  

more closely aligned with 𝜙𝐴𝑓𝑓_𝐶 . However, running the 

computation multiple times can give different results. Table 7 
shows one of the poor outcomes when we ran the RANSAC 
computation multiple times. In the case shown in Table 7, 
while the umbrella, hammer, pen, stapler, and wrench had 
improved results, knife, scissors, and screwdriver actually had 
a poorer outcome – the angle between 𝜙𝐴𝑓𝑓_𝐴_𝑅𝐴𝑁𝑆𝐴𝐶  and 

𝜙𝐴𝑓𝑓_𝐶  became larger than that between 𝜙𝐴𝑓𝑓_𝐴  and 𝜙𝐴𝑓𝑓_𝐶 , 

suggesting that the handover orientations for these objects 
computed using RANSAC became further deviated from 
receiver-centered orientations. A possible reason for the 
deviation may be that in these cases Condition A contained 
multiple modes of handover orientations. Thus, RANSAC 
might compute an orientation that fits one of the modes, but it 
would not know whether this mode is the proper orientation for 
handing over the object. In such a case, additional information, 
such as observation of object usage, would be needed to 
determine whether the computed orientation is appropriate for 
the object. Also, in the case of multiple handover modes, 
RANSAC might only compute one of the handover orientation 
modes, to capture the other handover modes, a more complex 
or multimodal model might be needed. 

6.6 Comparision with Existing Appoaches 

Most existing approaches for determining proper object 
handover orientations rely on users to provide object specific 
labels or information. Similar to our work, [24], [26] determine 
how to handover objects based on affordances or function of 
object parts as well. However, the specific affordances of each 
object part need to be explicitly provided to the robot. 
Compared to these approaches, the method we have presented 
offers the advantage of not requiring users to tediously label 
each object. Furthermore, it also allows robots to learn proper 
handover orientations of new objects that the robot might 
encounter when it enters a new work environment, either by 
observing how people handover the new objects, or by making 

generalizations based on observed affordances as we 
demonstrate in our other work [57].  

Compared to existing planning methods based on object 
geometry and human kinetic model such as those by Aleotti et 
al. [26] and Cakmak et al. [25], our method has the advantage 
of being able to account for object affordances and compute 
handover orientations that better addresses naturalness and 
appropriateness. For example, consider the specific example of 
a plate discussed in [25]. In that work, the researchers showed 
that by learning from multiple user-provided object specific 
examples, their robot was able to compute an orientation with 
the plate properly facing upwards. However, when an 
automatic planning approach was used instead, the robot 
computed an orientation with the plate facing sideways, which 
people found unnatural. Their planning approach focused on 
“comfortable” orientations accounting for the receiver’s grasp 
comfort kinematically, but overlooks the affordances of objects. 
Our approach is able to automatically compute a proper 
handover orientation with the plate facing upwards from 
observed natural handovers.  

As another example, Aleotti et al. pointed out that 
geometry-based approaches such as those described in [45], [58] 
would misgroup objects such as pliers and tables into the same 
group and return the same handover orientation for both objects, 
since their geometrical appearance are similar in that both have 
four appendages. Using our approach presented in this paper 
together with the affordance-based generalization method we 
described in [57], we are able to compute proper handover 
orientations for functionally different objects despite 
similarities in geometrical appearances. In [57], we describe an 
affordance-focused object grouping and classification method 
based on observed usages. However, our method does require 
the robot to have first observed the object (either in handover 
or object usage) in order to compute handover orientations for 
new objects. Perhaps a combination of both geometry-based 
and affordance-based approaches would be able to combine the 
strengths of the two approaches. 

6.7 Implications towards Building Intelligent Robots 

The framework we have presented here aims to give robots 
the ability to automatically determine proper handover 
orientations of objects, and with this, to be able to work more 
efficiently with people. One of the main challenges when 
implementing such a framework onto a robot system is that, the 
robot needs to be able to detect the orientation of objects, 
whether placed on a table, or held and partially occluded by a 
giver’s hand, as it needs to be able to extract handover 
orientations from observations, and apply the computed 
orientations in handovers. While mature algorithms exist for 
detecting object position, markerless detection of object 
orientation, especially with partial occlusion, remains 
challenging. Another barrier for robust implementation in the 
field is the detection of where the receiver is to determine the 
proper handover location. Furthermore, the robot needs to be 
able to recognize a person’s intent to handover, and when a 
handover event is occurring. We discuss and demonstrate an 
end-to-end implementation of such a system in our paper [27], 
addressing these challenges. 

Table 7. Comparison of angle between affordance axes computed in Condition 
A and Condition C with and without RANSAC in another execution of the 

algorithm. 
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6.8 Mimicing Human Handovers 

While many research studies have shown that mimicking 
human behaviour allows robots to achieve higher efficiency 
and elicit better human responses in collaborative tasks [20], 
[22], [54], one might consider whether mimicking humans for 
the task of handover is always the best thing to do. Consider 
handing over a full cup of hot coffee. A human giver may grasp 
it by the rim and present the handle to the receiver, despite the 
fact that such a grasp is neither stable nor comfortable, in 
consideration of not burning either the giver’s or the receiver’s 
hand. However, a robot does not necessarily have the same 
constraints and need to follow the same handover method. The 
robot may simply choose to grasp the cup more stably by the 
side surfaces.  

However, the choice of handover grasp or orientation may not 

purely be functional towards transferring of the object from 

giver to receiver. The giver’s particular choice of grasp may 

be communicative to the receiver about object weight, 

temperature, value, or fragility [59]. If the a giver hands over a 

cup of hot coffee by holding onto the sides of the cup, the 

receiver might not realized that the coffee is hot, and thus, 

does not receive it with full care, and end up spilling it and 

burning themselves. To fully evaluate when it is best to mimic 

human handover orientations and when it is best to do 

otherwise would require a complex study considering many 

factors and proposed as future work.  

7 CONCLUSIONS 

Our goal is to allow robots to automatically determine 
appropriate orientations for handing over various objects. To 
achieve this, our approach is to enable robots to learn from 
observing handover orientations used by people in natural 
handovers. As a step towards this goal, we have implemented 
and compared three methods for computing mean orientations, 
devised a method for evaluating the quality of a set of observed 
handover orientations, and proposed and tested a method for 
computing appropriate handover orientations from observed 
natural handover orientations.  Testing on a set of real 
handover data collected from a user study, results showed that 
our distance minimization based method yields the best results 
for computing mean orientations. Using the novel idea of 
affordance axes, we showed that by measuring its variation in a 
set of observed handover orientations, we can determine the 
quality of the set. Finally, we demonstrated that using our 
proposed method, we are able to compute appropriate 
orientations that better match receiver-centered orientations 
from observed natural handover orientations. By enabling 
robots to perform proper handovers, we can increase the 
efficiency in human-robot cooperation. 

8 FUTURE WORK 

The method we have presented for computing appropriate 
handover orientations processes the data offline and uses all the 
handover orientations observed in history. If we wish to enable 
robots to continuously learn from new observations they make 
during their operation, then computation time and memory 
space might become issues as they would have to recalculate 
every time a new observation is available whilst keeping all 
observations in memory. To alleviate this issue, it may be 

worthwhile to investigate memory/computation time efficient 
techniques, such as the use of auto-regression, such that the 
robot can continue to incorporate new observations efficiently. 

For this study, we have used a Vicon motion capture system 
to record high quality object orientation data. However, in a 
real world setting, the handover demonstrations will be 
observed by the robot using cameras equipped on it, and object 
orientation data will be noisier.  It would be interesting to test 
and see how the performance of our method would be affected 
by less accurate data. 
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