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controlling whole-building HVAC sys- 

tems for energy savings and thermal 

comfort while harnessing its demand re- 

sponse capabilities. 
• Applying RL for normal HVAC operation 

achieves a maximum weekly energy re- 

duction of up to 22% compared to the 

baseline controller. 
• Employing a DR-aware RL controller 

during demand response periods results 
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of up to 50% on a weekly basis compared 
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a b s t r a c t 

This paper proposes a novel reinforcement learning (RL) architecture for the efficient scheduling and control of 

the heating, ventilation and air conditioning (HVAC) system in a commercial building while harnessing its de- 

mand response (DR) potentials. With advances in automated building management systems, this can be achieved 

seamlessly by a smart autonomous RL agent which takes the best action, for example, a change in HVAC temper- 

ature set point, necessary to change the electricity usage pattern of a building in response to demand response 

signals, and with minimal thermal comfort impact to customers. Previous research in this area has tackled only 

individual aspects of the problem using RL. Specifically, due to the challenges in implementing demand response 

with whole-building models, simpler analytical models which poorly capture reality have been used instead. And 

where whole-building models are applied, RL is used for HVAC control mainly to achieve energy efficiency goals 

while demand response is neglected. Thus, in this research, we implement a holistic framework by designing 

an efficient RL controller for a whole-building model which learns to optimise and control the HVAC system 

for improved energy efficiency and thermal comfort levels in addition to achieving demand response goals. Our 

simulation results show that by applying reinforcement learning for normal HVAC operation, a maximum weekly 

energy reduction of up to 22% can be achieved compared to a handcrafted baseline controller. Furthermore, by 

employing a DR-aware RL controller during demand response periods, average power reductions or increases of 

up to 50% can be achieved on a weekly basis compared to the default RL controller, while keeping occupant 

thermal comfort levels within acceptable bounds. 

https://doi.org/10.1016/j.egyai.2020.100020 

2666-5468/© 2020 The Author(s). Published by Elsevier Ltd. This is an open access article under the CC BY-NC-ND license. 

( http://creativecommons.org/licenses/by-nc-nd/4.0/ ) 

https://doi.org/10.1016/j.egyai.2020.100020
http://www.ScienceDirect.com
http://www.elsevier.com/locate/egyai
http://crossmark.crossref.org/dialog/?doi=10.1016/j.egyai.2020.100020&domain=pdf
https://doi.org/10.1016/j.egyai.2020.100020
http://creativecommons.org/licenses/by-nc-nd/4.0/


D. Azuatalam, W.-L. Lee and F. de Nijs et al. Energy and AI 2 (2020) 100020 

Nomenclature 

Abbreviations 

AI Artificial intelligence 
ANN Artificial neural network 
BAS Building automation system 

BCVTB Building control virtual test bed 
BEMS Building energy management system 

BMS Building management system 

DDR Downward demand response 
DER Distributed energy resources 
DLC Direct load control 
DR Demand response 
ESS Energy storage system 

EWH Electric water heater 
GAE Generalized advantage estimation 
HVAC Heating, ventilation and air conditioning 
IA Indoor air temperature 
ICT Information and communication infrastructure 
JACE Java Application Control Engine 
KL Kullback-Leibler divergence 
MDP Markov decision process 
MLP Multilayer perceptron feedforward ANN 

MPC Model predictive control 
PID Proportional, integrative and differential controller 
PMV Predicted mean vote 
PPO Proximal policy optimisation 
PV Solar photovoltaic system 

RL Reinforcement learning 
RNN Recurrent neural network 
TCL Thermostatically controlled loads 
TEM Transactive energy market 
TRPO Trust region policy optimisation 
TMY Typical meteorological year data 
UDR Upward demand response 
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. Introduction 

One promising aspect of heating, ventilation and air conditioning
HVAC) systems in commercial buildings equipped with a building au-
omation system (BAS) is their ability to provide a demand response
DR) service due to their flexibility and controllability. For demand re-
ponse, utilities require buildings to either reduce or increase the power
onsumption of large flexible loads like HVAC systems by a certain
mount for a specific duration. When electricity is in high demand, a
emand response market can be instantiated to request different dis-
ributed energy resources (DER) to participate together in reducing their
lectricity demand to facilitate generation-demand balance at a system-
ide level. Once the DER is committed to provide a specific amount of
emand reduction (also known as flexibility), the immediate challenge
hat a DER faces is how to implement a building controller such that an
ction can be taken to fulfill the flexibility commitment without signif-
cantly impacting the building occupants. 

In practice, the design of such a controller poses several challenges.
irstly, it involves modelling the building dynamics which can be com-
lex, tedious and often requiring extensive domain expertise. Alterna-
ively, modelling often requires a large amount of historical data so that
he model can learn the pattern of power demand when an action has
∗ Corresponding author at: Department of Data Science and AI, Faculty of IT, Mona

E-mail addresses: donald.azuatalam@monash.edu (D. Azuatalam), wee-l

riel.liebman@monash.edu (A. Liebman). 
een taken under various conditions. Unfortunately, this data may not
e readily available. Although there has been a lot of research done
n employing demand response with thermostatically controlled loads
TCLs) like HVAC systems, they use either simpler analytical building
VAC models or assume the availability of sufficient historical data,

ince the real building HVAC model is not always available and more-
ver, is challenging to create. Model-free reinforcement learning is one
ay to solve such problems, where an RL agent learns the building dy-
amics from raw experience by directly interacting with the building
nvironment. By defining a reward function for this agent, it can au-
onomously make rational decisions on behalf of a building owner to
chieve pre-defined goals. 

This research is part of the Monash microgrid project [1] , where we
re developing efficient HVAC controllers for buildings that are part of
he Monash microgrid. As a model of a town or small community, the
onash microgrid is a precinct-scale microgrid at the Monash University
layton campus which comprises: 20 buildings with diverse usage char-
cteristics encompassing both commercial and residential applications,
.2 MW of solar PV generation, A 300 kW, 1.0 MWh energy storage
ystem, and an underlying minimum load of 2 MW, and up to 4 MW
uring peak times. The aim of this microgrid project is to demonstrate
ow these new technologies can be integrated at the precinct scale, to
evelop and test new markets business models to allow greater uptake,
nd to address regulatory barriers. 

.1. Demand response in the Monash microgrid context 

One of the purposes of the microgrid is to participate in demand re-
ponse events, to provide financial benefits for building owners and for
he University as a whole. For this reason, a transactive energy mar-
et (TEM) is being designed for the microgrid where each of the 20
uildings can participate in both internal and external demand response
vents as agents in the TEM. Fig. 1 shows the relationships between the
EM building agent, and the TEM, in relation to planning for DR events
nd the control of HVAC systems for DR implementation. It presents a
chematic overview of the components that are usually defined in plan-
ing, showing the relationship between the planner, the planned con-
roller, the system environment, and its model. From the perspective of
he user, the only thing that has to be specified are the goals or objectives
f the agent, after which the system produces the optimal controller to
chieve them. 

The goal of the end-user could be to achieve energy savings and/or
hermal comfort. Whereas the TEM market operator may have system-
ide objectives (like generation-demand balancing or peak demand re-
uction) or financial gains due to demand response. However, power
eductions due to demand response may not necessarily lead to energy
avings for the end-user (kWh) but rather load shifting. Nevertheless,
he user would be compensated (through payments or monetary sav-
ngs) by the TEM Operator for the actual power reduction (or increase)
uring the contracted DR period. Both the TEM Operator (Market) and
he user reach an agreement and define a common goal for the Plan-
er. Subsequently, the Planner sends plan signals to the Controller to
chieve the demand response goals. 

The building HVAC abstraction is highlighted in blue in Fig. 1 . Where
 black line crosses the blue box, a translation from/to an abstract form
specifically, a modelling language, state/action translation, or energy
rices) takes place. Here states and actions are made concrete by chang-
ng them to temperature sensor data and MOD-BUS (a client-server com-
unication protocol) actions. However, the biggest departure from the
efault agent setting is the market as additional goal setter. This makes
ense, because we want the agent to be responsive to DR market price
sh University, Clayton, VIC 3168, Australia. 

ih.lee@monash.edu (W.-L. Lee), frits.nijs@monash.edu (F. de Nijs), 

mailto:donald.azuatalam@monash.edu
mailto:wee-lih.lee@monash.edu
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Fig. 1. Relationships between concepts in 

automated planning applied in concrete 

terms to a TEM agent managing a building 

automation system. 
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Table 1 

Summary of closely related state-of-the-art papers 

reviewed. Key: RL–Reinforcement learning, WB–

Whole-building model (e.g. EnergyPlus building 

models), HVAC–Optimal control of HVAC systems 

for energy savings and/or thermal comfort, DR–

Demand response. PRI–Practical (real-world) imple- 

mentation. •–feature present, ∘–feature absent. 

Refs. Year RL WB HVAC DR PRI 

[2] 2003 • ∘ • ∘ ∘
[3] 2007 • ∘ • ∘ ∘
[4] 2008 • ∘ • ∘ ∘
[5] 2010 • ∘ • ∘ ∘
[6] 2013 • ∘ • ∘ ∘
[7] 2013 • ∘ • ∘ ∘
[8] 2014 • ∘ • ∘ ∘
[9] 2015 ∘ • • ∘ ∘
[10] 2015 ∘ • • ∘ •
[11] 2015 • • • ∘ ∘
[12] 2015 • ∘ • ∘ ∘
[13] 2015 • ∘ • ∘ ∘
[14] 2015 • • • ∘ ∘
[15] 2015 • ∘ • ∘ ∘
[16] 2016 ∘ ∘ • • ∘
[17] 2016 • ∘ • ∘ •
[18] 2016 • ∘ • ∘ ∘
[19] 2016 ∘ • • • ∘
[20] 2017 • • • ∘ ∘
[21] 2017 • • • ∘ ∘
[22] 2017 ∘ ∘ • • ∘
[23] 2017 • • • ∘ ∘
[24] 2018 • ∘ • ∘ ∘
[25] 2018 ∘ ∘ • ∘ •
[26] 2018 • ∘ • ∘ ∘
[27] 2018 • ∘ • ∘ ∘
[28] 2018 • • • ∘ ∘
[29] 2019 ∘ ∘ • • ∘
[30] 2019 ∘ • • ∘ ∘
[31] 2019 ∘ • • ∘ •
[32] 2019 • • • ∘ ∘
[33] 2019 • • • ∘ ∘
[34] 2019 • • • ∘ ∘
[35] 2019 ∘ ∘ • ∘ ∘
[36] 2019 • • • ∘ ∘
[37] 2019 • • • ∘ •
[38] 2019 • • • ∘ ∘
[39] 2020 ∘ • • • ∘
[40] 2020 • ∘ • • ∘
Own 2020 • • • • ∘
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R  
ignals, by load shedding or by shifting its demand from high to low
rice periods. This can be achieved with HVAC systems by either pre-
ooling or pre-heating the building. 

The system provides for two conceptual operations for which an al-
orithm or procedure has to be specified. Firstly, Algorithm plan takes
he ‘Goals’ and HVAC ‘Model’ as input and computes a new ‘Controller’
s output. Secondly, a model of the environment (JACE/BAS) has to be
rovided, either as an algebraic fit by a domain expert, or automatically
earned from data. In the Monash microgrid setting, the Java Appli-
ation Control Engine (JACE) acts as a control interface between the
Controller’ and the building automation system (BAS). Since historic
ata is unavailable for all the buildings in the microgrid, we have opted
or model-free reinforcement learning to learn the building dynamics
HVAC operational model) and thereafter control the HVAC system for
R purposes. After consulting the mechanical engineers in charge of

ome of the buildings, we found out that DR can be achieved using the
VAC systems in one of two ways, namely: 

i) Set-point control – implemented via change in zone set point (widen-
ing or tightening the temperature dead-band for dual set point/dead-
band control), and 

ii) direct load control – implemented via HVAC load shedding at various
power levels or shut-down of HVAC equipment). 

These two strategies can be used to achieve either load shedding or
oad shifting in response to DR events. However, in practice, direct load
ontrol (DLC) has a faster response time for load shedding compared
o temperature set point control. The response time is the overall time
aken to achieve the required load reduction or load increase after the
emand response signal is received. It is also worth mentioning here
hat response time depends on the building type and its thermal mass,
nd can also vary per building zone. Buildings with higher thermal mass
or inertia) will typically respond slower than those with lower thermal
ass. Load shifting on the other hand can be regarded as a pre-planned

orm of direct load control. Here, DR can be achieved by pre-heating (or
re-cooling) the building usually during low electricity price periods, in
reparation for a future DR event. Then, during the actual event, when
rices are normally high, the pre-heated (or pre-cooled) building zone
ould require lesser HVAC power for heating (or cooling), which saves

nergy costs. In this research, nonetheless, we focus only on temperature
et point control to achieve DR, since it is less intrusive than DLC in
ractice. 

.2. Research gaps and contributions 

This research builds on a large body of earlier work, which we sur-
ey in Table 1 . We collated these works by searching Scopus with the
ey words: "HVAC", "demand response", and "reinforcement learning" for
losely related papers published after the year 2000. Thus, they involve
he use of optimal control strategies like reinforcement learning for the
nergy scheduling of building HVAC systems with, or without demand
esponse. While most of the reviewed papers apply RL for the optimal
ontrol of HVAC systems for energy savings and/or thermal comfort,
ew of the papers achieved this using a whole-building in addition to
mplementing demand response. Even fewer papers have implemented
L algorithms which were deployed to a real building. Sequel to this, we
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Fig. 2. Demand Response Load Shapes [41] . 
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ll some of these research gaps by applying deep reinforcement learn-
ng for both whole-building HVAC control and demand response im-
lementation, to achieve similar results. Thus, the main contribution
f this paper is the design of an efficient reinforcement learning ar-
hitecture for optimally controlling whole-building HVAC systems for
nergy savings and thermal comfort while harnessing its demand re-
ponse capabilities. In addition, we investigated the impacts of imple-
enting two DR modes (upward and downward DR) on building HVAC

ystems, at varying demand response levels. Compared to simple an-
lytical models, implementing HVAC control for demand response on
 whole-building model is more challenging because of the difficulties
ncountered in calibrating the model for demand response. Further-
ore, estimating the actual power reduction (or increase) that can be

chieved is difficult since HVAC loads are dynamic, being influenced
y weather conditions, building-occupancy interactions and other inter-
al/external factors [41] which are prevalent in whole-building models.
ince whole-building models capture reality to a large extent, one would
eed to overcome these challenges to achieve demand response goals
oth in simulation and in real-world scenarios. Although we have not
et deployed our algorithm to a real building, in this research we over-
ome these challenges in our design and simulation framework, where
n autonomous RL agent achieves substantial energy savings and de-
and response targets. Nonetheless, our RL algorithm is designed for
eployment in real buildings in the Monash microgrid. Therefore, the
ext phase of our research is to evaluate the performance of our au-
onomous RL agent while deployed to one of the commercial buildings
n the microgrid. As a minor contribution, we also review the latest re-
earch works involving the application of RL for whole-building HVAC
ontrol and demand response. 

.3. Organisation 

The remainder of the paper is organised as follows: Section 2 pro-
ides some relevant background to this study. In Section 3 , we review
he literature related to our research topic. In Section 4 , an overview of
einforcement learning is presented. Section 5 presents the methodologi-
al framework. In Section 6 , we discuss the modelling and training of the
einforcement learning agent. The simulation framework is presented
n Section 7 , along with a case study with scenarios to be analysed. In
ection 8 , we present and analyse the results, and Section 9 concludes
he paper and suggests areas of further research. 

. Background 

In this section, we provide some background knowledge on dis-
ributed energy resources and demand response in general, and the use
f building HVAC system for demand response. 

.1. Distributed energy resources and demand response 

Distributed energy resources (DER) is a common term for local en-
rgy resources including embedded generation units, energy storage de-
ices, electric vehicles, and flexible/controllable loads such as HVAC
ystems and electric water heaters (EWH). Owners of distributed en-
rgy resources are able to play a more active role in the electricity sys-
em by generating electricity for their own needs, managing their loads,
nd injecting surplus generation to the grid. Employing smart meters
nd energy management devices changes DER owners to smart agents
n electricity systems. An example of a smart agent is a smart build-
ng, where the flexibility of distributed energy resources is managed
n an optimal way using automated building energy management sys-
ems (BEMS) with the aid of information and communication technol-
gy (ICT). These automated decision making tools are used to monitor
nd control building appliances and/or distributed energy resources in
n optimal way to minimize electricity cost as well as to maximize oc-
upants’ thermal comfort levels [42] . By using these distributed energy
esources flexibly in response to demand response price signals, owners
re able to assist utilities in meeting demand response goals. 

Demand response programs are becoming increasingly popular in
ecent times as utilities need to cater for unforeseen circumstances in
heir network to ensure reliable power supply to consumers. Demand
esponse (DR) is defined by the US Department of Energy [43] as:
Changes in electric usage by end-use customers from their normal con-
umption patterns in response to changes in the price of electricity over
ime, or to incentive payments designed to induce lower electricity use
t times of high wholesale market prices or when system reliability is
eopardized. ” However, demand response is said to be achieved, if these
hanges in usage result in pre-defined load shapes (summarised in Fig. 2 )
equired by utilities. At a system-wide level, demand response is neces-
ary to facilitate demand-supply balance since any mismatch between
hese two can cause energy wastage or system frequency deviations re-
ulting in blackouts. Furthermore, demand response provides economic
enefits for both the utilities and the end-users. Therefore, utilities need
o incentivise customers to participate in demand response programs
y either lowering or increasing demand at certain times or by shifting
heir consumption to off-peak periods. 

Utilities typically achieve DR goals mainly in one of two ways: (i)
irectly controlling or curtailing customers’ load/devices at specific
eak times in exchange for incentive payments (incentive-based DR)
o customers or (ii) by offering time-differentiated tariffs or varying
rice signals to incentivise customers to use electricity at off-peak times
price-based DR) [44] . For direct load control/curtailment utilities typ-
cally enter into contractual agreements with customers for the pro-
ision of a specific amount of demand response flexibility (power re-
uction/increase) for a specific time interval. In some other cases, this
oad curtailment can occur at any time or after a very short notice pe-
iod. Essentially, utilities trade energy/power using resources capable
f demand response in electricity markets (energy, capacity and ancil-
ary services markets) while compensating consumers for providing the
equired demand flexibility at the right time [45,46] . 

.2. Building HVAC systems as a demand response resource 

In most cases, for DR participation, utilities target customers with
arge controllable devices with flexible usage. Examples of such house-
old devices include: thermostatically controlled loads (like HVAC sys-
ems and electric water heaters), and shiftable appliances (like dish-
ashers, washing machines and dryers) with substantial power usage.
ince space conditioning accounts for a large proportion (over 50%)
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Table 2 

Demand savings influence factors [41] . 

Building factors System factors Strategy factors Weather factors 

Building use and size HVAC type Depth of shed Outside air temperature 

Structure type HVAC Efficiency Area% controlled Outside air humidity 

Level of occupancy Control type Duration of curtailment Solar radiation 
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[  
f building energy use, especially in commercial buildings [47] , HVAC
oads are excellent candidates for demand response. Moreover, the ther-
al storage effect of buildings makes it possible for reduced energy us-

ge to be effected, without immediate impact on the comfort of the oc-
upants [41,48] . Furthermore, in new commercial buildings, demand
esponse can be semi-automated (facilitated by building automation sys-
ems) or fully automated (via external signals with override capabili-
ies), rather than using manual on-off controls prevalent in older build-
ngs. With these in place, by simply adjusting the HVAC thermostatic
et point (temperature control) within the acceptable comfort bounds,
emand response goals can be achieved, resulting in substantial energy
avings for the end-user. Nevertheless, demand/energy savings can be
nfluenced by various internal and external factors outlined in Table 2 .
ome of these create considerable uncertainties (e.g. weather factors
nd occupancy levels) in the operation of the HVAC system and in the
mount of savings achievable with demand response. 

There are a couple of strategies to achieve demand response
ia building HVAC systems [41] . In addition to adjustments to the
lobal temperature (set point) of thermal zones, changes in pres-
ure/temperature/speed of air distribution systems and/or central
lants (chillers/boilers) can effect load shedding or demand shifting.
owever, since DR events are to be planned in advance, it is neces-

ary to forecast/plan ahead, the energy flexibility of the HVAC loads,
hile enabling accurate control strategies to implement it in real-time.
his presents a challenging problem for three main reasons. (i) there are
igh uncertainties involved in building-occupancy interactions (ii) com-
lexities in the (detailed) physics-based building modelling and HVAC
hermal modelling and (iii) errors may arise in implementation due to
he energy rebound effects of HVAC systems. Energy rebound effects
re unwanted demand spikes resulting from an immediate increase in
VAC load just after a DR event. [41] . Generally, for these sort of prob-

ems, model predictive control (MPC) is applied for predicting HVAC en-
rgy use while handling uncertainties that arise [49,50] . However, MPC
equires a detailed building model, describing the building dynamics.
urthermore, some research in this area (for example in [22] ) makes
se of approximate (lumped parameter building) models, which may
ot match what is attainable in reality. Therefore, to overcome these
hallenges, data-driven methods have been adopted in recent research
tudies to learn building dynamics using trained historical data [51] . 

. Literature survey 

In this section, we summarize the relevant literature on topics re-
ated to HVAC systems as distributed energy resources, building HVAC
odelling, and building HVAC control using reinforcement learning and

imilar approaches. 

.1. Building HVAC modelling 

Flexible loads in buildings, particularly HVAC systems, are hard to
redict due to many uncertainties involved in occupancy-building in-
eractions arising from both internal and external factors. Therefore, to
redict and control HVAC loads as a source of flexibility for demand
esponse, detailed HVAC modeling of the building is necessary to cap-
ure these uncertainties. Nonetheless, building models describing the ex-
ct HVAC dynamics are tedious to design and often require significant
omain expertise. Since exact, physics-based HVAC models are com-
lex and not readily available, data-driven approximations (e.g. black-
ox/empirical/data-driven such as ANN/RNN, and gray-box) [52] , re-
nforcement learning [12] and hybrid (e.g., recurrent neural networks
ombined with reinforcement learning) [34] approaches have been
eveloped. Aside from model-free methods, model-based control ap-
roaches require both a model and an optimisation framework [53,54] .
lternatively, a combination of model-based and model-free (hybrid)
ethods could also be adopted [10] . 

A model predictive control based method is applied in [55] to predict
ndoor zone temperature, with a feed-forward controller to account for
eather uncertainties. However, authors assume a linear thermal model
f the building. Physics-based models have been applied in [22,35,51] to
ptimally schedule HVAC systems by minimizing energy and thermal
iscomfort costs. In [51] , authors compare results of data-driven and
hysics-based models using model identification techniques. It is con-
luded that the use of data-driven approaches results in lower predic-
ion errors and model complexity. A comprehensive review of HVAC
ystem modeling options is presented in [52,56] . Authors discuss the
erits and demerits of physical/mathematical (white-box) and empir-

cal (black-box) in light of model scalability and accuracy. Consider-
ng the complexities in representing all building thermal interactions in
ure analytical models and uncertainties present in white-box models,
 semi-physical (gray-box) model is proposed in [52] to cater for these
nderlying deficiencies. 

.2. Building HVAC control for demand response 

HVAC temperature control has received significant attention in re-
ent times due to the high energy consumption of building HVAC sys-
ems and the need to achieve better energy efficiency and cost sav-
ngs. Due to the highly non-linear and complex nature of HVAC sys-
ems, utilising simple control methods like PID or ON/OFF control, as
revalent in older buildings, results in poor performance and accuracy
hich impacts overall system efficiency. However, with newer build-

ngs equipped with building automation systems, supervisory (optimal)
ontrol methods can be applied to improve energy efficiency by opti-
ising energy use while maintaining the indoor thermal comfort within

cceptable limits [25,83] . 
In recent studies, machine learning or optimisation techniques have

een applied in both predicting the demand response potential for ther-
ostatically controlled loads like HVAC and electric water heater (EWH)

n buildings and also for the actual implementation of demand response
sing these appliances [39,57–59] . Machine learning algorithms, in par-
icular, have been applied to forecast the demand response potential of
n actual commercial building in [60] and a residential building using
mart meter data [61] , both cases demonstrating low mean absolute per-
entage error values. However, in [22,62] a mixed integer (non)linear
rogramming optimisation framework was used to implement price-
ased demand response for HVAC loads, considering either user thermal
omfort or energy cost savings as optional preferences. In [63,64] , how-
ver, a stochastic/probabilistic optimisation algorithm was adopted for
educing total peak demand via the control of aggregated EWHs, while
especting the temperature limits of the EWH. Other optimisation based
ethods like approximate dynamic programming [65] and genetic algo-

ithms [16] have been applied to scheduling thermostatically controlled
oad for demand response purposes. Supervised learning was applied in
39] to obtain optimal DR schedules for a commercial building. A com-
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Fig. 3. Conceptual component diagram. 
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ination of machine learning and optimisation is presented in [66] . The
nergy consumption of the HVAC system was learned using an artificial
eural networks, the learned model is then integrated into an optimiser
or optimal DR control. Their results show how the learning-based opti-
isation outperformed heuristic and simulation-based strategies. 

Nevertheless, when the exact building model is unknown and data
s unavailable, more advanced methods like artificial intelligence (AI)
s required. Reinforcement learning (a branch of AI) has been adopted
n recent research to address the challenge of building HVAC modelling
nd control in cases where both the building model and historical data
s unavailable [12,67,68] . In reinforcement learning, autonomous soft-
are agents are trained to make sequential decisions in an environment
y maximising some notion of cumulative reward. Although with RL,
istorical data is required in the training phase (EnergyPlus is used to
enerate the training data in our research), but not during the actual
eployment phase. So, the RL controller directly interacts with the en-
ironment to improve the initial policy learned during training. A re-
nforcement learner can be seen as a controller whose responsibility is
o determine the best actions such that the HVAC can operate under
he minimal operation cost. In Fig. 3 , we break down HVAC modelling
nd control into three main layers/goals. Here, we see that methods like
enetic algorithms cover only the optimisation and model layer, thus re-
uiring a separate control algorithm. Furthermore, white-/gray-box an-
lytical models and supervised learning (learns the dynamics the HVAC
ystem) covers only the model layer, but not for control. Optimisation-
nly methods like dynamic programming can only be applied to compat-
ble models in the model layer, while needing a control layer. Nonethe-
ess, model-predictive control applies a control law within an optimisa-
ion framework to achieve all three goals necessary but in most cases, it
equires a model. However, model-free reinforcement learning encom-
asses all three layers – optimisation, modelling and control. 

For learning-based autonomous DR implementation, reinforce-
ent learning has proved useful for performing demand response

n thermostatically controlled loads and other household appliances
18,25,37,40,69] . Although, very few research has achieved HVAC con-
rol using a whole-building model. For example, Authors in [37] utilised
 deep RL framework to optimally control the HVAC system of a whole-
uilding model. After deploying their algorithm to a real building, their
esults showed a close match between the simulated and observed heat-
ng demand and average indoor temperature. Since RL is a general
ramework that has been applied to much more than just HVAC systems,
e plan to employ it in the Monash microgrid as a common framework

o control not only the HVAC systems , but other DERs such as battery
torage and electric hot water systems. 

. Reinforcement learning overview 

In this section, we present a brief overview of reinforcement learning
nd associated preliminaries. 
.1. Reinforcement learning agent 

Reinforcement learning (RL) [70] is a branch of machine learning
here autonomous software agents are trained to make sequential de-

isions in an environment by maximising some notion of cumulative
eward. The RL agent learns the dynamics of his environment from raw
xperience, by directly interacting with it and receiving rewards. From
ig. 4 , if the RL agent takes an action from one of many possible actions
discrete or continuous) on his environment, it lands on one of many
ossible states, and then receives a reward or penalty for taking that
articular action. This reward is essentially a feedback to the RL agent
o indicate how well it is performing at each decision timestep. Since,
he agent’s goal is to maximise cumulative reward, the instantaneous
eward influences it to take better next actions, thus, improving with
he passage of time (with more interactions with the environment). In
he context of this research, the RL agent takes a (continuous) action on
he HVAC environment model, by changing the set point of the HVAC
ystem at each timestep and then lands on a new indoor temperature
tate. At the same time, for that particular set point, it is given a reward
r penalized based on the resulting zone HVAC power use and occupant
hermal comfort level. Therefore, with subsequent interactions with the
nvironment, it gradually learns the building HVAC dynamics. 

.2. Markov Decision Processes (MDPs) 

The process of sequential agent-environment interactions (also
nown as trajectories or episodes) involving state, actions and rewards
n the RL problem can be formulated as a Markov decision process
MDP) since it involves sequential decision making. The state S t of a
ystem is Markov if and only if the future state is dependent only on the
urrent state and current actions, as in (1) . In other words, a future state
s independent of the past state, given the present state. 

 

(
𝑠 𝑡 +1 ||𝑠 𝑡 , 𝑎 𝑡 , 𝑠 𝑡 −1 , 𝑎 𝑡 −1 , … )

= 𝑝 
(
𝑠 𝑡 +1 ||𝑠 𝑡 , 𝑎 𝑡 )

( ℙ ) 
[
𝑆 𝑡 +1 ||𝑆 𝑡 

]
= ( ℙ ) 

[
𝑆 𝑡 +1 ||𝑆 1 , ..., 𝑆 𝑡 

]
(1) 

In more detail, a Markov Reward Process comprises a tuple ⟨S, A, P,

, 𝛾⟩ where: 

• S is a finite set of states (e.g. zone indoor temperature, HVAC power).
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Algorithm 1 Proximal Policy Optimisation (PPO) [74] 

1: Input: initial policy parameters, 𝜃0 , initial value function pa- 
rameters, 𝜙0 

2: for 𝑘 = 0 , 1 , 2 , ... do 

3: Collect set of trajectories  𝑘 = { 𝜏𝑖 } by running policy 
𝜋𝑘 ⪯ = ⪯𝜋( 𝜃𝑘 ) in the environment 

4: Compute rewards-to-go �̂� 𝑡 . 
5: Compute advantage estimates �̂� 𝑡 based on the current 

value function 𝑉 𝜙𝑘 
6: Update the policy by maximising the PPO-Clip Objective: 

𝜙𝑘 +1 = arg max 
𝜙

1 | 𝑘 |𝑇 
∑
𝜏∈ 𝑘 

𝑇 ∑
𝑡 =0 

min 
( 

𝜋𝜃 ( 𝑎 𝑡 |𝑠 𝑡 ) 
𝜋𝜃𝑘 

( 𝑎 𝑡 |𝑠 𝑡 ) 𝐴 𝜋𝜃𝑘 ( 𝑠 𝑡 , 𝑎 𝑡 ) , 𝑔 
(
𝜖, 𝐴 

𝜋𝜃𝑘 ( 𝑠 𝑡 , 𝑎 𝑡 ) 
)) 

typically via some stochastic gradient ascent method 

7: Fit value function by regression on mean-squared error: 

𝜙𝑘 +1 = arg min 
𝜙

1 | 𝑘 |𝑇 
∑
𝜏∈ 𝑘 

𝑇 ∑
𝑡 =0 

( 𝑉 𝜙( 𝑠 𝑡 ) − �̂� 𝑡 ) 2 

typically via some gradient descent algorithm 

8: end for 
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• A is a finite set of actions (e.g. zone set point change). 
• P is a state transition probability matrix, 𝑃 𝑎 

𝑠𝑠 ′
= ℙ [ 𝑆 𝑡 +1 = 𝑠 ′|𝑆 𝑡 =

𝑠, 𝐴 𝑡 = 𝑎 ] . This contains the transition probabilities from all states
s to all successor states s ′ . 

• R is a reward function. It predicts the next reward to be obtained as
a result of taking a specific action. 

• 𝛾 is a discount factor, 𝛾 ∈ [0, 1]. This is to account for the time value
of rewards. With this, future rewards (without immediate benefits)
and with higher uncertainty are given less value than rewards nearer
in time. However, the disount factor is only needed for infinite hori-
zon problems. 

.3. Policy, return, and value functions 

The major components of an RL Agent are Policy, Return and Value
unction. Therefore, in reinforcement learning, the RL agent learns not
ust the environment models, but also policies, and value functions. In
he following section, we describe the following in context of our re-
earch. 

.3.1. Policy, return, state value function, and state-action value function 
• Policy . Given the model of a system, an RL agent decides which

ction to take by applying a rule or a policy. A Policy 𝜋 is defined in (2) .
n our study, we apply the MLP policy, which is a class of feedforward
rtificial neural networks, with structure detailed in Section 6.1 . 

( 𝑎 |𝑠 ) = ℙ [ 𝐴 𝑡 = 𝑎 |𝑆 𝑡 = 𝑠 ] (2)

• Return . The return G t or is a sum of all discounted rewards R t going
orward in time. It is a measure of how good a given state is, and depends
n the agent’s policy. A Return G t is defined in (3) 

 𝑡 = 

∞∑
𝑘 =0 

𝛾𝑘 𝑅 𝑡 + 𝑘 +1 (3) 

• State value function . Depending on an RL agent’s policy 𝜋, the State
alue Function V 𝜋( s ) determines how good is it to be in a given state.

f a certain state is desirable, the agent may continue using the policy
ntil it is updated. A State Value Function V 𝜋( s ) is defined in (4) . The
tructure of the State Value Function applied in this study is given in
ection 6.1 

 

𝜋( 𝑠 ) = 𝔼 𝜋[ 𝐺 𝑡 |𝑆 𝑡 = 𝑠 ] = 𝔼 𝜋
[ ∞∑
𝑘 =0 

𝛾𝑘 𝑅 𝑡 + 𝑘 +1 
|||𝑆 𝑡 = 𝑠 

]
(4)

• State-action Value function . This is the expected return of action a
n state s , while following policy 𝜋. It determines how good is it to be in
 given state and take a specific action, and then follow a specific policy
. A State-action Value Function Q 𝜋( s, a ) is defined in (5) 

 

𝜋( 𝑠, 𝑎 ) = 𝔼 𝜋[ 𝐺 𝑡 |𝑆 𝑡 = 𝑠, 𝐴 𝑡 = 𝑎 ] 
= 𝔼 [ 𝑟 𝑡 +1 + 𝛾𝑉 ∗ ( 𝑠 𝑡 +1 ) |𝑠 𝑡 = 𝑠, 𝑎 𝑡 = 𝑎 ] 
= 𝔼 𝜋

[∑∞
𝑘 =0 𝛾

𝑘 𝑅 𝑡 + 𝑘 +1 
|||𝑆 𝑡 = 𝑠, 𝐴 𝑡 = 𝑎 

] (5) 

hus, the relationship between the state value function and the state-
ction value function is given as: 

 

𝜋( 𝑠 ) = 

∑
𝑎 

𝜋( 𝑠, 𝑎 ) 𝑄 

𝜋( 𝑠, 𝑎 ) (6)

he difference between the state-action value function and the state
alue function is therefore, the advantage of selecting a certain action
rom a certain state. It is known as the Advantage Function A 

𝜋( s, a ), given
n (7) , and is applied in the RL algorithm used in this research to stabilise
he learning process. See Algorithm 1 . 

 

𝜋( 𝑠, 𝑎 ) = 𝑄 

𝜋( 𝑠, 𝑎 ) − 𝑉 𝜋( 𝑠 ) (7)
.3.2. Optimal policy, state value function, and state-action value function 
• Optimal Policy . An optimal policy 𝜋∗ is a policy that results in an

ptimal state value function for the RL agent. It is expressed in (8) as: 

∗ |||𝑉 𝜋∗ ( 𝑠 ) ≥ 𝑉 𝜋( 𝑠 ) ∀𝑠. (8)

• Optimal State value function . An optimal state value function V 

∗ ( s ) is
hat which results when an optimal policy is taken by an RL agent. It can
e expressed in (9) as the maximum of all state value functions. V 

∗ ( s )
an be decomposed into the immediate reward and discounted future
alues by a set of equations known as the Bellman Optimality Equations

n (10) to (13) . 

 

∗ ( 𝑠 ) = max 
𝜋

𝑉 𝜋( 𝑠 ) (9)

= max 
𝑎 

𝑄 

𝜋∗ ( 𝑠, 𝑎 ) (10)

= max 
𝑎 

𝔼 𝜋∗ 
[ ∞∑
𝑘 =0 

𝛾𝑘 𝑟 𝑡 + 𝑘 +1 
|||𝑠 𝑡 = 𝑠, 𝑎 𝑡 = 𝑎 

]
(11)

= max 
𝑎 

𝔼 𝜋∗ 
[
𝑟 𝑡 +1 + 𝛾𝑉 ∗ ( 𝑠 𝑡 +1 ) 

|||𝑠 𝑡 = 𝑠, 𝑎 𝑡 = 𝑎 

]
(12)

= max 
𝑎 

∑
𝑠 ′

 

𝑎 

𝑠𝑠 ′

(
 

𝑎 

𝑠𝑠 ′
+ 𝛾𝑉 ∗ ( 𝑠 ′) 

)
(13)

• Optimal State-Action Value Function . An optimal state-action value
unction 𝑄 

∗ 
𝜋
( 𝑠, 𝑎 ) is that which results when an optimal policy is used

y an RL agent in state s to take action a . It can be expressed in (14) as
he maximum of all state-action value functions. Q 

∗ ( s, a ) can also be
ecomposed into the immediate reward and discounted future values
y the Bellman Optimality Equations in (15) and (16) 

 

∗ ( 𝑠, 𝑎 ) = max 
𝜋

𝑄 

𝜋( 𝑠, 𝑎 ) ∀𝑠 (14)

= 𝔼 
[
𝑟 𝑡 +1 + 𝛾 max 

𝑎 ′
𝑄 

∗ ( 𝑠 𝑡 +1 , 𝑎 ′) 
|||𝑠 𝑡 = 𝑠, 𝑎 𝑡 = 𝑎 

]
(15)

= 

∑
𝑠 ′

 

𝑎 

𝑠𝑠 ′
(
 

𝑎 

𝑠𝑠 ′
+ 𝛾 max 

𝑎 ′
𝑄 

∗ ( 𝑠 ′, 𝑎 ′) 
)

(16)

.4. Model-free reinforcement learning 

The model-free reinforcement learning algorithms are presented in
ig. 5 . They are divided into three main classes: (i) Policy optimisa-
ion (ii) Q-learning and (iii) a combination of policy optimisation and
-learning. In policy optimisation methods an approximator V 𝜙( s ) is
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Fig. 5. Some RL algorithms. The PPO-Clip RL algorithm (highlighted) is utilised 

in this study. 
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Fig. 6. Summary of methodology. 

Fig. 7. Modified RL Agent-environment interaction with DR 
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d

earned for the value function V 

𝜋( s ), which is used to generate the pol-
cy 𝜋𝜃 . In Q-learning methods learn an approximator Q 𝜃( s, a ) for the
ptimal action-value function, Q 

∗ ( s, a ). The RL agent’s action is then
ecided by the policy obtained using (15) and (16) . In this research,
e focus on policy optimisation methods as they are usually simpler,
ore reliable and stable and less computationally expensive for prob-

ems with continuous actions space as in our case. Methods that combine
oth policy optimisation and Q-learning (like DDPG, TD3) are more ef-
cient but can be more complex to implement too. In the next section,
e provide a brief description of the vanilla policy gradient algorithm,
nd proximal policy optimisation (PPO) RL algorithm which is used in
his study. 

.5. Vanilla policy-gradient 

In the vanilla policy-gradient method, the policy 𝜋𝜃( a | s ) is directly
ptimised for with respect to the policy parameter 𝜃 using gradient
scent to achieve optimal return. Indirectly, this method optimises 𝜃
y maximising local approximations of the reward function J ( 𝜃) (17) ,
hose value depends on 𝜋𝜃( a | s ). Therefore, RL algorithms in this class

eek better ways to optimally select 𝜃 for 𝜋𝜃 to achieve the best rewards
y applying gradient ascent using the policy gradient theorem given in
18) . 

( 𝜃) = 

∑
𝑠 ∈ 

𝑑 𝜋𝜃
( 𝑠 ) 𝑉 𝜋𝜃 ( 𝑠 ) = 

∑
𝑠 ∈ 

𝑑 𝜋𝜃
( 𝑠 ) 

∑
𝑎 ∈ 

𝜋𝜃( 𝑎 |𝑠 ) 𝑄 𝜋( 𝑠, 𝑎 ) (17)

𝜃𝐽 ( 𝜃) = 𝔼 𝜋𝜃[ ▽𝜃 ln 𝜋𝜃( 𝑎 |𝑠 ) 𝑄 𝜋( 𝑠, 𝑎 )] (18)

here: 𝑑 𝜋𝜃 ( 𝑠 ) is the stationary distribution of the Markov chain for policy

𝜃 . 

.6. Proximal policy optimisation 

The vanilla policy-gradient approach described above is a precursor
o more advanced policy optimisation methods like trust-region policy
ptimisation (TRPO) [71] and proximal policy optimisation (PPO) [72] .
oth these two methods try to stabilise the training of the RL agent by
voiding parameter ( 𝜃) updates which alters the policy too much at a sin-
le step. This is achieved in TRPO by applying a hard constraint (known
s KL-divergence constraint) which ensures that old and new policies are
s close as possible. However, unlike in TRPO, which uses a complex
econd-order approach, PPO is a simpler algorithm that uses first-order
ethods. Proximal Policy Optimisation (See Algorithm 1 ) is an iterative
ethod which optimises policies directly with guaranteed reward im-
rovement and stability in training. There are two main versions of the
PO RL algorithm namely: (i) PPO-Penalty and (ii) PPO-Clip. Instead of
pplying a KL-divergence hard constraint as in TRPO, PPO-Penalty ap-
lies a penalty parameter to the KL-divergence in the objective (reward)
unction J ( 𝜃). This parameter is adjusted appropriately throughout the
raining process of the RL agent. Contrarily, PPO-Clip does not have a
L-divergence constraint. Nonetheless, it stabilises training by applying
 specialised clip parameter to the objective function to ensure minor
eviations between new and old policies [73,74] . Hence, we apply PPO-
lip in this research for reason of its simplicity and for the aforemen-
ioned advantages of policy optimisation methods over Q-learning. 

. Methodological framework 

The methodological framework used in this study is depicted in
ig. 6 . It summarises our strategy for building HVAC control with de-
and response using model-free reinforcement learning (RL) but aided
ith a whole-building (EnergyPlus) model for training purposes. This

ramework is divided into two main parts: (i) Building modelling and
ontrol framework and (ii) Reinforcement learning framework. These
re presented in the following sections. 

.1. Building energy modelling and control framework 

The building energy modelling and control framework is broken
own into the following 7 major steps outlined below: 
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Table 3 

RL agent modelling and training hyperparameters (PPO). 

Hyperparameter Value 

Policy ( MLP ) Network (64, tanh, 64, tanh, Linear) 

Value Network (64, tanh, 64, tanh, Linear) 

Timesteps per actor batch 5664 

PPO Clip parameter 0.2 

Entropy coefficient 0.01 

Optimizer epochs per iteration 10 

Optimizer step size 3 𝑒 − 4 

Optimizer batch size 5120 

Optimizer step size 1 𝑒 − 3 

Discount 𝛾 0.99 

GAE 𝜆 0.95 

Number of training episodes 1000 
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1 https://energyplus.net/ 
2 https://gym.openai.com 
1. Create a suitable EnergyPlus model . (see Fig. 9 ) for whole-building
simulation. We re-modelled a 5-Zone building in EnergyPlus for this
purpose. 

2. Create an EnergyPlus RL environment according to the OpenAI Gym

[75] specifications . An EnergyPlus RL python-based environment is
created using the EnergyPlus model which includes a step , reset ,
done , and a render function to align with the OpenAI Gym in-
terface. Also, the RL state and observation functions for our
model are defined for this purpose. 

3. Link EnergyPlus with Building Control Virtual Test Bed (BCVTB) for co-

simulation purposes . BCVTB is then linked to the EnergyPlus environ-
ment so as to exchange input/output (states/observation vectors)
variables during co-simulation. 

4. Select an appropriate RL agent to interface with EnergyPlus and BCVTB .
Proximal policy optimisation (PPO) [72] is chosen for our study. We
also trialled our simulation platform with a TRPO RL agent for yearly
simulations. However, on testing both algorithms on our model, we
realised that PPO outperformed TRPO on most occasions. 

5. Implement an appropriate reward function to guarantee convergence of

RL agent . Our reward function comprises two parts. The first part is
for controlling HVAC power use while the second part is for control-
ling the occupant thermal comfort control (predicted mean vote).
There are weighting values to indicate the importance of one part
relative to the other, to influence the action of the RL agent accord-
ingly. 

6. Run simulation for four scenarios . We define four simulation scenarios
namely: Eplus baseline, RL, RL+DDR, and RL+UDR. 
• Scenario 1 . Building with default EnergyPlus HVAC controller

(EPlus Baseline). This is the baseline controller for EnergyPlus. 
• Scenario 2 . Building with RL HVAC controller, but without de-

mand response (RL). Here, the RL controller aims to minimize
cost energy savings while keeping the thermal comfort level
within acceptable bounds, based on specific weighting values in
the reward function. 

• Scenario 3 . Building with RL HVAC controller and downward de-
mand response (RL+DDR). Here, the building runs with the de-
fault RL controller at all times, except during downward demand
response periods, where the power weighting value of the reward
function is modified to achieve power reduction at various DR
levels. 

• Scenario 4 . Building with RL HVAC controller and upward de-
mand response (RL+UDR). Here, the building runs with the de-
fault RL controller at all times, except during demand response
periods, where the power weighting value of the reward function
is modified to achieve power increment at various DR levels. 

7. Analyse results . Here we compare the thermal comfort (predicted
mean vote – PMV), overall HVAC energy and change in HVAC power
during DR periods. The predicted mean vote provides a measure of
the thermal comfort level of occupants in a building zone as defined
in [76] . 

.2. Reinforcement learning framework 

According to [77] , we would approach the problem using the follow-
ng step-by-step methodology to meet the research objectives and goal.
hese are presented in 10 steps are listed below. 

1. Gather domain-specific knowledge . The aim here is to understand how
HVAC systems work, and how it can be effectively controlled to meet
energy efficiency and demand response goals. 

2. Define RL framework . The aim here is to define the action and obser-
vation spaces (discrete or continuous) specific to the problem and
then identify a suitable RL agent based on the intended modelling
environment and data available (weather, solar radiation). 

3. Build RL modelling/training environment . The aim here is build a train-
ing environment according to real-world systems. In our research,
we design and build a training environment using the EnergyPlus 1 

building software based on the OpenAI Gym 

2 toolkit and the Sta-
ble Baselines RL platform. The DR functionality, which can be seen
as a sub-environment, is then integrated into the main EnergyPlus
environment as an observation vector. 

4. Define RL reward function . Here we design a reward function to meet
the required goals for the RL agent. It is worth noting that design-
ing a good reward function is the core of RL and is usually the most
difficult aspect of RL. We also define a success/failure criteria. For
example, the percentage reduction in power or thermal comfort im-
pacts. 

5. Model RL agent . The aim here is to define suitable hyper-parameters
for the RL agent: network architecture (number of hidden lay-
ers/number of neurons per hidden layer), network activation func-
tions, RL policy, batch size/timesteps, learning rate, exploration and
exploitation parameters etc. These hyper-parameters affect the per-
formance of an RL agent in terms of execution speed and quality of
results [78] . 

6. Train RL agent . Using historic data (weather/solar radiation) and the
EnergyPlus environment, the RL agent is trained for a sufficient time
horizon, following successive Agent-environment interactions (See
Fig. 4 ). 

7. Evaluate performance of RL agent . The aim here is to evaluate the
performance of the RL agent based on the success/failure criteria.
We also try to deduce any relationship between DR success rate and
other factors. 

8. Diagnose problems/failures . Here, we try to fix all errors or prob-
lems encountered in training while identifying the causes of any
failure/poor performance. This diagnosis is by nature an iterative
process that may require a new model, re-training, re-testing and
re-diagnosing. 

9. Perform sensitivity analysis . Here, we perform sensitivity analysis us-
ing different hyperparameter settings in order to improve agent’s
performance. 

0. Deploy RL Agent . Here, the trained and tested algorithm is deployed
to a real building and its performance is compared with that of com-
puter simulations. The challenge here is in transferring the learned
RL policy obtained using simulation to a real building environment.
This poses a difficult task as it requires some model calibration and
adjustment of the RL parameters to suit a new environment [79] . 

. Modelling and training of RL agent with demand response 

.1. RL agent modelling and training hyperparameters (PPO) 

Table 3 shows a list of hyperparameters used in modelling and train-
ng the RL PPO agent. These were selected by a parameter sweep based

https://energyplus.net/
https://gym.openai.com
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n established best practices (typical hyperparameter ranges) with PPO
raining, in order to achieve a desirable level of performance. 

.2. RL agent reward function design 

The reward function is made up of two parts. The first part penalizes
for default RL and RL+DDR) or rewards (for UDR) high HVAC power
onsumption, while the second part penalises thermal comfort devia-
ions from the normal PMV range. The reward function is defined as:

 = − 

2 ∑
𝑖 =1 

𝜆𝑖 𝐺 𝑖 (19)

here: 𝜆1 , G 1 = HVAC power weighting, and HVAC power penalty; 𝜆2 ,
 2 = Thermal comfort weighting, and Thermal comfort penalty. 

.2.1. HVAC power penalty 

The HVAC penalty is applied to achieve energy efficiency (efficient
VAC energy utilisation), when energy efficiency is priority (see Sce-
ario 4 in Table 5 ). The HVAC plant power penalty is used to either
ncrease or decrease the plant power use when DR is active. 

 1 = 

⎧ ⎪ ⎪ ⎪ ⎨ ⎪ ⎪ ⎪ ⎩ 

𝑃 hvac 

𝑃 hvac max 
, RL 

𝑃 hvac 

𝑃 hvac max 
, RL + DDR 

− 

𝑃 hvac 

𝑃 hvac max 
, RL + UDR 

(20)

.2.2. Thermal comfort penalty 

The thermal comfort penalty is required to keep the thermal comfort
PMV) value as close to P neut as possible. However, there is no penalty if
he PMV is within the normal range ( 𝑃 

′
min < PMV < 𝑃 

′
max ). Any deviation

utside this range is penalised according to Equation (21) . Essentially,
he thermal comfort of occupants is better if the PMV value is closer to
ero. The thermal comfort penalty acts as a constraint in the operation
f the HVAC system to keep the PMV value within the normal bounds.
n our case study, the normal PMV range is roughly equivalent to an
ndoor temperature range of 20–25 °C. However, according to ASHRAE
80] , a less stringent range of 19–27 °C is taken as the acceptable indoor
emperature bounds. . This roughly translates to a PMV range of − 0.9 to

0.9 in our case study. It is worth mentioning that although the PMV
s somewhat related to the zone indoor temperature, it also depends on
everal other specified factors like occupant’s clothing insulation, activ-
ty level, work efficiency, and the air velocity (See Table 8 ). For these
actors, we have assumed the (constant) default values in the EnergyPlus
oftware in our simulation. 

 2 = 

⎧ ⎪ ⎪ ⎨ ⎪ ⎪ ⎩ 

0 , 𝑃 
′
min < PMV < 𝑃 

′
max 

PMV − 𝑃 ′max 
𝑃 max − 𝑃 

′
max 

, PMV > 𝑃 
′
max 

|PMV − 𝑃 ′min ||𝑃 min − 𝑃 
′
min | , PMV < 𝑃 

′
min 

(21)

.3. RL agent reward function parameters 

Table 5 shows the reward function weighting values for the default
L controller. The "Mode" is the State/status of the HVAC system rela-

ive to a DR signal. For Mode 1, since the main HVAC is OFF , thermal
omfort is priority. Here, the extra power from the HVAC supply/return
ans are used to achieve thermal comfort. As we observed in our prior
imulation results, reducing the HVAC demand when the HVAC power
s already close to zero would (as in Mode 2) result in the opposite in-
ended effect, that is more HVAC power use. So, in Mode 2, the thermal
omfort of occupants is still priority. And for Mode 3, both energy effi-
iency and thermal comfort are important so the controller tries to pro-
ide an optimal balance between the two. For Mode 3, with the HVAC
N , equal weighting values are applied to both the HVAC power and
MV throughout the simulation period. 

Table 6 shows the reward function weighting values for the default
L controller with downward demand response (RL+DDR). In Mode 1,
ccupant thermal comfort is priority, for same reasons as in the default
L scenario. With DDR active in Mode 2, it is not possible to reduce the
VAC demand when main HVAC is OFF so thermal comfort of occu-
ants is priority. For the same reasons as explained above, even with
DR active in Mode 3, occupant thermal comfort is still priority for all
DR levels. In Mode 4, since DDR is not active and the HVAC is ON , the

ame weighting values as in Mode 3 of the default RL scenario applies.
or Mode 5, since DDR is active and the HVAC is ON , a higher weight-
ng value is applied to HVAC power compared to thermal comfort. So,
he priority is achieving power reduction during the specified DR period
or all DDR levels. In this case, the controller tries to reduce the HVAC
ower while maintaining the same level of thermal comfort as with the
ase without DDR (Mode 4). This is a difficult task for the controller
o achieve since HVAC power reduction and thermal comfort improve-
ent are conflicting objectives. For this reason, the thermal comfort is

dversely impacted nonetheless, but the controller tries to minimise this
mpact. 

Table 7 shows the reward function weighting values for the default
L controller with upward demand response (RL+UDR). In Mode 1,
ccupant thermal comfort is priority, for same reasons as in the default
L scenario and RL+DDR. Although it is not possible to increase the
VAC demand when the main HVAC is OFF in Mode 2, it is possible to
o so with very low HVAC power in Mode 3. In Mode 3, since UDR is
ot active and the HVAC is ON , the same weighting values as in the de-
ault RL scenario applies. For the last mode, since UDR is active and the
VAC is ON , a higher weighting value is applied to HVAC power com-
ared to thermal comfort. So, the priority is achieving power increase
uring the specified DR period. In this case, the controller tries to in-
rease the HVAC power and at the same time tries to maintain the same
hermal comfort as with the case without DR (Mode 3). Compared to the
DR case, this is an easier task for the controller to achieve since HVAC
ower increment and thermal comfort improvement are not iconflicting
bjectives. For this reason, the thermal comfort is positively impacted
ith DDR. 

Generally, the weighting values increase with the DR levels for
oth RL+DDR and RL+UDR scenarios. However, the determination the
eighting values for both parts (power and comfort) of the reward func-

ion was an empirical process with a significant number of parameters to
weak.. Therefore, to improve the reward function re-calibration for new
uilding models, we plan to implement a more flexible platform which
llows the use of principled approaches in determining these weighting
alues. 

. Simulation framework and case study 

.1. Simulation framework 

The simulation framework is depicted in Fig. 8 . It comprises the
uilding simulator, a Python-based PPO RL Agent, and a software in-
erface (BCVTB) [81] , used to exchange data between EnergyPlus and
he Python simulation platform at each timestep during simulation.
he granularity of both the EnergyPlus simulation and the data ex-
hange time interval is 15 min. BCVTB – building control virtual test
ed – is generally used to couple different simulation programs for co-
imulation. In our framework, BCVTB receives the following output vari-
bles (RL agent’s observations/states ) from EnergyPlus simulation at each
5-min timestep and sends the following input variables (RL agent’s ac-

ions ) to EnergyPlus. 
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Fig. 8. Simulation framework. The output variables from EnergyPlus are the 15 

continuous state variables or observations while the input variables to Energy- 

Plus are the 10 continuous action variables. 

Fig. 9. 5-Zone Air-Cooled Building Model - 3D view. 
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Fig. 10. 5-Zone Air-Cooled Building Model - 2D view (Plan) with Zones anno- 

tated. 
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3 A standard adult body surface area of 1.8 m 

2 is assumed. An activity level of 

117.24 W/m 

2 per person is also assumed. A work efficiency of 100% indicates 

that all of the energy produced in the human body is being converted to heat 

[82] . 
• Ten continuous action variables, 𝐴 = { 𝐴 1 , ..., 𝐴 10 } 
- Zone heating temperature set point ( × 5 Zones) 
- Zone cooling temperature set point ( × 5 Zones) 

• Fifteen continuous state variables, 𝑆 = { 𝑆 1 , ..., 𝑆 15 } 
- Zone mean air temperature ( × 5 Zones) 
- Zone thermal comfort value – PMV ( × 5 Zones) 
- Demand response signal (DDR or UDR) 
- Site direct solar radiation 
- Site outdoor air drybulb temperature 
- Total HVAC demand power 
- Total building electric demand power 

It is worth noting that not all observations are used in the computa-
ion of the reward function in the results. Although the zone mean air
emperature could be used in place of the PMV for thermal comfort cal-
ulations, while the total building electric power demand could be used
n place of the total HVAC demand power. Our prior analysis showed
he total HVAC power to be more effective than using the total build-
ng electric power. This is because there are no distortions for the RL
ontroller arising due to the underlying non-HVAC base load which is
ncluded in the total building electric demand. Furthermore, we found
hat the PMV to be a more direct way of capturing the thermal comfort,
ather than applying a quadratic penalty for any deviations from the
cceptable temperature bounds. 

.2. Case study 

For the simulation, an EnergyPlus-based commercial building is de-
eloped to fit the purpose of our studies (See Fig. 9 for 2D view and
ig. 10 for 2D/Plan view). The building is a 463 m 

2 -sized 5-Zone build-
ng fitted with a variable air volume (VAV) system, a central electric
oiler, and a central air-cooled electric chiller. It is equipped with some
lectric equipment and lighting systems, with different power levels per
one. Table 8 shows the lighting/equipment power levels of each zone,
nd other relevant zone parameters. The occupancy, activity 3 , light-
ng/electric equipment power levels account for the internal heat gains
n a zone. The building is modified such that the heating and cooling set-
oints in every zone can be controlled independently by the RL agent.
he dimensions and thermal properties of some construction elements of
he building are given in Table 9 . These include the material thickness,
onductivity, density, specific heat capacity, thermal absorptance, solar
bsorptance, and thermal resistance (for air gap), for different layers of
he walls, roof and floor. In the case of the external wall, layer 1 (L1)
epresents the outermost layer while L4 represents the innermost layer.
hese construction elements account for the thermal mass of the build-

ng and are inherently considered in the EnergyPlus simulation to deter-
ine the thermal dynamics of the building at each simulation timestep.

The 15-min resolution yearly TMY3 weather profile for Oklahoma
ity, USA is used for the training of the RL agent. Aside the outdoor tem-
erature, the TMY3 (or the equivalent EnergyPlus weather file) dataset
ontains the corresponding accurate solar radiation, humidity, and air
arometric pressure of the location under consideration for accurate cal-
ulations in EnergyPlus. We initially trained the RL agent on the entire
yearly) dataset, but it did not perform well as compared to training the
L agent on a seasonal basis, especially for the DR scenarios. Further-
ore, since the boiler has a considerably higher power demand than the

hiller of our building model, the highest peak demand periods of the
ear occur during the winter calendar months of the year. Therefore, we
ave focused on the winter calendar months in this study so as to test
he efficacy of our RL algorithm with demand response in the consider-
bly high peak demand periods. So, the winter months of January and
ebruary were used for the training and validation of the RL agent for
p to 1000 episodes. Nonetheless, our RL algorithm can be applied to
ther seasons in the year as well. 

After convergence of training, the trained policies are saved in dif-
erent models, corresponding to the different scenarios (RL, RL+DDR,
L+UDR). These are later used for fast on-line implementation without
equiring any adjustments. On considering the average daily load pro-
le for our dataset, the downward demand response was implemented
n a daily basis between 6:15 AM to 6:45 AM (a high peak period),
hile the upward demand response is implemented between 10:15 AM

o 10:45 AM (a valley period). Although, the DR signal is just for a 45-
inute duration (three 15-min time slots), we actually implemented the
R for an additional time-slot beyond the period of interest. This is to
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Fig. 11. RL Agent Reward. 
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nsure the required power reduction is achieved during the original DR
eriod. It is essentially a strategy to mitigate energy rebound effects,
y gradually returning the HVAC system to normal operation after the
R period. However, this strategy was not very effective for longer DR
eriods ( ≥ 2 h), especially when the available power is not consistently
igh enough (for DDR) throughout the particular DR period. 

After training the RL agent, we tested the performance of the RL
lgorithm by running our simulation for the remaining winter month
December) as a case study. Being a commercial building, the HVAC
ower is shut down during weekends so the results are analysed only
or the weekdays in December. 

. Results and analysis 

.1. RL agent reward 

Fig. 11 shows how the reward varies from Episode 1 to Episode 1000.
he instantaneous (top) and average (bottom) reward for all scenarios

s expected to improve as the RL agents undergoes more episodes and
hen finally reach a stable point. This also indicates the performance
f the RL algorithm as the rewards converged at the 1000th episode
or all the scenarios. The reward values for RL+UDR is highest since a
ositive reward is given when the agent achieves a power increase dur-
ng any UDR period. On the contrary, a penalty (or negative reward) is
iven when the agent fails to achieve a power reduction during any DDR
eriod. This is also the case for the RL scenario, which is higher than
L+DDR only because of the lower penalty (reflected in the weighting
alue) compared to RL+DDR. 

.2. Weekly energy 

The results in Fig. 12 shows the change (percentage reduc-
ion/increase) in weekly energy over the simulation period, consider-
ng the various scenarios. In the first sub-figure (left), we observe the
chievable weekly energy reduction in using RL over the EnergyPlus
aseline. Except for week 1, this result show that more than 12% re-
uction in weekly energy can be achieved. Enforcing power reductions
or a period with low power use can cause energy rebound effects. This
s the case with week 1 with low power use compared to the rest. On
he contrary, if there is some considerable energy to be reduced, the RL
lgorithm performs well, in similar proportion to the available power. 
However, if HVAC power is given a much higher priority in the re-
ard function, the energy rebound effect can be mitigated. In fact, the

everse is the case, if there is a very strong DR signal. This can be ob-
erved in the second sub-figure (middle), which shows the achievable
eekly energy reduction in using RL+DDR (on a daily-basis) over the
nergyPlus baseline. Although, the DDR is in effect only for 45 min
aily, the reduction of the high power use during the period of interest
esults in a significant reduction in the weekly energy use. Energy reduc-
ions of over 20% is observed. This value increases with the DR level as
xpected. Similarly, the third sub-figure (right) shows energy increases
f over 20%, which also increases with the DR level. It is worth mention-
ng that a proportional (linear) increase/decrease in energy with the DR
evel cannot always be guaranteed due to in few existing nonlinearities
n the RL agent training and other underlying uncertainites in building
hermal response. 

.3. Average IA temperature and PMV 

In Fig. 13 , we show the average daily zone indoor air (IA) temper-
ture (top) and PMV (bottom) for all simulation scenarios. These were
btained by first computing the average IA temperature and PMV of
he 5 zones, and then finding the daily values averaged over the entire
imulation period (one month – December). Both sub-figures are simi-
ar because the PMV is a reflection of the indoor air temperature. Given
ome specific pre-defined variables, which were assumed constant in
his study, the PMV can be obtained from the IA temperature through
umerical calculations. These calculations are omitted in this paper for
onciseness and brevity. The PMV calculations used in our research is
ased on the Fanger thermal comfort model [76] . Based on Table 4 ,
he closer the PMV value in a zone is to zero, the better the thermal
omfort for the building occupants. Nevertheless, the results depicted in
ig. 13 show acceptable PMV values (between − 0.9 to +0.9) and IA val-
es within recommended ASHRAE bounds [80] . ASHRAE-55 standard
ecommends an IA temperature range of approximately 19 to 27 °C. 

The task of the RL controller is to minimise power/energy use with
inimal impact to the occupant comfort level. Though we have applied
 weighting value to the second part (PMV/thermal comfort) of the re-
ard function to improve the comfort value, it is difficult to even keep

he thermal comfort constant (at the Baseline value) while reducing the
ower at the same time, since power and comfort are conflicting vari-
bles. For this reason, the PMV value of the RL scenario in Fig. 13 (bot-
om) is lower than that of the EnergyPlus baseline. More still, the aver-
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Fig. 12. Change in Weekly Energy. The RL controller (with or without DR) aims to achieve a PMV value as close as zero as possible. This is equivalent to an IA 

target temperature value of 23 °C. 

Fig. 13. Average Indoor Air (IA) Temperature and Predicted Mean Vote (PMV). The red dotted lines show the acceptable IA temperature (19–27 °C) / PMV ( − 0.9 to 

+0.9) ranges and desired values (middle red line – 23 °C IA temperature, and 0 PMV).(For interpretation of the references to color in this figure legend, the reader 

is referred to the web version of this article.) 
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ge PMV value of the RL+DDR scenario, where a higher power reduc-
ion is enacted, is subsequently lower than that of the RL scenario. This
s observed at all DR levels. 

On the contrary, the RL+UDR scenario results in a higher PMV value
ompared to the EnergyPlus baseline case, for all DR levels. This implies
hat using more power results in a better thermal comfort. However,
his is true only up to a certain point, beyond which there would be a
egative effect on PMV (PMV > P max as in Table 4 ) due to temperatures
bove the acceptable human thermal comfort level. 
o  

l  

Table 9 

Dimensions and thermal properties of some building construction elements. 

Material 

Parameter 

External Wall Roof 

L1 L2 L3 L4 L1 

Thickness (m) 0.6670 0.0127 0.0901 0.0127 0.0127

Conductivity (W/m K) 0.1150 0.1150 0.0430 0.1600 1.4420

Density (kg/m 

3 ) 513 545 10 801 881 

Specific Heat (J/kg K) 1381 1213 837 837 1674 

Thermal absorptance 0.90 0.90 0.90 0.90 0.90 

Solar absorptance 0.78 0.78 0.75 0.75 0.65 

Thermal resistance (m 

2 K/W) - - - - - 
.4. Average HVAC power change and PMV during DR periods 

.4.1. Average HVAC power change during DR 

The results in Fig. 14 depict the average percentage change in HVAC
ower that results in using either RL+DDR or RL+UDR over the Ener-
yPlus baseline and the default RL controller. The first and third sub-
gures (left to right) show the average percentage reduction in power
hat can be achieved during the DDR period in using RL+DDR over the
nergyPlus baseline and the default RL controller respectively. Here, we
bserve power reductions of over 70% and 20% respectively for all DR
evels. However, only timeslot 3 shows a steady increase in the power
Interior Wall Floor slab 

L2 L3 L4 L1 L2 L3 L1 

 0.0095 0.0762 0.6670 0.0159 - 0.0159 0.1016 

 0.1620 0.0230 0.1150 0.1600 - 0.1600 1.3100 

1121 24 513 801 - 801 2243 

1464 1590 1381 837 - 837 837 

0.90 0.90 0.90 0.90 - 0.90 0.90 

0.70 0.50 0.78 0.75 - 0.75 0.65 

- - - - 0.157 - - 



D. Azuatalam, W.-L. Lee and F. de Nijs et al. Energy and AI 2 (2020) 100020 

Fig. 14. Average Change in HVAC Power during DR Period. 

Table 4 

PMV value description. 

PMV Value Description 

P min − 3 Cold 

P cool − 2 Cool 

𝑃 
′

cool − 1 Slightly cool 

𝑃 
′

min − 0.5 Normal (low) 

P neut 0 Neutral 

𝑃 
′

max 0.5 Normal (high) 

𝑃 
′

warm 1 Slightly warm 

P warm 2 Warm 

P max 3 Hot 

Table 5 

Reward Function Parameters 

for the default RL scenario 

(RL). ON ∗ implies that the 

HVAC is ON but with very low 

power use (close to zero). 

Mode 

HVAC 

Status 

Weighting value 

𝜆1 𝜆2 

1 OFF 0 1 

2 ON ∗ 0 1 

3 ON 0.50 0.50 

Table 6 

Reward Function Parameters for RL with Downward demand 

response (RL+DDR). ON ∗ implies that the HVAC is ON but 

with very low power use (close to zero). 

Mode 

Status Weighting value 

DR Level 1 DR Level 2 DR Level 3 

HVAC DR 𝜆1 𝜆2 𝜆1 𝜆2 𝜆1 𝜆2 

1 OFF Nil 0.0 1.0 0.0 1.0 0.0 1.0 

2 OFF ↓ 0.0 1.0 0.0 1.0 0.0 1.0 

3 ON ∗ ↓ 0.0 1.0 0.0 1.0 0.0 1.0 

4 ON Nil 0.5 0.5 0.5 0.5 0.5 0.5 

5 ON ↓ 2.0 0.5 2.5 0.5 3.0 0.5 

Table 7 

Reward Function Parameters for RL with Upward demand re- 

sponse (RL+UDR). ON ∗ implies that the HVAC is ON but with 

very low power use (close to zero). 

Mode 

Status Weighting value 

DR Level 1 DR Level 2 DR Level 3 

HVAC DR 𝜆1 𝜆2 𝜆1 𝜆2 𝜆1 𝜆2 

1 OFF Nil 0.0 1.0 0.0 1.0 0.0 1.0 

2 OFF ↑ 0.0 1.0 0.0 1.0 0.0 1.0 

3 ON ∗ ↑ 2.0 0.5 3.0 0.5 4.0 0.5 

4 ON Nil 0.5 0.5 0.5 0.5 0.5 0.5 

5 ON ↑ 2.0 0.5 3.0 0.5 4.0 0.5 

Table 8 

Zone properties. 

Parameter (level) Zone 1 Zone 2 Zone 3 Zone 4 Zone 5 

Occupancy 11 5 11 5 20 

Lighting power (W) 1584 684 1584 684 2964 

Equipment power (W) 1056 456 1056 456 1976 

Activity (W/person) 211.03 211.03 211.03 211.03 211.03 

Air velocity (m/s) 0.137 0.137 0.137 0.137 0.137 

Work efficiency (%) 100 100 100 100 100 

CO 2 rate ×10 −8 (m 

2 s/W) 3.82 3.82 3.82 3.82 3.82 

r  

i  

t  

(  

t  

p  

w  

s  

i  

l  

p  

h  

s  

t  

c  

t  

i  

e  

m  

d  

o  

m  

e  

t  

r
 

p  

r  

R  

t  

a  

i  

u  

w  

i  

h  

p  

p  

t

eduction levels with increasing DR level. For timeslots 1 and 2, there
s an increase in the power reduction level in transiting only from DR 1
o DR 2. Typically in HVAC systems, a high power use for pre-heating
or pre-cooling) is usually observed just before the start of DDR periods,
o compensate for the subsequent low power use within the actual DDR
eriod. From our initial simulation results, power reduction penalties
ork well up to a certain DR level, after which higher depths of shed re-

ults in a less effective outcome. This is the case with DR level 3, as there
s no improvement in the power reduction level in transiting from DR
evel 2 to DR level 3. Because a power reduction is requested beyond the
hysical limits of the HVAC system at the DDR period of interest, a very
igh pre-DR power increase occurs in preparation for the high depth of
hed in the actual DDR period. Sometimes, this effect encroaches into
he earlier timeslots (timeslots 1 and 2) of the actual DDR period. In our
ase, timeslots 1 and 2 are affected by this in DR level 3. To prevent
his, it is necessary to activate the DDR signal a few timeslots before the
ntended DDR period of interest. In our study, we only implemented an
nergy rebound strategy just after the DDR period of interest. Further-
ore, it is best not to request a DR power reduction beyond the optimal
epth of shed level (DR level 2 in our case). Sometimes, this best depth
f shed level is best determined empirically. Notwithstanding, imple-
enting DR level 3 over DR level 2 on a weekly basis results in a higher

nergy reduction as observed in Fig. 12 . This implies that power reduc-
ion due to demand response does not necessarily translate to energy
eduction and vice versa. 

The second and fourth sub-figures (left to right) show the average
ercentage increase in power that can be achieved during the UDR pe-
iod in using RL+UDR over the EnergyPlus baseline and the default
L controller respectively. In this case, contrary to the DDR scenarios,

here is a rise in the power increment level with higher DR levels for
ll the timeslots. This is because when HVAC systems are unconstrained
n their operation or allowed to use more power, the initial high power
se and its effect on earlier DR timeslots as observed in the DDR case
ould not occur. Nonetheless, just before the start of UDR periods, there

s usually a lower power consumption to compensate for the subsequent
igh power use within the actual UDR period. And because the baseline
ower consumption during the chosen UDR period is low, the trend in
ercentage increase in power as a result of applying RL+UDR is consis-
ent for all timeslots across all DR levels. 
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Fig. 15. Average Zone PMV during DR Period. 

Fig. 16. Change in HVAC Power during DR Period. 
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.4.2. Average PMV during DR 

On the other hand, Fig. 15 shows the average PMV values for all
he simulation scenarios during both the DDR and the UDR periods.
he task of the RL controller during the DR periods, is to either reduce
RL+DDR) or increase (RL+UDR) the HVAC power, while keeping the
hermal comfort level as close as possible to that of the default (RL) sce-
ario. However, since higher power use implies better occupant ther-
al comfort level (at least up to PMV ≤ P max ), the RL+UDR scenario

esults in a better PMV as the DR level increases, when compared to
he RL+DDR scenario. Furthermore, for the DDR period, there is an im-
rovement in the PMV in choosing the default RL controller over the
nergyPlus baseline. This is because in the RL scenario, poor thermal
omfort is penalized as in the reward function, whereas this is not the
ase in the EnergyPlus baseline. Here, the default RL controller provides
n optimal trade-off between thermal comfort (PMV) and HVAC power.
owever, on considering all the timeslots throughout the day, the PMV

or the EnergyPlus baseline is better than that of the RL scenario where
VAC power use is consistently penalized in order to achieve power
avings (See Fig. 13 ). 

Conversely, in the UDR period, there is a deterioration in the PMV
n choosing RL over the EnergyPlus baseline. This is because during the
hosen UDR period, the power consumption of the HVAC system is low,
ut the RL controller still tries to minimise the power. The very low
ower arising from this results in a worse PMV value. 

.5. HVAC power change and PMV during DR period – histogram and 

istribution 

.5.1. HVAC power change during DR – histogram plot 

The results in Fig. 16 show both the histogram plot and the proba-
ility density curve of the percentage change in HVAC power resulting
rom choosing either RL+DDR or RL+UDR over the EnergyPlus base-
ine and the default RL controller. The pattern of these results are similar
o that in Fig. 14 , except that here, all values are shown instead of just
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Fig. 17. Zone PMV during DR Period. 
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ne average value over the simulation period. One thing to note here is
hat generally, we see a higher density of power reduction in timeslot
 (green bar) across all DR levels. This is because this timeslot is not
ffected by energy rebound effects for most of the days as explained in
ection 8.4.1 . Further still, this figure shows that even higher reduction
r increase in power can be achieved with RL+DDR (up to 100%) and
L+UDR (up to 400%) respectively, over both the Eplus baseline and
efault RL scenarios. 

.5.2. PMV during DR – histogram plot 

The results in Fig. 17 show both the histogram plot and the proba-
ility density curve of the PMV values for all the four simulation sce-
arios during both the DDR and the UDR periods. The pattern of these
esults are similar to that in Fig. 15 , except that here, all values are
hown instead of only one average value over the simulation period.
ere again, timeslot 3 has a higher density across all the plots. Simi-

ar to Fig. 15 , there is an improvement in PMV in using the default RL
ontroller over the EnergyPlus baseline. Hovever, on adding demand re-
ponse (RL+DDR), the PMV reduces again due to the power reduction
n RL+DDR across all DR levels. On the contrary, the RL controller re-
ults in a worse PMV value compared to the EnergyPlus baseline. But, on
dding demand response (RL+UDR), the PMV improves with increasing
R level, for same reasons explained in Section 8.4.2 . 

. Discussions and conclusions 

.1. Deployment and implications for real-world scenarios 

Since this research is part of a microgrid project. The next phase
f the project is to deploy the tested algorithm to a physical device or
irtual building. Subsequently, our main goal is to finally deploy our
lgorithm to real buildings in the microgrid (on our campus). However,
e need to first develop EnergyPlus models of few representative build-

ngs in the microgrid, and then re-calibrate our RL algorithm to fit these
uildings in the real-world scenario. As building automation and HVAC
ystems vary with different buildings, there should be a careful interpre-
ation of the results in this study before implementation. For example,
t may not be possible to reduce the HVAC power to DR level 3, de-
ending on the average daily load of the building and its consumption
attern. If the power consumption during a DDR period is already very
ow, and DR level 3 is enforced regardless, then energy rebound effects
ight occur. 

.2. Scalability 

One of the downsides of our RL agent is the long training time. For
ach simulation scenario, it takes roughly 36 s (0.01 h) to train the RL
gent for 1 episode (5760 timesteps or 2 months of data). Therefore,
pproximately 10 h of training is needed to complete 1000 episodes
5,760,000 timesteps) which is required for convergence. However, if
t converges, training needs to be done just once and then the saved
odel could be used for on-line control without needing any updates/re-

raining except when there are major changes in building HVAC model
arameters or major building configurations. Notwithstanding, given
he promising results in this paper, we plan to enhance the scalability
f our model for use in the Monash microgrid project. For this reason,
e would test our model on other RL agents and reward functions, and

arry out a hyperparameter sensitivity analysis to improve training time
nd overall computational performance. 
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.3. Conclusions and future work 

In this work, we have investigated the feasibility of applying deep
einforcement learning to control a whole-building for demand response
urposes. The simulation results show that considerable energy savings
an be obtained by using reinforcement learning over the handcrafted
nergyPlus controller, while maintaining acceptable thermal comfort
evels. Furthermore, on applying reinforcement learning with demand
esponse in place, average power reductions (or increases) of up to
0% were achieved, still within acceptable comfort limits. Following
he deployment in the real building, our next task is to compare re-
ults obtained using both simulation and real-world case studies. We
lso plan to establish relationship between DR success rate and other
nternal/external factors as outlined in Table 2 . To improve the compu-
ational performance of our algorithm, we plan to carry out sensitivity
nalysis by investigating the impacts of different hyperparameters and
eward functions on the RL agent. Thereafter, we would refine the sys-
em based on the outcome of the sensitivity analysis, for faster simula-
ion time and higher quality results. 
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