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Abstract
Severe hailstorms represent some of Australia's most costly natural disasters.
In particular, the densely populated east-coast cities of Brisbane and Sydney
have both been impacted by events that individually produced over AU$1 billion
in insured losses. In this study, the frequency of damaging hailstorms in these
regions is assessed over an eight-year period using single-polarisation radar
observations. Reflectivity data from multiple radars are carefully calibrated and
merged to produce daily grids of MESH (the maximum expected size of hail)
at 1 km spatial resolution. Neighbourhood contingency tables are then used to
define an optimal MESH threshold for identifying damaging hail events. This
analysis makes use of a unique insurance dataset, comprising building-scale
exposure and claim data over a multi-year period. Overall, damaging hailstorms
occur on an average of 26 and 32 days per year in the Brisbane and Sydney
regions, respectively. The actual cities of Brisbane and Sydney both experi-
ence about five damaging hailstorms annually. In both regions, the highest hail
frequencies occur along the coastal slopes of the Great Dividing Range, with
more localised maxima highlighting the potential role of mesoscale circula-
tions in storm initiation and intensification. For Brisbane, the seasonal cycle
shows a pronounced peak in December, while in Sydney hail frequencies are
high throughout the warm season (November–March). This difference reflects
the distinct seasonal cycles of convective instability in the two regions. Consis-
tent with previous studies, the combination of CAPE and deep-layer shear is
found to provide reasonable discrimination of environments conducive to severe
hailstorms.
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1 INTRODUCTION

Severe hailstorms represent a major hazard in parts of
Australia, with individual past events causing over AU$1

billion in insured loses. Previous case-studies (Andrews
and Blong, 1997; Buckley et al., 2001; Richter et al., 2014)
and climatological analyses (Schuster et al., 2005; Yeo,
2005; Allen et al., 2011; Bedka et al., 2018) show that these
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storms are especially common along the east coast of the
country. Two of Australia's most populous cities, Sydney
(state capital of New South Wales, NSW) and Brisbane
(state capital of Queensland, QLD), lie within this region
and both have been affected by major hailstorms. In par-
ticular, the storms that impacted Sydney on 18 March
1990 and 14 April 1999 and Brisbane on 18 January 1985
and 27 November 2014 rank among the ten most costly
meteorological disasters to have affected Australia in the
last 50 years, with combined losses (normalised to 2017
dollars) of around AU$11 billion1 (Insurance Council of
Australia, 2019). Knowledge of the frequency and spatial
distribution of hailstorms within these regions is there-
fore of great value to the insurance industry, but also for
homeowners to estimate the need for preventive mea-
sures. Such climatological information can also be used by
forecasters to supplement numerical weather prediction
model guidance.

The most direct method to assess hailstorm climatol-
ogy is through the collection and collation of reports of
hail occurrence at the surface. Many countries maintain
such databases (which typically also include reports of tor-
nadoes and straight-line wind events) and their value has
been demonstrated in numerous studies (e.g., Zhang et al.,
2008; Dotzek et al., 2009; Webb et al., 2009; Mezher et al.,
2012; Johnson and Sugden, 2014; Tuovinen et al., 2015;
Burcea et al., 2016; Ćurić and Janc, 2016; Kahraman et al.,
2016; Jin et al., 2017). However, these reports are often
heavily biased towards population centres, which makes
it difficult to assess the true underlying spatial distribu-
tion of hailstorms (e.g., Allen and Tippett, 2015). There
can also be biases in report timing (e.g., fewer reports at
night) or recorded hail size (Blair et al., 2017), as well as
secular trends associated with changes in population or
reporting practices (Doswell et al., 2005; Tuovinen et al.,
2009; Allen et al., 2015). These issues motivate the use of
remote-sensing platforms to quantify hailstorm frequency.
In particular, ground-based radars, with their high spa-
tial resolution and frequent temporal sampling of the full
three-dimensional structure of nearby storms, are well
suited to the development of regional hail climatologies.

The primary moment measured by weather radars is
the equivalent reflectivity factor (hereafter, reflectivity),
which is a function of the size, number concentration,
and aggregate state of hydrometeors within the sample
volume. Due to large variations in number concentration,
and the complicating effects of melting and resonance
scattering (Ryzhkov et al., 2013), there is no simple
one-to-one relationship between reflectivity and hail size.

1Around half this total (AU$5.6 billion) is associated with the 1999
Sydney storm, which remains the single most costly natural disaster to
impact Australia.

Indeed, without the additional moments provided by
dual-polarisation, it can be difficult to even distinguish
hail from heavy rain (e.g., Heinselman and Ryzhkov, 2006).
Nevertheless, several metrics have been developed that
relate reflectivity to the occurrence or severity of hail at
the surface. These can be separated into three categories:
those related to the magnitude of the low-level reflectivity
(Geotis 1963;Waldvogel et al., 1978a;1978b), those related
to the height of a particular reflectivity threshold above the
surface (Waldvogel et al., 1979; Holleman, 2001; Donavon
and Jungbluth, 2007), and those related to the magnitude
of some vertical integral of reflectivity (Greene and Clark,
1972; Amburn and Wolf, 1997; Witt et al., 1998). The lat-
ter two approaches both provide evidence for the lofting
of large hydrometeors above the freezing level, a good
indication that hail growth is occurring within the storm's
updraught.

In this study, hail frequency is estimated using the
maximum estimated size of hail (MESH) diagnostic intro-
duced by Witt et al. (1998). MESH is a temperature-
and reflectivity-weighted vertical integral of reflectivity
above the freezing level. It was originally intended to be
calculated for individual storm entities (using the maxi-
mum reflectivity at each level in the vertical integration);
however, subsequent studies demonstrated the value of
computing two-dimensional grids of MESH from gridded
reflectivity data (Stumpf et al., 2004; Ortega et al., 2006).
While MESH has limited skill for one-to-one predictions
of hail size (Wilson et al., 2009; Ortega, 2018), it has been
shown to usefully discriminate the occurrence of hail,
both in the US where it was developed (Cintineo et al.,
2012; Ortega, 2018) and in various parts of Europe (Holle-
man et al., 2000; Skripniková and Řezáčová, 2014; Kunz
and Kugel, 2015; Lukach et al., 2017; Stržinar and Skok,
2018). At the Australian Bureau of Meteorology (BoM),
forecasters have been using MESH as part of severe thun-
derstorm warning operations for over a decade (Richter
and Deslandes, 2007).

The present study does not represent the first attempt
to use radar observations to quantify the hail hazard in
Australia. Recently, Soderholm et al. (2017a, hereafter
S17) produced an 18-year hail climatology for a portion of
southeast QLD (including Brisbane) using records from
the BoM single-polarisation radar at Marburg (Figure 1b).
Grids of MESH at 1 km spatial resolution were con-
structed with the occurrence of hail inferred by applying
a threshold of 21 mm, following Cintineo et al. (2012).
The results highlighted two hotspots for hailstorm devel-
opment: one to the southwest of Brisbane, in the vicinity
of the town of Boonah, and the other further north,
around the town of Esk (locations shown in Figure 1b).
Using a combination of surface observations and global
reanalysis data, S17 related the frequency of hailstorms to
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F I G U R E 1 (a) Map of Australia showing states and territories, surface elevation (shading), and the location of the two analysis
domains used in this study (boxes). (b) Map of the Brisbane analysis domain showing surface elevation (shading) and Brisbane urban centre
(hatched shading). Filled and open diamonds show the locations of the primary and secondary radars, respectively (labelled with their IDs;
Table 1), with solid and dotted lines showing the corresponding 150 km range rings. The centre of Brisbane is indicated with an open square
while other major cities (those with a population ≥ 100,000) are indicated by open circles. Filled circles show other places mentioned in the
text. The star shows the sounding location. (c) As in (b) but for the Sydney domain [Colour figure can be viewed at wileyonlinelibrary.com]

aspects of the synoptic and mesoscale environment. The
combination of a southeasterly change2 and a sea breeze
was identified as particularly favourable for hailstorm
development, accounting for roughly a quarter of all

2The southeasterly change, also known as the southerly burster/buster,
is an intense orographically and thermally driven cold front which
affects the coast of NSW and southern QLD during the spring and
summer (Colquhoun et al., 1985).

hailstorm days. Given the length of their climatology, the
authors were also able to investigate relationships with
the El Niño–Southern Oscillation. Consistent with pre-
vious studies (Yeo, 2005; Allen and Karoly, 2014), they
found a negative correlation between hailstorm frequency
and the Southern Oscillation Index, indicating enhanced
frequencies during El Niño years.

While S17's study is unique among radar-based hail
climatologies, both in its focus on Australia and its
unprecedented length, it is subject to several caveats. First,

http://wileyonlinelibrary.com
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because only a single radar was used, MESH values are
limited to between 16 and 100 km in range. The lower limit
is a result of the cone of silence, the unobserved region
above the radar's highest elevation sweep, while the upper
limit accounts for the decrease in resolution with range
due to beam spreading. Second, no attempt is made to
correct reflectivities for radar miscalibration. For the BoM
radars in Sydney, Wollongong, and Newcastle (Figure 1c),
Warren et al. (2018) found calibration biases that occa-
sionally exceeded 5 dB during 2009–2015. Extension of
this analysis to the entire operational radar network has
revealed that errors of this magnitude are not uncommon
(J. Soderholm, personal communication 2019). It can be
shown (Appendix A) that a calibration error of −5 dB cor-
responds to at least a 40% underestimation of MESH, while
a calibration error of +5 dB corresponds to at least a 60%
overestimation of MESH. A well-calibrated radar system is
thus essential for quantitative estimates of hail frequency.

The final and perhaps most significant caveat to S17's
analysis is that the 21 mm MESH threshold used to iden-
tify hailstorms is not based on observations from the
study region. Cintineo et al. (2012) derived this threshold
by comparing MESH swaths to high-resolution obser-
vations of hail size made in the conterminous United
States during the Severe Hazards Analysis and Verifica-
tion Experiment (SHAVE; Ortega et al., 2009). A value of
21 mm was found to provide the most skilful prediction of
hail of any size, while a value of 29 mm was found to best
discriminate between severe (≥ 19 mm) and non-severe
(< 19 mm) hail. However, when dividing up their results
by region, the authors obtained a range of optimal MESH
thresholds (e.g., 24–34 mm for the severe hail category).
Studies in other parts of the world further highlight these
variations. Following a similar methodology to Cintineo
et al. (2012) for hail events in Slovenia, Stržinar and Skok
(2018) found an optimal threshold for the severe hail
index (Section 3.2) of 47 J⋅m−1⋅s−1, which corresponds to
MESH of 17 mm. Such inconsistencies may reflect both
natural geographical variations in hail size distributions,
as well as “artifical” differences in MESH associated with
radar miscalibration and the use of different wavelength
radars (Kaltenboeck and Ryzhkov, 2013).

The present study addresses the aforementioned
caveats by (1) using multiple radars to compute MESH in a
given region, (2) calibrating all radars against a stable refer-
ence, and (3) deriving a local relationship between MESH
and hail severity using high-resolution insurance claims
data. While we consider a significantly shorter time period
than S17 (8 years compared to their 18), our more rigor-
ous approach provides greater confidence in the resulting
climatology. We also consider two analysis domains: one
centred on the Mt Stapylton radar near Brisbane, the other
centred on the Terrey Hills radar near Sydney (Figure 1).

While these cover less than 2% of Australia's total land
area, they encompass around 40% of the total popula-
tion. Given that hailstorms occur much more frequently in
these areas than in the country's other major population
centres, we can safely assume that our climatology covers
the majority of the at-risk population.

The remainder of this article is organised as follows.
In Section 2 we describe the datasets used to build our
hailstorm climatologies and analyse the associated envi-
ronments. Following this, Section 3 details the steps
involved in the construction of our climatologies, namely
(1) identifying days for analysis, (2) producing daily MESH
grids, and (3) relating MESH to hail damage. Presentation
of our results (Section 4) is then divided into four parts,
dealing with (1) the overall frequency of hail, (2) its spa-
tial distribution, (3) seasonal and diurnal variations in
hail frequency, and (4) hailstorm environments. Finally,
in Section 5 conclusions are drawn and avenues for future
work are discussed.

2 DATA

2.1 Radar

The BoM operates a diverse network of mostly single-
polarisation radars comprising a mixture of C- and S-band
systems of varying age and make. In the latter half of
2017, four of the state capital radars (Adelaide, Bris-
bane, Melbourne, and Sydney) underwent an upgrade to
dual-polarisation, and there are long-term plans to simi-
larly upgrade the entire network. However, for the period
of this study, only single-polarisation observations were
available. Reflectivity data from five sites, two covering
Brisbane (Mt Stapylton and Marburg) and three covering
Sydney (Terrey Hills, Wollongong, and Newcastle), for the
eight-year period from 1 July 2009 to 30 June 2017 were
used. Details of these radars and their scanning strategies
are given in Table 1. Note that our study period is limited
by the record for Terrey Hills, which begins in May 2009,
and extended outages at Mt Stapylton and Terrey Hills
(as well as various data quality issues) associated with the
dual-polarisation upgrades in late 2017.

As noted in the introduction, miscalibration is a major
issue affecting the Australian radar network and must
be addressed if we are to create a spatially and tempo-
rally consistent climatology of hail occurrence. To this end,
the five radars used in this study were calibrated against
the Ku-band precipitation radars on board the TRMM
and GPM satellites, following the methodology of War-
ren et al. (2018). These spaceborne radars are carefully
monitored to maintain a stable calibration (e.g., Taka-
hashi et al., 2003) and thus represent an ideal reference for
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T A B L E 1 Characteristics of the five radars used in this study, including wavelength (𝜆), angular beamwidth (𝜔), range gate
spacing (Δr), time between volume scans (Δtvol), and volume coverage pattern (VCP)

Domain Site ID Make 𝝀 𝝎 𝚫r 𝚫tvol VCP

(cm) (◦) (m) (min)

Brisbane Brisbane (Mt Stapylton)* 66 Meteor-1500S 10.0 1.0 250 6 140a

Marburg 50 WSR-74S 10.4 1.9 1000 10 150b

Sydney Sydney (Terrey Hills)* 71 Meteor-1500S 10.0 1.0 250 6 140

Wollongong 03 WSR-74S 10.4 1.9 1000 10 150

DWSR-8502S 10.0 2.0 500 10/6 140

Newcastle 04 WSR-74S 10.4 1.9 500 10 151c

DWSR-74S 10.4 1.9 500 6 140

Asterisks indicate the primary radar for each domain. Note that the Newcastle radar was upgraded to a Doppler system in mid-2013, while the
Wollongong radar was completely replaced in early 2011. The VCPs used by these radars were also changed at these times. For the Wollongong radar,
the volume scan frequency was also increased (Δtvol decreased from 10 to 6 min) in late 2012.
a0.5, 0.9, 1.3, 1.8, 2.4, 3.1, 4.2, 5.6, 7.4, 10.0, 13.3, 17.9, 23.9, 32.0◦

b0.5, 1.2, 1.9, 2.7, 3.5, 4.7, 6.0, 7.5, 9.2, 11.0, 13.0, 16.0, 20.0, 25.0, 32.0◦

c0.5, 0.8, 1.1, 1.4, 1.9, 2.5, 3.3, 4.4, 5.8, 7.7, 10.3, 13.6, 18.1, 24.1, 32.0◦

calibrating ground-based radars. Warren et al. (2018) used
the volume-matching method of Schwaller and Morris
(2011), together with radar engineering work records, to
derive a piecewise-constant time series of calibration error
for the three Sydney radars covering the period 2009–2015.
We have extended this analysis by two years and have sim-
ilarly applied it to the two Brisbane radars. Figure 2 shows
time series of calibration error for each radar in the two
domains. The calibration of the Brisbane radars is fairly
stable, with errors mostly less than 3 dB. However, as noted
by Warren et al. (2018), all three of the Sydney radars show
significant variations, including extended periods where
errors exceed 3 dB.

2.2 Insurance

Residential building and contents insurance data
were used in this study to verify the occurrence or
non-occurrence of damaging hail and optimise the
radar-based discrimination method. These data were
provided by Suncorp Group Limited, which is one of Aus-
tralia's largest insurers, with a market share of around
30% in QLD and 20% in NSW. For all postcodes located
at least partially within 150 km of the primary radar in
each domain, annual records of exposure (all insurance
policies) and hail-related claims3 were provided for the
five-year period from 1 July 2010 to 30 June 2015. These
data consist of the latitude and longitude, value, and
type (building or contents) of every insurance policy

3Claims are assigned a “cause code” based on the information provided
by the policy holder at the time the claim was filed. For this study, all
claims with the cause code for hail were extracted.

valid during a given year. Each entry also includes a flag
indicating whether or not a hail-related claim was filed
together with the date and cost of any such claims. While
numerous studies have used insurance data to verify
radar-based hail detection (Schiesser, 1990; Holleman
et al., 2000; Hohl et al., 2002a; Hohl et al., 2002b; Schuster
et al., 2006; Kunz and Puskeiler, 2010; Skripniková and
Řezáčová, 2014; Brown et al., 2015; Kunz and Kugel, 2015;
Nisi et al., 2016), it is more common for these data to
be aggregated over postcodes/municipalities, which may
be significantly larger than a typical radar pixel. To our
knowledge, only Schuster et al. (2006), Brown et al. (2015),
and Kunz and Kugel (2015) have used building-scale
insurance data and, in each case, only a small sam-
ple of events was considered. The combination of
building-scale information and a continuous record span-
ning multiple years thus makes ours a unique verification
dataset.

In total there were 10,615 claims over 268 days in the
Brisbane domain and 3011 claims over 169 days in the
Sydney domain. However, many claims were found to be
assigned to the wrong date. For major hail storms that
produced widespread damage, claims could be assigned
to days up to a month before and after the event. A
data-cleaning exercise was therefore undertaken. For
every day with at least one claim, archived radar imagery
was examined to see if severe storms occurred in the vicin-
ity of the claim(s). Any claim days without corresponding
storms were flagged as suspect. These were then either
reassigned to a different date within ±30 days (if other
claims, and associated storms, were observed in the same
area on that date) or eliminated (if no corresponding
claims or storms could be identified on other days). An
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F I G U R E 2 Time series of calibration error for radars in the (a) Brisbane and (b) Sydney domains. Lines are labelled with the radar IDs
(Table 1)

additional filtering step was then applied to remove iso-
lated claims. Specifically, single claims within a 3 × 3 km2

neighbourhood containing multiple contracts were
considered suspect and removed. Ultimately, 7% of all
claims and 83% of claim days were discarded through
this process, leaving a total of 12,615 claims (9986 in Bris-
bane, 2629 in Sydney) over 75 days (37 in Brisbane, 38 in
Sydney). As shown in Figure 3, the spatial distribution
of these claims (and all insurance contracts) is strongly
biased towards the state capitals and other major popula-
tion centres. It should also be noted that over half (59%)
of the claims are associated with a single event: the 27
November 2014 Brisbane hailstorm.

2.3 Soundings

Archived soundings from Brisbane and Sydney airports
(Figure 1 shows locations) were used to determine the
heights of the 0 and −20 ◦C temperature levels required
for the calculation of MESH and for the analysis of storm
environments in Section 4.4. We note that, at these sites,
soundings are not generally released at the standard times
of 0000 and 1200 UTC. For each analysis day, the sound-
ing closest to 1200 Australia Eastern Standard Time (AEST
= UTC + 10 hr) was used. For Brisbane, the vast majority
(87%) of soundings were taken at 0900 AEST, with most of
the rest taken at 1000, 1300, and 1400 AEST. For the Sydney
domain there is more variability in sounding times: 52%
were taken at 1400 or 1500 AEST, 32% were taken at 0500 or
0600 AEST, and the rest were mostly taken at 1200, 1300, or
1600 AEST. The implications of this difference between the
two domains for the analysis of hailstorm environments
are discussed in Section 4.4.

2.4 Lightning

Lightning data from the commercial provider GPATS
(Global Position and Tracking Systems) were used in this
study to identify days with significant thunderstorm activ-
ity in each domain (Section 3.1). These data comprise
the location (longitude and latitude), time (to the near-
est millisecond), peak current, type (cloud-to-cloud, CC,
or cloud-to-ground, CG), and polarity of lightning strokes
detected by the GPATS network of sensors. Previous work
by Kuleshov et al. (2011) suggests that GPATS significantly
overestimates the ratio of CG to CC strokes due to under-
detection of the latter. However, since this study considers
only total lightning, this bias is not expected to impact our
results.

3 METHODOLOGY

3.1 Identifying days for analysis

As noted in the introduction, damaging hailstorms are rel-
atively common along the central east coast of Australia;
however, they still occur on only a small minority of days
across the year. Given the computational expense of pro-
cessing volumetric radar data, it was therefore desirable to
limit our analysis to a subset of days that would encom-
pass these events. For this purpose we used lightning
data (Section 2.4). While the physical processes leading to
lightning and hail formation are quite different, both phe-
nomena are associated with convective storms; specifically
those with strong updraughts that extend well above the
freezing level. A threshold of 100 strokes within 150 km
of the primary radar was used to define the subset of days
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for processing, hereafter referred to as storm days (SDs).
While somewhat arbitrary, this threshold appears to do a
good job of eliminating days with weak or no convective
activity while retaining those with damaging hail.

Of the 75 days with valid hail-related insurance claims
for our two domains (Section 2.2), only three had fewer
than 100 lightning strokes. Of these, two had none at
all while the third had only five. We suspect that these
low counts are the result of missing data rather than a
genuine absence of lightning activity. Examination of

radar imagery confirmed the presence of strong convec-
tion in the vicinity of the claims on these three days; as
such they were included in the list of SDs for the respective
domains. We note that the next lowest lightning count for
hail claim days is 440, with the vast majority (87%) hav-
ing values over 1000 and more than a third (35%) having
values over 10,000. Furthermore, of the days with dam-
aging hail identified in this study using MESH (Section
4.1), only two have fewer than 150 strokes (excluding the
three days with suspected missing data) and over 80%

http://wileyonlinelibrary.com
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have a least 1,000 strokes. These statistics suggest that our
definition of SDs encompasses most, if not all, damaging
hail events, with the exception of those missed due to
erroneous lightning counts.

In total for the eight-year analysis period there were
520 SDs in the Brisbane domain and 683 in the Syd-
ney domain, corresponding to annual frequencies of 65.0
and 85.4 days per year, respectively. The total number
of lightning strokes across these days (which, for both
domains, makes up over 99% of the total across all days)
is approximately 2.5 million for the Brisbane domain and
2.1 million for the Sydney domain. Thus, while the fre-
quency of SDs is around 30% higher in the Sydney domain,
the amount of lightning on these days is almost 60%
higher in the Brisbane domain. This finding suggests that
deep convection may be less readily triggered in the Bris-
bane region, but when storms do occur they are more
widespread and/or more intense than those in the Sydney
region. We note that satellite-based lightning climatologies
(e.g., Dowdy and Kuleshov, 2014; Cecil et al., 2015) also
show higher annual lightning flash counts in the Brisbane
region, with a pronounced local maximum along the coast
near the QLD–NSW border.

Not all of the identified SDs can be included in our
analysis due to missing radar and sounding data. For
the production of a single instantaneous radar compos-
ite (Section 3.2), we require full volume scan data from
the primary radar and at least one secondary radar within
10 min of the analysis time. If this criterion is not met,
then that analysis time is skipped. We allow a maximum
of three consecutive missing composites in a day and a
maximum of three missing composites in any one hour,
otherwise the day is excluded from the analysis. A total
of 384 (74%) and 631 (92%) SDs satisfied these criteria for
the Brisbane and Sydney domains, respectively. The per-
centage is markedly higher for the Sydney domain in part
because it has two secondary radars, whereas the Brisbane
domain has only one; however, there were also more data
missing for the Brisbane radars, especially Marburg. For
the Sydney domain, a further 18 days are excluded due
to missing sounding data, which is required for the cal-
culation of MESH (Section 3.2). Unfortunately, the list of
SDs with missing data includes 12 days with hail damage
claims (10 in Brisbane and 2 in Sydney), which collectively
account for 312 claims (305 in Brisbane and 7 in Sydney).

3.2 Creating daily MESH grids

The first step in creating daily grids of MESH is to
merge the reflectivity data measured by each radar onto a
common three-dimensional Cartesian grid at regular time
intervals. A uniform grid spacing of Δx =Δy =Δz = 1 km

and a time step of Δt = 5 min were selected for this pur-
pose. The analysis domains (Figure 1) are 300 × 300 km2

and centred on the primary radars for each region (Mt
Stapylton for Brisbane, Terrey Hills for Sydney). In the ver-
tical, the grids extend from 3 to 18 km above mean sea
level. A minimum height of 3 km was chosen as this is the
minimum value (to the nearest 0.5 km) that exceeds the
height of the lowest elevation sweep of the primary radars
at the maximum range of 150 km. This ensures that no grid
points are overshot by the primary radar. The resulting loss
of low-level reflectivities at close range is not an issue here
because MESH only includes values above the freezing
level, which typically exceeds 3 km on SDs in both domains
(not shown). Our remapping and merging procedure is
designed to account for spatial variations in radar sample
volume, differences in radar beamwidth, and the motion
of features during the interval between observation and
analysis times. Full details are provided in Appendix B.

Once we have our 3D grids of reflectivity, the next step
is to derive MESH and accumulate it over the day. Reflec-
tivity, Z, is first converted to an estimate of the hail kinetic
energy flux, Ė, following Waldvogel et al. (1978a):

Ė = 5 × 10−6Z0.84, (1)

where Z is in linear units (mm6⋅m−3). This quantity is
then integrated vertically from the freezing level, z0, to the
storm top, zt, to obtain what Witt et al. (1998) called the
severe hail index (SHI):

SHI = 0.1∫
zt

z0

WTWZĖ dz. (2)

Here, WT and WZ are weights that depend on the tem-
perature and reflectivity, respectively. Specifically, WT
increases linearly from zero to one as temperature, T,
decreases from 0 to−20 ◦C, and WZ increases linearly from
zero to one as Z increases from 40 to 50 dBZ. Finally, SHI
is converted to MESH (in millimetres) using

MESH = 2.54
√

SHI. (3)

The standard way to “accumulate” MESH is to sim-
ply take the maximum at every grid point across all time
steps. In theory this represents the largest hail observed
at every location. However, for fast-moving storms, a time
resolution of 5 min is too coarse to capture the continu-
ous translation of the hail core, resulting in “jumps” along
the MESH swath. Figure 4a provides an example of this
effect for the Sydney domain. Storms on this day moved
rapidly from west to east giving rise to noisy MESH swaths
characterised by many jumps.
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To mitigate these jumps, we apply an advection correc-
tion. This makes use of a domain-wide velocity estimate
derived through cross-correlation as part of the gridding
procedure (Appendix B). For a given pair of analysis times,
t1 and t2 = t1+Δt, we divide the time step between them
into an integer number of small time steps of size Δtadv =
Δt∕Nadv, where

Nadv = max
{

1,
[uΔt
Δx

]
,

[
vΔt
Δy

]}
. (4)

Here, u and v are the x and y components of the veloc-
ity, respectively, and square brackets indicate rounding to
the nearest integer. Thus, Δtadv is chosen such that storms
translate by a maximum of one grid point in x and y dur-
ing the interval. At each small time step, the 3D reflectivity
field is simulated by advecting the reflectivity fields from
t1 and t2 forward and backward in time, respectively, and
then computing a linearly weighted average of the two.

As illustrated in Figure 4b, the application of this
advection correction can effectively eliminate jumps,

http://wileyonlinelibrary.com
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F I G U R E 5 Maps of (a) accumulated MESH and (b) HDI for a portion of the Brisbane domain on 27 November 2014. The thick
contour in (b) shows areas with MESH ≥ 32 mm [Colour figure can be viewed at wileyonlinelibrary.com]

leading to smoother and more realistic MESH swaths.
However, it is not perfect. Figure 4c,d show an example
where the advection correction has very little discernible
impact on the jumps in the MESH swaths. In this case
there was significant diversity in storm motion, due in part
to the occurrence of splitting supercells (with right movers
travelling from north to south compared to the dom-
inant northwest-to-southeast storm motion), leading to
an unrepresentative velocity estimate. This highlights the
main drawback of deriving a single domain-wide velocity
through cross-correlation. More sophisticated methods,
such as storm tracking or optical flow, can be used to obtain
a two-dimensional field of storm velocity at every time
(e.g., Lakshmanan, 2012, chapter 7); however, these were
not explored for the present study. Based on a visual com-
parison of MESH swaths with and without the advection
correction, we estimate that it is effective in around 80% of
those cases with pronounced jumps.

Preliminary examination of the daily MESH swaths
revealed artefacts in a few cases, seemingly associated
with anomalous propagation or data processing issues.
Some simple post-processing was therefore implemented
to remove these. First, the grids were filtered to elimi-
nate features characterised by uniformly high values of
MESH. For this, contiguous MESH “objects” were iden-
tified (using a threshold of 10 mm and a minimum area
criterion of 25 km2) and those with a mean MESH greater
than 40 mm were removed. Pixels outside of the objects
were also removed as these were considered insignificant

due to their low MESH values and/or small size. Manual
comparison of the raw and filtered MESH swaths was then
performed to verify that no realistic features were removed
and to identify any remaining artefacts. Further filtering
was required for only a single day in the Sydney domain
to remove some persistent spurious features close to the
Terrey Hills radar.

3.3 Relating MESH to hail damage

In order to relate MESH to the occurrence of damag-
ing hail, we map the insurance claim and contract data
(Section 2.2) to the 1 km radar grid and derive a hail dam-
age index (HDI) at every grid point. Grid points with at
least one claim are given an HDI of 1, indicating hail dam-
age, while those with one or more contracts and no claims
are given an HDI of 0, indicating no hail damage. Grid
points with no contracts are given an HDI of −1 as it is
unknown whether or not hail damage occurred at these
locations. Figure 5 compares the accumulated MESH and
HDI grids for the 27 November 2014 Brisbane hailstorm. A
coherent swath of hail damage is visible near the centre of
the domain associated with the main storm, which tracked
from south to north, impacting Brisbane city centre around
1630 AEST (Soderholm et al., 2017b). A secondary MESH
swath to the northwest is not associated with any damage,
presumably due to the much lower density of insurance
contracts in this region (white areas in Figure 5b). There
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T A B L E 2 Contingency table relating neighbourhood-
maximum MESH and HDI

HDImax = 1 HDImax = 0

MESHmax ≥ MESHt a b

MESHmax < MESHt c d

Here, MESHt is a threshold value of MESH, and a, b, c, and d are,
respectively, the number of hits, false alarms, misses, and correct nulls.

are also a few isolated damage pixels that are well removed
from the areas with high MESH (e.g., to the southwest of
the main damage swath). These may be associated with
erroneous or fraudulent claims.

A noteworthy feature of Figure 5 is the pronounced
spatial offset between the hail damage and MESH swaths.
Close examination reveals that the centre of the main dam-
age swath is displaced up to 8 km west of the highest MESH
values. This displacement, which has been observed in
a number of other radar-based hail studies (Schiesser,
1990; Schmid et al., 1992; Hohl et al., 2002a; 2002b; Schus-
ter et al., 2006; Ortega et al., 2006; Brown et al., 2015),
results from the horizontal advection of hailstones during
their descent from the altitude at which they are observed
(above the freezing level in the case of MESH) to the
surface. Trajectory analysis, based on dual-Doppler winds
and a model for hailstone terminal velocity, reveals that
in this case hail was advected to the northwest by strong
low-level southeasterly flow (J. Brook, personal communi-
cation 2019). Comparisons between the MESH and dam-
age swaths for other days (not shown) reveal that these
displacements are not uncommon; however, the magni-
tude of the offset and its direction with respect to storm
motion varies both between and within events.

In light of the spatial offset between MESH and HDI
swaths, it is worth assessing the relationship between
these quantities at a scale larger than the 1 km grid
length. Specifically, we consider a circular neighbourhood
of radius R around each grid point. The skill of MESH as
a discriminator for hail damage is assessed using contin-
gency tables (e.g., Wilks, 2011, chapter 8) populated using
the “neighbourhood maximum” approach recommended
by Schwartz (2017). At each grid point we determine the
maximum MESH and maximum HDI within the neigh-
bourhood, as well as the fraction, F, of grid points that
have at least one insurance contract. Grid points for which
F < 2∕3 are excluded from further analysis, in order to
limit the likelihood that hail damage is missed due to a
lack of insured properties in the neighbourhood. We then
consider a range of MESH thresholds from 10 to 60 mm in
1 mm increments, in each case populating a contingency
table based on the neighbourhood-maximum MESH and
HDI fields. Table 2 shows how hits, false alarms, misses,

and correct nulls are defined in this framework. For each
contingency table we compute the hit rate (HR), false
alarm ratio (FAR), frequency bias (FB), critical success
index (CSI), and Heidke Skill Score (HSS) as follows:

HR = a
a + c

, FAR = b
a + b

,

FB = a + b
a + c

, CSI = a
a + b + c

,

HSS = 2 (ad − bc)
(a + c) (c + d) + (a + b) (b + d)

.

These quantities are used to define an optimal MESH
threshold for hail discrimination, as described below.

Figure 6 plots the HR, FAR, CSI, and FB as a function
of MESH threshold in the form of a performance diagram.
Here, forecast skill, as measured by the CSI, increases from
bottom left to top right, as the HR (plotted on the y axis)
increases and the FAR (plotted on the x axis) decreases.
Meanwhile, FB increases from zero at y = 0 to infinity at
x = 0, with unbiased forecasts located along the 1:1 line.
Results are shown for six different neighbourhood radii
ranging from R = 0 (i.e., comparison at the grid scale) to
R = 9 km. As we would expect, both the HR and FAR
decrease with increasing MESH threshold, as there are
fewer points corresponding to forecast hail damage, lead-
ing to a maximum in forecast skill for intermediate MESH
thresholds. Meanwhile, for a given MESH threshold, fore-
cast skill increases with neighbourhood radius, primarily
due to a reduction in the FAR.

To identify an optimal MESH threshold (denoted here
as MESH∗) for a given R, one would typically find the
maximum value of CSI or HSS (e.g., Cintineo et al., 2012;
Skripniková and Řezáčová, 2014; Kunz and Kugel, 2015;
Puskeiler et al., 2016); however, the resulting forecasts can
be significantly biased. To overcome this issue we instead
search for the maximum CSI given an FB between 0.95 and
1.05. In this case, forecasts are virtually unbiased but still
have CSI values close to the maximum. For example, for
R = 5 km we get MESH∗ = 32 mm, with an FB of 1.01 and
a CSI of 0.359. The latter is only slightly less than the maxi-
mum CSI of 0.364, which occurs for MESH = 29 mm with
a higher FB of 1.25. A similar approach was taken by Strž-
inar and Skok (2018), although they used a more lenient
FB range of 0.85–1.15.

Table 3 gives the optimal MESH threshold for neigh-
bourhood radii ranging from 0 to 9 km in increments of
1 km, together with the corresponding skill scores and
sample sizes. We note that the number of grid points con-
tributing to the analysis decreases strongly with R (from
over 500,000 to less than 140,000) due to the requirement
that at least two-thirds of points within the neighbour-
hood contain an insured property. As a result, some of the
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T A B L E 3 Optimum MESH threshold (MESH*), sample size (number of contributing days, Nd, and number of contributing points,
Np), and contingency table results as a function of neighbourhood radius, R

R MESH∗ Nd Np a b c d HR FAR FB CSI HSS

(km) (mm)

0 44 63 512808 539 1431 1405 509433 0.28 0.73 1.01 0.16 0.27

1 36 61 315978 1665 2507 2434 309372 0.41 0.60 1.02 0.25 0.39

2 35 60 295739 2730 3636 3557 285816 0.43 0.57 1.01 0.28 0.42

3 33 58 243351 4147 4997 4693 229514 0.47 0.55 1.03 0.30 0.44

4 33 55 217065 5538 5721 5806 200000 0.49 0.51 0.99 0.32 0.46

5 32 54 200387 7726 7208 6570 178883 0.54 0.48 1.04 0.36 0.49

6 32 50 166778 9070 7440 7286 142982 0.55 0.45 1.01 0.38 0.50

7 32 50 159861 10598 8034 8039 133190 0.57 0.43 1.00 0.40 0.51

8 31 48 146589 12796 9026 8293 116474 0.61 0.41 1.03 0.42 0.53

9 31 48 139462 14486 9472 8820 106684 0.62 0.40 1.03 0.44 0.53
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claim days are eliminated entirely. The value of MESH∗

initially decreases quite rapidly with increasing neigh-
bourhood radius, but remains almost constant for R ≥
3 km. Based on these results, we select a MESH threshold
of 32 mm for our climatological analysis. For a neigh-
bourhood radius between 5 and 7 km, this gives HR =
0.54–0.57, FAR = 0.43–0.48, CSI = 0.36–0.40 and HSS =

0.49–0.51. These values indicate that MESH has moder-
ate skill as a discriminator for damaging hail, consistent
with studies in other regions (e.g., Cintineo et al., 2012;
Skripniková and Řezáčová, 2014; Kunz and Kugel, 2015).
Skill scores could potentially be improved by applying a
more sophisticated treatment of the spatial offset between
MESH and damage swaths (e.g., Schiesser, 1990; Hohl
et al., 2002a; 2002b; Schuster et al., 2006), rather than the
simple neighbourhood-maximum approach, which can
artificially inflate the FAR (Schwartz, 2017).

To verify the robustness of our optimal MESH thresh-
old, we repeated the analysis in Table 3 using only the Bris-
bane or Sydney data. We also tested the effect of removing
the 27 November 2014 Brisbane event, which, as previ-
ously noted, accounts for over half of the total insurance
claims. Results in all three cases were highly consistent
with those above. In particular, for R = 5–7 km, MESH∗ =
32–34 mm, with CSI = 0.34–0.41 and HSS = 0.47–0.53. We
can therefore be confident that our criterion for identifying
damaging hail is appropriate for both study domains and is
not unduly affected by a single event. However, it is likely
that the optimal MESH threshold would differ for insur-
ance datasets covering assets such as motor vehicles (Hohl
et al., 2002b) or crops (Schiesser, 1990). It should also be
emphasised that, even when considering only buildings,
damage can (and will) occur for MESH < 32 mm.

As noted in Section 2, the insurance data provided
by Suncorp also contains information on the value of the
insurance contracts and the costs incurred through hail
damage. This allows us to assess whether MESH can be
used to quantify the severity of damaging hail. To this end
we computed the loss ratio (LR; total claim costs divided
by total sum insured for those properties with claims)
at every grid point with one or more claims and then
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identified the maximum associated MESH values for a
range of neighbourhood radii. Note that we use LR rather
than the actual claim cost in order to account for varia-
tions in the value of the insured buildings and contents.
Figure 7 shows results for R = 5 km, with the distribution
of LR values plotted as a function of MESH. There is no
coherent trend in LR with MESH. Mean values are on aver-
age slightly higher for MESH ≥ 50 mm, but this difference
is too small to be of practical value. Similar results are
obtained for other values of R (not shown). This finding
is consistent with Ortega (2018) who showed that MESH
has limited skill for one-to-one hail size prediction. Since
we are verifying against observations of hail damage rather
than hail size, our results will be further complicated by
variations in the impact angle and velocity of hailstones,
as well as the characteristics of the impacted buildings.

4 RESULTS

4.1 Overall frequencies

To assess the overall frequency of hailstorms in our two
domains, we first count the number of days with damaging
hail, Nhail, defined as those where at least one grid point
satisfies MESH ≥ 32 mm. This number is then converted
to an annual hail frequency using the following equation:

Fhail = 365 × Nhail

Ntotal (1 − fmiss)
. (5)

Here, Ntotal = 2922 is the total number of days in the
eight-year analysis period and fmiss is the fraction of
SDs that could not be analysed due to missing radar or
sounding data (Section 3.1). Implicit in this equation is the
assumption that the frequency of hail is the same on SDs
with or without data. In other words, the proportion of hail
days missed is the same as the proportion of non-hail days
missed. For the Brisbane domain, fmiss = 136∕520 ≈ 0.262
whereas for the Sydney domain fmiss = 70∕683 ≈ 0.102.
The larger fraction of missing data for Brisbane naturally
leads to greater uncertainty in the resulting frequencies.
In addition to domain-wide frequencies, we also estimate
the frequency of hail in the two capital cities. To this end,
we create a mask of all pixels that fall inside the city limits
(hatched areas in Figure 1) and count the number of days
where at least one of these pixels satisfies MESH ≥ 32 mm.
This number is then converted to an annual frequency
using Equation (5).

In total there are 156 hail days in the Brisbane domain
and 232 in the Sydney domain, corresponding to annual
frequencies of 26.4 and 32.3 days, respectively. Brisbane
itself has 31 hail days, giving an annual frequency of
5.2 days, while Sydney has 37 hail days, giving an annual
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F I G U R E 7 Box-and-whisker plot showing distributions of
loss ratio as a function of MESH, for a neighbourhood radius of
5 km. Boxes show the 25th to 75th percentiles, whiskers show the
10th to 90th percentiles, horizontal lines show the median, and
filled circles show the mean. The dashed line with open circles
shows the number of points in each bin (scale on right)

frequency of 5.1 days. Our results therefore suggest that
damaging hail occurs on approximately 20% more days in
the Sydney region compared to the Brisbane region; how-
ever, the actual cities of Brisbane and Sydney experience
damaging hail with a similar frequency. These findings
are somewhat surprising in light of previous climatologies
based on satellite observations (Cecil and Blankenship,
2012; Bedka et al., 2018) and environmental proxies (Allen
and Karoly, 2014; Prein and Holland, 2018), which sug-
gest that the highest hail frequencies in Australia occur
in coastal southern QLD and northern NSW. Given the
large proportion of SDs with missing radar data in our Bris-
bane domain, it is quite possible that we underestimate
hail frequencies there. Hail events may also be missed due
to erroneous lightning counts (Section 3.1), although we
did not find evidence that this issue is more severe in the
Brisbane domain.

It is worth considering the sensitivity of these results
to the 32 mm MESH threshold used to define hail days. As
discussed in Section 3.3, the optimal value for separating
damaging and non-damaging hailstorms varies slightly
depending on the set of claim days and neighbourhood
radius used in the contingency table analysis. Reducing
the threshold to 30 mm results in an additional 11 hail
days in the Brisbane domain and an additional 19 hail
days in the Sydney domain, corresponding to changes in
the annual frequency of 1.9 and 2.6 days, respectively.
Conversely, increasing the threshold to 34 mm reduces
the number of hail days by 9 in the Brisbane domain and
21 in the Sydney domain, equivalent to decreases of 1.5
and 2.9 days per year, respectively. For the cities, the cor-
responding maximum changes in annual hail frequency
are around 0.8 and 0.7 days for Brisbane and Sydney,
respectively. Thus, overall our estimates of hail frequency
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are subject to an uncertainty of around 10–15% associated
with the MESH threshold.

4.2 Spatial distributions

The spatial distribution of damaging hailstorms is assessed
on a coarsened grid of 10 × 10 km2 pixels to be consistent
with the 5–7 km neighbourhood radius at which the opti-
mal MESH threshold of 32 mm is defined (Section 3.3).
For each pixel we count the number of days where at least
one of the constituent 100 grid points satisfies MESH ≥
32 mm and use Equation (5) to convert this to an annual
frequency. Figure 8 shows the resulting hail frequency
maps. Despite the use of a coarser spatial resolution, the
fields remain noisy due to the relatively short length of
our climatology. Nevertheless, several hail hotspots can be
identified, as discussed below.

For the Brisbane domain, the overall pattern of hail-
storm occurrence is broadly consistent with previous
national climatologies of hail (Bedka et al., 2018), severe
thunderstorm environments (Allen et al., 2014), and light-
ning (Dowdy and Kuleshov, 2014), with high frequencies
extending from northern NSW into southern QLD along
the coastal slopes of the Great Dividing Range. Within
this broad area, two pronounced hail hotspots can be
identified: one extending from the town of Boonah, QLD

northeast towards Brisbane; the other located to the west
of Casino, NSW. The former was also identified by S17
in their 18-year (July 1997–June 2015) hail climatology,
but the latter falls outside their study region. Another
hotspot identified by S17, in the vicinity of Esk, QLD, is
less pronounced in our climatology, suggesting that it was
either associated with lower MESH values (recall that S17
defined hail events using a threshold of 21 mm) or that the
contributing events mostly occurred prior to July 2009.

For the Sydney domain (Figure 8b), the highest hail
frequencies extend along the eastern edge of the Great
Dividing Range, in particular between the towns of Kurra-
jong and Wollombi. A secondary weaker maximum can be
seen farther south around the town of Berrima. Potts et al.
(2000) observed a similar pattern in the frequency of con-
vective storms (identified using a reflectivity threshold of
30 dBZ) for 12 cases over the summer of 1995/1996. They
comment that their observations “provide objective sup-
port for reports by operational meteorologists that storms
develop over the mountains, intensify, move east over the
coastal plain, and decay as they move over the ocean.”
Examination of individual daily MESH grids from our cli-
matology provides further support for this picture of storm
evolution (cf. Figure 4c,d) although, interestingly, some
storms undergo intensification as they move offshore (cf.
Figure 4a,b).
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Orographic forcing clearly plays a decisive role in the
formation of hailstorms in both domains. However, we
note that hail frequencies tend to maximise along terrain
slopes, rather than at the peaks. Similar patterns have been
observed in parts of Europe, where they have been linked
to low-level convergence associated with flow deflection
around the topography (e.g., Kunz and Puskeiler, 2010;
Nisi et al., 2016). S17 hypothesise that, under westerly
to northwesterly surface flow regimes, the formation of
a lee trough (and associated low-level convergence) may
favour hailstorm development on the eastern slopes of the
Great Dividing Range, while, under easterly flow, direct
mechanical lifting may be more important. Thermally
driven upslope flow is also likely to promote convective ini-
tiation along the Great Dividing Range, particularly in the
presence of weak synoptic forcing.

Previous work suggests that the sea breeze may con-
tribute significantly to hailstorm development along
Australia's east coast. S17 find that the Boonah hailstorm
hotspot is more pronounced on sea-breeze days than
non-sea-breeze days, and note that the initiation of storms
in this region coincides with the average arrival time
(∼ 1500 AEST) of the sea-breeze front (SBF). As well as
providing a triggering mechanism for convection, through
convergence and associated lifting of boundary-layer air
along the SBF, the sea breeze may also contribute to storm
intensification in a number of ways. While the marine
air behind the SBF is characterised by higher static sta-
bility, it also features higher dewpoint temperatures and
enhanced deep-layer wind shear (Soderholm et al., 2017b),
potentially providing a more favourable environment for
organised convection. Furthermore, baroclinically gener-
ated horizontal vorticity along the SBF may be ingested
by storms crossing or moving along this boundary (Atkins
et al., 1999), promoting the development of rotating
updraughts, which can support the growth of large hail.
This process was hypothesised to play a key role in the
development of a severe supercell storm that impacted
Sydney on 3 November 2000 (Sills et al., 2004).

Local variations in surface-based instability may also
contribute to the identified hailstorm hotspots. Observa-
tions from the Coastal Convective Interactions Experiment
(Soderholm et al., 2016), presented by Soderholm et al.
(2017b), show the presence of a localised maximum in
surface equivalent potential temperature, 𝜃e, in the vicin-
ity of Boonah. The authors speculate that this feature
may be a consequence of stronger latent heat fluxes over
the surrounding irrigated cropland. On sea-breeze days,
𝜃e is also enhanced over Brisbane, due to the combina-
tion of an urban heat island and higher surface dewpoint
temperatures within the onshore flow (Soderholm et al.,
2017b). All else being equal, larger near-surface 𝜃e will
promote storm intensification via an increase in parcel

buoyancy. The Boonah–Brisbane hailstorm hotspot may
thus in part reflect a more favourable thermodynamic
environment for strong convection.

Future work should extend the analysis of Soderholm
et al. (2017b) to other parts of the east coast, including
Sydney, to provide a better understanding of the spatial
distribution of damaging hailstorms.

4.3 Seasonal and diurnal cycles

Figure 9 shows the seasonal and diurnal cycles of damag-
ing hail events for our two domains. Here a hail event is
defined as the occurrence of at least one grid point within
the domain with MESH ≥ 32 mm. This gives a total of 156
event days and 485 event hours for the Brisbane domain
and 232 event days and 669 event hours for the Sydney
domain.

For the Brisbane domain (Figure 9a), the seasonal cycle
is characterised by a pronounced peak in late spring and
early summer, with 43% of hail days occurring in Novem-
ber or December. Frequencies show a marked drop in
January and continue to decrease in February; however,
there is a weak secondary maximum in March (also noted
by Yeo, 2005). Only 10% of hail days occur between April
and August, with none recorded in July. These results are
highly consistent with S17, although the secondary March
maximum is less pronounced in their climatology (cf.
their figure 2b). Prein and Holland (2018) also examined
the seasonal cycle of hail in Brisbane using both surface
reports and a reanalysis-based environmental proxy. They
find an earlier peak in hail frequency (October–November
for the reports; September–October for the environmen-
tal proxy) but an overall similar pattern (cf. their figure
9b). The seasonal cycle for the Sydney domain (Figure 9b)
shows a fairly flat distribution over the extended summer
season (November–March), which collectively accounts
for nearly 80% of all hail days. This result differs somewhat
from Schuster et al. (2005) who found a more pronounced
peak in hail days between November and January, based
on reports from 1791 to 2003. However, it is consistent
with the report- and reanalysis-based climatologies for
2000–2015 presented by Prein and Holland (2018, their
figure 9c). The distinct seasonal cycles of hail in Brisbane
and Sydney are discussed further in section 4.4, where we
relate them to variations in CAPE and wind shear.

Compared to the seasonal cycles, the diurnal cycles
are more similar between the two domains, with a strong
mid- to late-afternoon maximum in hail frequency and
very few events (< 10%) occurring between midnight and
1000 AEST (Figure 9c,d). These results are consistent
with previous analyses for these regions (Schuster et al.,
2005; S17) and many other parts of the world (e.g., Webb
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et al., 2009; Tuovinen et al., 2009; Burcea et al., 2016;
Kahraman et al., 2016; Nisi et al., 2016; Lukach et al.,
2017), highlighting the importance of diurnally driven
surface heating in hailstorm development. The distribu-
tion is slightly more peaked in the Brisbane domain, with
56% of events occurring between 1400 and 1800 AEST
compared to 49% in the Sydney domain. This difference
may reflect the role of the sea breeze in initiating and
intensifying convective storms in southeast QLD. S17 find
that the passage of the SBF is associated with a pro-
nounced maximum in hailstorm development along the
eastern slopes of the Great Dividing Range. Interactions
with the sea breeze may also influence the diurnal cycle
of hail in Sydney; however, this has not be systematically
studied.

4.4 Storm environments

In this section we characterise the environments in which
hailstorms occur in terms of a number of standard
convective parameters derived from observed soundings
(Section 2.3). For each domain, parameters are computed
for every SD that meets the following criteria:

1. Valid data must extend up to at least 14 km AGL for
thermodynamic variables and 6 km AGL for winds;

2. The maximum vertical spacing between valid observa-
tions must not exceed 1,000 m;

3. The most unstable parcel ascent must produce CAPE ≥
100 J⋅kg−1 and CIN ≤ 250 J⋅kg−1.

The first two criteria ensure that parameters can be com-
puted with reasonable accuracy, while the third criterion
is intended to exclude soundings that are likely not rep-
resentative of the near-storm environment due to insuf-
ficient convective instability and/or excessive convective
inhibition (e.g., Thompson et al., 2007). In total, 281 days
(73% of SDs with radar data) meet the criteria for Bris-
bane and 368 days (58% of SDs with radar data) meet
the criteria for Sydney. The smaller percentage for Syd-
ney is in part due to a higher proportion of soundings
that do not meet the stability criteria (29% versus 23%
for Brisbane); however, there were also more soundings
without wind data for Sydney. Days are divided into those
with damaging hail (i.e., one or more grid points with
MESH ≥ 32 mm) and those without damaging hail (i.e., no
grid points with MESH ≥ 32 mm). In total, there are 130
hail days (HDs) and 151 non-hail days (non-HDs) in the
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Brisbane domain and 157 HDs and 211 non-HDs in the
Sydney domain.

Before presenting the results of this analysis, it is
important to note a few caveats. As with any analysis of
storm environments based on point soundings, there is the
question of representativity (e.g., Brooks et al., 1994; Potvin
et al., 2010). This is particularly pertinent to the present
case because our domains are coastal and characterised by
strong gradients in surface elevation and moisture avail-
ability. For example, observations presented by Soderholm
et al. (2017b) reveal the highly heterogeneous nature of
the daytime convective boundary layer during the warm
season in southeast QLD. A single vertical profile clearly
cannot represent these spatial variations. Compounding
this issue is the fact that observation times vary between
the two domains (Section 2.3), and are not related to the
timing of convection. Some soundings may be taken sev-
eral hours before storm formation or after storm decay.
Diurnal and synoptically driven variations in temperature,
humidity and winds, as well as changes associated with
convection itself, may therefore also limit the representa-
tivity of the soundings.

A range of convective indices were computed and com-
pared for HDs and non-HDs; however, here we focus
on just two parameters. These are the CAPE, computed
using a pseudoadiabatic parcel ascent (including the vir-
tual temperature correction; Doswell and Rasmussen,
1994) initialised with the most unstable parcel (i.e.,
that with the highest 𝜃e) below 500 hPa, and deep-layer
shear (DLS), computed as the magnitude of the vec-
tor difference between the 0–500 m and 5.5–6 km mean
winds. These parameters quantify the key ingredients
for organised deep convection (i.e., conditional instabil-
ity and vertical wind shear) and have been widely used in
previous studies to distinguish severe and non-severe (or
severe and significant severe) storm environments (e.g.,
Brooks et al., 2003; Allen et al., 2011; Púčik et al., 2015).
In addition, we compute a simple composite parameter
(WMAXSHEAR) as the product of wmax =

√
2 CAPE

(the maximum updraught velocity under parcel theory)
and DLS.

Distributions of the three parameters for HDs and
non-HDs in both domains are shown in Figure 10. We
observe a clear separation of the CAPE distributions,
particularly for Sydney, and a slightly less pronounced
separation of the DLS distributions. Similar results are
found for other instability and shear parameters, such as
700–500 hPa lapse rate and 0–3 km storm-relative helic-
ity (not shown). The clearest separation between HDs
and non-HDs is seen in the composite parameter. For
both domains, the 25th percentile of the WMAXSHEAR
distribution for HDs exceeds the median of the corre-
sponding distribution for non-HDs. Note that, for all three
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parameters and in both domains, the difference in medians
between HDs and non-HDs is statistically significant at
the 1% level based on a rank-sum test (e.g., Wilks, 2011,
Chapter 5). These findings are consistent with previous
studies from Australia (Allen et al., 2011; Allen et al., 2014),
Europe (Púčik et al., 2015; Taszarek et al., 2017), and the
USA (Brooks et al., 2003; Johnson and Sugden, 2014),
which have shown that the combination of CAPE and DLS
is a useful predictor for the occurrence of severe hail.
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The distributions of CAPE and DLS in Figure 10 for
HDs and non-HDs are comparable to those presented
by Púčik et al. (2015, their figures 3 and 4) for severe
(≥ 20 mm) and non-severe (< 20 mm) hail reports in the
European Severe Weather Database (Dotzek et al., 2009).
Similar results for Europe were also found by Taszarek
et al. (2017, their figure 3), although they obtained lower
values of CAPE due to the use of a 0–500 m mixed-layer
parcel ascent. On the other hand, proximity soundings
associated with severe hail in the USA tend to show much
larger values of CAPE (e.g., Edwards and Thompson,

1998; Jewell and Brimelow, 2009; Johnson and Sugden,
2014). For example, for soundings associated with hail of
0.75–1.25 inches (19–32 mm), Johnson and Sugden (2014)
obtained a median CAPE of 2520 J⋅kg−1 (cf. their figure
13), which is above the 90th percentile of the distribution
for HDs in Brisbane. The corresponding median DLS
obtained by Johnson and Sugden (2014) is 14.4 m⋅s−1 (cf.
their figure 3), which is more in line with our results; how-
ever, the tail of their distribution extends to higher values,
with a 90th percentile of 28.9 m⋅s−1 compared to less than
25 m⋅s−1 for Brisbane and Sydney.
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Given the ability of the composite parameter to distin-
guish between HDs and non-HDs, we can use it to better
understand the seasonal cycle of hail frequency in our two
study regions (Section 4.3). To this end we compute CAPE,
DLS, and WMAXSHEAR for all days in our eight-year
study period and examine their monthly distributions
(Figure 11). Comparing Figure 11e,f with Figure 9a,b, we
see a reasonable correspondence between the upper half
of the WMAXSHEAR distribution and the frequency of
damaging hail. In particular, we observe peak values in
November and December in Brisbane and a fairly flat peak
across the extended summer season (November–March)
in Sydney. Figure 11a–d reveal the relative contributions
of CAPE and DLS to these patterns. In both domains, the
low WMAXSHEAR values during winter and the rapid
changes observed during spring and autumn largely reflect
the seasonal cycle of CAPE. Over the course of sum-
mer, CAPE decreases in Brisbane but increases in Sydney.
Meanwhile, DLS decreases during spring and summer
in both domains, reflecting the poleward migration and
weakening of the subtropical jet stream. It thus appears
that the combination of decreasing CAPE and decreasing
DLS gives rise to the pronounced December peak in hail-
storm frequency in Brisbane, while the combination of
increasing CAPE and decreasing DLS gives rise to the flat
summertime maximum in hailstorm frequency in Sydney.

5 SUMMARY AND FUTURE
WORK

We have presented a radar-based climatology of damag-
ing hailstorms for the major cities of Brisbane and Sydney,
Australia, covering the eight-year period from 1 July 2009
to 30 June 2017. Our study is unique among radar-based
hail climatologies in two respects. First, in its use of a sta-
ble external reference (the TRMM and GPM precipitation
radars) to provide a spatially and temporally consistent
radar calibration. Second, in its application of a multi-year
building-scale insurance dataset to the problem of verify-
ing a hail-detection algorithm.

For our two analysis domains, we first identified
storm days (SDs), defined as days with at least 100 light-
ning strokes measured by a lightning-detection network.
For each SD, calibrated reflectivity data from multi-
ple radars were merged to produce three-dimensional
gridded composites at high spatial (1 km) and temporal
(5 min) resolution. From these, daily grids of the maxi-
mum expected size of hail (MESH) were derived, using
an advection correction to account for storm motion
between analysis times. Contingency tables were then
used to relate MESH to the occurrence of damaging hail
at a range of spatial scales. While no clear relationship

was found between MESH and the severity of hail dam-
age (quantified by the ratio of the amount claimed to
the sum insured for impacted properties), a threshold
value of 32 mm was found to provide reasonable skill
(HSS ≈ 0.5) in discriminating regions with and without
damage within a neighbourhood of radius 5–7 km. This
threshold was subsequently used to assess the frequency
and spatial and temporal variability of damaging hail in
the two regions. In addition, the convective environments
on SDs with and without hail were compared based on a
variety of sounding-derived parameters.

On average, damaging hail occurs on 26 days annually
in the Brisbane region and 32 days annually in the Syd-
ney region, while the actual cities of Brisbane and Sydney
both experience damaging hailstorms on around 5 days
per year. Spatial maps of hail frequency highlight sev-
eral hotspots in the two domains, concentrated along the
coastal slopes of the Great Dividing Range. For Brisbane,
one of these hotspots (near the town of Boonah, QLD) was
previously identified by S17 who linked it to the afternoon
arrival of the sea-breeze front, which provides a mecha-
nism for convective initiation (in the form of low-level con-
vergence) and a more favourable environment for severe
storms (via an increase in surface dewpoints and low-level
shear behind the front, and baroclinically generated hor-
izontal vorticity along the front). Local boundary-layer
moistening, associated with irrigated cropland, may also
contribute to storm development and intensification in
this region (Soderholm et al., 2017b). Further work is
needed to understand the mesoscale processes that con-
tribute to hailstorm hotspots, particularly in the Sydney
region, which has received relatively little attention despite
being impacted by major hailstorms in the past (Andrews
and Blong, 1997; Buckley et al., 2001).

The diurnal cycle of hail is found to be quite consis-
tent between Brisbane and Sydney, and similar to that
in many other locations around the world, with a clear
afternoon maximum and low frequencies between 0000
and 1200 local time. The seasonal cycles show more pro-
nounced differences between the domains, particularly
during the warm season. While Brisbane has a clear peak
in hail frequencies in December, with a small secondary
maximum in March, the distribution for Sydney shows a
fairly flat peak from November to March. These charac-
teristics can be related to the seasonal cycles of instability
and vertical wind shear, quantified here by most-unstable
CAPE and deep-layer (0–6 km) shear (DLS), respec-
tively. Specifically, CAPE decreases over the course of
the summer in Brisbane, but increases in Sydney, while
DLS decreases for both locations. It thus appears that an
increasingly favourable thermodynamic environment in
Sydney compensates for the contemporaneous reduction
in shear.
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A comparison of storm environments on hail days
(HDs) and non-hail days (non-HDs) reveals marked
differences in CAPE and DLS. Both quantities are signifi-
cantly higher on HDs, with the difference in CAPE being
particularly pronounced for Sydney. A composite param-
eter, combining CAPE and DLS, is able to reasonably
discriminate between HDs and non-HDs and also broadly
captures the distinct seasonal cycles of hail in Brisbane and
Sydney. A similar metric was used by Allen and Karoly
(2014) to create a long-term climatology of severe thun-
derstorm environments in Australia and by Allen et al.
(2014) to investigate the impact of climate change on these
environments. In the future, the set of HDs and non-HDs
identified in this study could be used to develop a more
sophisticated hail metric, by applying Poisson or logistic
regression to multiple convective parameters derived from
soundings or reanalysis data (cf. Allen et al., 2015; Mohr
et al., 2015; Madonna et al., 2018).

Several caveats to the present study should be noted.
First and foremost, the short length of our climatology
means that it may be strongly influenced by interannual
variability. As such, some of the details in Figure 8 are
likely to reflect random chance rather than systematic
variations in the probability of hail. The estimated hail
frequencies are also subject to uncertainty associated
with SDs that were missed (due to erroneous lightning
counts) or excluded from the analysis (due to missing
radar/sounding data). Comparisons with national and
global hail climatologies suggest that hail frequencies
in the Brisbane region may be underestimated, which
is consistent with the larger proportion of missing radar
volumes for this domain. Further uncertainty stems from
our definition of hail events. The optimal MESH thresh-
old showed some sensitivity to the set of claim days and
neighbourhood radius used to construct the contingency
tables, and, at best, provides only moderate skill for dis-
criminating damaging and non-damaging hail. These
issues reflect the non-monotonic relationship between
reflectivity and hail size, the effects of melting and hori-
zontal advection of hail below the freezing level, and the
dependence of hail damage on factors such as wind speed
and the age, type, and exposure of the impacted buildings.
Finally, sounding data, used here in the computation of
MESH and the analysis of storm environments, are subject
to representativity error. This may be particularly acute in
our study regions due to the highly heterogeneous nature
of the coastal environment.

Notwithstanding these limitations, the present study
provides refined insight into the hail hazard in two of
Australia's most populated regions. In particular, it offers
the first radar-based hail climatology for Sydney and
builds on the work of S17 for Brisbane through the use
of multiple, calibrated radars and a locally optimised

relationship between MESH and hail damage. The maps
of hail frequency presented here can be used by the insur-
ance industry to assess risk and inform policy pricing,
and may also prove useful to forecasters. In addition, the
32 mm MESH threshold identified in this study could be
used as a criterion for issuing warnings for damaging hail
based on real-time radar observations (provided, of course,
the radars are accurately calibrated). Furthermore, our
analysis of sounding data provides insight into the range of
CAPE and DLS values that are conducive to damaging hail
in Australia, although a more formal discriminant analy-
sis would be required to determine optimal thresholds for
distinguishing severe and non-severe environments (cf.
Allen et al., 2011).

Other avenues for future work include an assessment
of the characteristics and life cycles of the convective sys-
tems that produce damaging hail (cf. Wapler, 2017), and
extension of the analysis to other regions around Aus-
tralia. While the east coast records the highest frequency of
severe hailstorms, other major population centres, includ-
ing Melbourne (state capital of Victoria) and Perth (state
capital of Western Australia), have been impacted in
the recent past, with significant insured losses (Insur-
ance Council of Australia, 2019). Recent work to collate,
calibrate, and grid historical radar data from the entire
Australian network will greatly aid in these endeavours.
Longer-term, the installation of new radars in more remote
regions and the ongoing upgrade to dual polarisation will
ultimately provide a more accurate and complete picture
of the hail hazard in Australia.
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APPENDICES

A. IMPACT ON MESH OF ERROR IN RADAR
REFLECTIVITY

Here we demonstrate how an error in radar reflectivity
impacts MESH. We first define our measured reflectivity,
Z, as the sum of the true reflectivity, Z0, and an error, ΔZ:

Z = Z0+ΔZ (A1)

Substituting this into (1), carrying it through (2) and (3),
and ignoring the dependence of WZ on reflectivity we
obtain:

MESH = 100.042ΔZMESH0, (A2)

where MESH0 is the true MESH. Thus a reflectivity error
of ΔZ gives rise to a fractional MESH error of 100.042ΔZ.
Figure A1 plots this relationship for ΔZ ∈ [−6, 6] dB. For
a well-calibrated radar system, |ΔZ| ≤ 1 dB and MESH
errors are small (< 10%); however, they rapidly increases
with increasing reflectivity error, particularly when ΔZ is
positive. Note that the true MESH errors are likely to be
even larger because a negative bias will tend to decrease
the value of WZ at some levels, while a positive bias will
tend to increase it.
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F I G U R E A1 Relationship between reflectivity error, ΔZ, and
the fractional error in MESH [Colour figure can be viewed at
wileyonlinelibrary.com]

B. REMAPPING AND MERGING
PROCEDURE

Our remapping and merging procedure broadly follows
Langston et al. (2007, hereinafter LZH07). Radars mea-
sure in a spherical polar coordinate system with coordinate
directions of range r, azimuth 𝜙, and elevation 𝜃. Con-
version to and from Cartesian coordinates (x, y, z) is per-
formed assuming standard refraction using the equations
given in the appendix to Warren et al. (2018). The Cartesian
grids use an azimuthal-equidistant projection with its ori-
gin at the domain centre (i.e., at the location of the primary
radar). Spatial processing (interpolation and averaging) of
reflectivities is performed in linear units (mm6 m−3) rather
than dBZ, following the recommendations of Warren and
Protat (2019).

To begin, raw reflectivities are averaged in range to a
common gate spacing of Δr0 = 1 km. Then, for a given
grid cell, a spatially and temporally proximate radar voxel
i measured by radar j is given the following weight:

Wi,j = Wremap × Wmosaic × Wtime, (B1)

where Wremap, Wmosaic, and Wtime, respectively, are the
remapping, mosaic, and time weights defined below. The
reflectivity at this grid cell is then computed as

Zg =

∑Nr
j=1

∑Nv
i=1 Wi,jZi,j∑Nr

j=1
∑Nv

i=1 Wi,j
, (B2)

where Nr and Nv, respectively, are the number of radars
and the number of voxels influencing the grid cell.

For remapping, we apply nearest-neighbour interpo-
lation in the range direction and bilinear interpolation
in the azimuth–elevation plane. Thus, four radar voxels
contribute to each grid cell (Nv = 4), with the following
weights:

W (1,1)
remap =

(
𝜙2 − 𝜙g

𝜙2 − 𝜙1

)(
𝜃2 − 𝜃g

𝜃2 − 𝜃1

)
, (B3a)

W (1,2)
remap =

(
𝜙2 − 𝜙g

𝜙2 − 𝜙1

)(
𝜃g − 𝜃1

𝜃2 − 𝜃1

)
, (B3b)

W (2,1)
remap =

(
𝜙g − 𝜙1

𝜙2 − 𝜙1

)(
𝜃2 − 𝜃g

𝜃2 − 𝜃1

)
, (B3c)

W (2,2)
remap =

(
𝜙g − 𝜙1

𝜙2 − 𝜙1

)(
𝜃g − 𝜃1

𝜃2 − 𝜃1

)
. (B3d)

Here, 𝜙g and 𝜃g are the azimuth and elevation angles cor-
responding to the centre of the grid cell and subscripts 1
and 2 indicate the radar voxels either side of this. Note that
reflectivities are not extrapolated beyond the radar field of
view (i.e., below the lowest tilt or above the highest tilt).

The physical spacing between radar voxels in the
azimuth and elevation directions increases dramatically
with range. Close to the radar, a single grid cell may be
sampled by multiple voxels. To deal with this, LZH07 intro-
duced an oversampling scheme, where the reflectivity at
an oversampled grid cell is computed either by averag-
ing over those voxels whose centre falls within the grid
cell or by simply taking the maximum value. A draw-
back of this method is that remapping is not treated in a
consistent manner across the domain. As an alternative
approach, we apply spatial smoothing to reflectivities in
the azimuth direction in order to limit variations in sam-
ple volume with range. Specifically, a Gaussian smoothing
kernel with a standard deviation of 500 m is applied at
every voxel. Combined with the aforementioned averaging
in range, this results in effective sample volumes that are
roughly equivalent in their horizontal area to the grid cells
(i.e., 1 km2), at least at close range; at longer ranges the
azimuthal dimension of the sample volume exceeds 1 km.
Smoothing is not applied in the elevation direction in order
to maximise detail in the vertical and avoid edge effects
associated with the lowest and highest tilts.

The mosaic weight is specified to vary with both range
and elevation angle:

Wmosaic = exp
(
− r2

2𝜎2
r

)
exp

(
− 𝜃2

2𝜎2
𝜃

)
. (B4)

Here, 𝜎r and 𝜎𝜃 are length-scales for the range and
elevation directions, respectively. The latter is fixed at

http://wileyonlinelibrary.com
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10◦, while the former depends on the radar's angular
beamwidth, 𝜔. Specifically, 𝜎r is taken as the range at
which the cross-sectional area of the radar beam A =
𝜋(r𝜔∕2)2 is equal to 1 km2:

𝜎r =
2

𝜔
√
𝜋
, (B5)

for𝜎r in km and𝜔 in radians. This gives 𝜎r values of around
64.7, 34.0, and 32.3 km for beamwidths of 1.0, 1.9, and 2.0◦,
respectively.

Our formulation for Wmosaic differs from that of LZH07,
who weight only by range and use a smaller fixed
length-scale of ∼ 17.7 km. By making 𝜎r inversely pro-
portional to 𝜔, we ensure that, at a given range, a radar
with a smaller beamwidth (higher resolution) is weighted
more strongly than one with a larger beamwidth (lower
resolution). This is not necessary when all the radars con-
tributing to a mosaic have the same beamwidth, as is the
case for the US WSR-88D network. The inclusion of an
additional weighting term for elevation has the advantage
of smoothing the transition between radars around the
cone of silence.

Figure B1 compares the mosaic weighting used in this
study with that of LZH07 for two radar with beamwidths of
1.0◦ and 1.9◦, spaced 70 km apart (cf. the Mt Stapylton and
Marburg radars). Contours show Wmosaic while shading
shows the net mosaic weight, computed as

Wnet =
Wmosaic∑Nr

j=1 Wmosaic
. (B6)

It can be seen that, with the new scheme, Wnet generally
increases for radar 1 and decreases for radar 2. A notable
exception is around the cone of silence, where the weights
for both radars decrease, the result being that discontinu-
ities in Wnet for the LZH07 scheme are replaced by smooth
transitions. Wnet also decreases for radar 1 (and therefore
increases for radar 2) at short ranges in the area between
the two radars. This is a consequence of the larger values
of 𝜎r in our scheme.

The time weight is specified in a similar manner to the
mosaic weight:

Wtime = exp

(
− 𝛿t2

2𝜎2
t

)
. (B7)
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Here 𝛿t = ta − t𝜃 , where ta is the analysis time and t𝜃 is the
start time of the elevation sweep, and 𝜎t is a time-scale,
which is set equal to the composite time step, Δt = 5 min.
LZH07 use the same formulation but with a shorter
time-scale of ∼ 1.4 min.

As part of the temporal merging, an advection cor-
rection is applied to account for storm motion during
the period 𝛿t. A preliminary domain-wide motion esti-
mate is obtained for each time step using the method of
cross-correlation. Conceptually, this involves taking a 2D
image at time t and moving it around the equivalent image
at t−Δt, pixel by pixel, to determine where the two are most
strongly correlated. The spatial offset between the origi-
nal and optimally shifted images can then be converted to
a translation speed by dividing by Δt. Thus, the x and y
components of the cross-correlation velocity are given by

ucc =
𝛿xcc

Δt
, (B8a)

vcc =
𝛿ycc

Δt
, (B8b)

where 𝛿xcc and 𝛿ycc are the spatial offsets in the x and y
directions, respectively. In practice, this potentially expen-
sive calculation can be performed efficiently using Fast
Fourier Transforms (Lakshmanan, 2012, chapter 7). For
our 2D image, we take the column-maximum reflectivity
at every pixel. To mitigate errors associated with storms
moving into and out of the domain, a Tukey (tapered
cosine) window is applied to this 2D image: reflectivities
at grid points within 50 km of the lateral boundaries are
relaxed towards zero.

For each radar, a history of ucc and vcc values is stored
for the hour preceding ta. The final velocity estimate is then
obtained by computing a weighted average of these values,
with the weight decreasing from one at ta to zero at t0 =
ta − 60 min. Specifically,

u =

∑ta
t=t0

Wvel ucc∑ta
t=t0

Wvel
, (B9a)

v =

∑ta
t=t0

Wvel vcc∑ta
t=t0

Wvel
, (B9b)

where

Wvel = sin
{
𝜋

2

( t − t0

60

)}
(B10)

and t − t0 is in minutes. These velocity estimates are used
to effectively shift radar voxels horizontally to their antici-
pated position at ta. In practice this is achieved by shifting
the assignment of voxels to a particular grid cell (Laksh-
manan et al., 2006). Thus, a voxel that is initially assigned
to the grid cell located at (x, y) will be reassigned to the grid
cell located at (x′, y′), where

x′ = x + u𝛿t, (B11a)

y′ = y + v𝛿t, (B11b)

both rounded to the nearest grid cell. Note that, if (x′, y′)
falls outside the domain limits, it is omitted from the
remapping procedure.

The process of determining the initial assignment of
radar voxels to grid cells is computationally expensive
but only needs to be done once. It is therefore per-
formed offline (i.e., outside of the merging procedure). For
every radar–VCP combination, a look-up table is created
containing the coordinate indices of the radar voxels
assigned to each grid cell together with their remapping
weights. At the start of the merging procedure, these are
simply read in and the appropriate tables are applied at
each analysis time.

An implicit assumption of our advection correction is
that storms within the domain all move at the same veloc-
ity. However, in reality storm motion can vary significantly,
even over relatively short distances, due to differences
in cloud depth, propagation effects (e.g., Davies-Jones,
2002; Corfidi, 2003), or the presence of strong curvature
in the large-scale flow (e.g., near low-pressure centres).
Since the cross-correlation procedure is applied to fields
of column-maximum reflectivity, the domain-wide veloc-
ity will tend to be dominated by the motion of the most
intense storms, which are more likely to produce dam-
aging hail. Unfortunately, as demonstrated in Section
3.2, multiple intense storms with varying motion vectors
can sometimes occur, leading to unrepresentative velocity
estimates. Future radar-based storm climatologies should
consider applying an advection correction with spatially
varying velocity components, as this can provide more
accurate results (Shapiro et al., 2010).


