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ABSTRACT
Genetic algorithms are simple to accelerate by evaluating the fit-
ness of individuals in parallel. However, when fitness evaluation is
expensive and time to evaluate each individual is highly variable,
workers can be left idle while waiting for long-running tasks to
complete. This paper proposes a local search hybridisation scheme
which guarantees 100% utilisation of parallel workers. Separate
work queues are maintained for individuals produced by genetic
crossover and local search neighbourhood operators, and a priority
rule determines which queue should be used to distribute work at
each step. Hill-climbing local search and a conventional genetic
algorithm can both be derived as special cases of the algorithm.

The general case balances allocation of computing time be-
tween progressing the genetic algorithm and improving individuals
through local search. Through evaluation on a simulated expensive
optimisation problem we show that the search performance of the
algorithm in terms of number of function evaluations does not vary
significantly with the number of workers used, while still achieving
linear speedup through parallelisation. Comparisons with an asyn-
chronous genetic algorithm show that this method of using idle
worker capacity for local search can improve performance when
the computation budget is limited.
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1 INTRODUCTION
Genetic Algorithms (GAs) are employed to solve optimisation prob-
lems by evolving a population of candidate solutions. Due to their
computationally expensive nature, parallelisation of GAs is a key
area of research. Since evaluation of the fitness of different individu-
als can be carried out independently, the evaluation of a population
can be distributed across parallel computing architectures. The
challenge in some applications lies in maintaining progress of the
algorithm while effectively utilising available computing resources.

GAs are frequently used to solve problems where fitness evalua-
tion requires significant computation time. Evolving optimal control
parameters in robotics requires simulations to be run to determine
fitness [2]. Searching design spaces for engineering applications
requires candidate designs to be evaluated using computational
fluid or structural dynamics analysis software [3]. In algorithm
testing, using a GA to generate challenging test cases requires the
target algorithm to be run to measure its performance character-
istics [4, 11]. While surrogate fitness models [5] and use of partial
results [1] can assist in reducing search effort, fitness evaluation
time remains the main contributor to overall computational cost,
and may vary significantly by candidate solution. Effectively utilis-
ing parallel computing architectures to distribute fitness evaluation
is critical to obtaining high quality results in reasonable time.

The goal of this paper is to develop GA parallelisation methods
which maximise utilisation of available parallel computing power
without compromising the performance characteristics of the evolu-
tionary search component. This is achieved through hybridisation.
Hybrid GAs [9] were developed to improve the performance of con-
ventional GAs by incorporating other heuristic search strategies.
This paper focuses on Local Search (LS) hybrid algorithms, which
integrate local neighbours of solutions found by the GA into the
search process.

The algorithm design puts parallel performance first. A master-
slave model with a queue of required fitness evaluations is used to
guarantee 100% utilisation of available function evaluation workers.
The parameterised algorithm developed here contains both local
search and a conventional synchronous genetic algorithm as special
cases. In the general case, allocation of computing resources is
balanced between candidate solutions produced by the GA and LS
operators.

Section 2 reviews existing parallelisation and hybridisation meth-
ods for GAs. Section 3 outlines the proposed algorithm and sum-
marises the special cases produced by certain parameters. Section 4
evaluates the performance characteristics of the algorithm through
a simulated example, focusing on its performance when the paral-
lel architecture is scaled and variability in fitness evaluation time
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changes. Section 5 discusses the implications of these results and
suggests directions for further development, before conclusions are
drawn in Section 6.

2 EXISTING PARALLEL AND HYBRID
METHODS

Global parallelisation of GAs, or distributed fitness evaluation, is
typically achieved using a master-slave model. The master process
keeps track of the current population of candidate solutions and
distributes the task of evaluating fitness of each individual to avail-
able workers. In a synchronous implementation, the master must
wait to gather all results from the workers before proceeding to
selection and crossover. Synchronous implementations suffer from
bottlenecking while waiting for slower evaluations to complete [7],
particularly if fitness evaluation is expensive and required time to
evaluate fitness of different candidates is highly variable.

Asynchronous parallelisation offers an alternative, where the
master does not wait for all results to be returned. After a subset of
the population has been evaluated, the master proceeds to selec-
tion and crossover, using the available results to produce the next
generation. Delayed evaluations are incorporated into the selection
and crossover process for later generations as they become avail-
able. This approach improves worker utilisation but changes the
dynamics of the GA and makes the algorithm harder to analyse [7].

On larger scale computing architectures, multi-population mod-
els such as the dynamic demes algorithm [6] are commonly used.
These methods run multiple independent GAs on different workers,
each of which can be evaluated sequentially to improve utilisa-
tion. Solutions are periodically shared between workers through
migration.

Local search hybrid GAs combine the crossover-based search
mechanism of a GA with local neighbourhood searches which effec-
tively find nearby local minima. Parallel synchronous hybridisation
[8] uses local search as a GA operator. An individual produced by
selection and crossover is used as a starting point for local search
which generates an improved solution. The individual is replaced in
the population by the enhanced individual before the GA proceeds
to the next generation. Since the local search phases of these algo-
rithms are carried out as part of fitness evaluation, synchronous
parallelisation is likely to exhibit more significant bottleneck issues.

Relay hybrid algorithms [10] carry out crossover and hill-climbing
search phases in sequence. The GA runs until convergence is de-
tected, at which point local search is used to make further improve-
ments to the best known solution if possible. This method does
not alter the progression of the GA in the first phase. Hence, the
same parallelisation issues apply to this method as a conventional
synchronous GA.

Teamwork hybridisations run multiple algorithms concurrently,
either in the same search space or disjoint search spaces [10]. The al-
gorithms proceed independently and solutions are shared between
the search processes periodically. The multi-population GAs de-
scribed previously can also be viewed as homogeneous teamwork
hybrids.

0 10 20 30 40 50 60

Time (s)

Worker 1

Worker 2

Worker 3

Worker 4

Gen 1
Complete

Gen 2
Complete

Gen 3
Complete

Gen 4
Complete

Gen 5
Complete

Figure 1: Example worker utilisation in a global synchro-
nous genetic algorithm. Individual evaluation tasks are de-
lineated by shade, with empty regions indicating an idle
worker waiting for all results in the generation to be gath-
ered. When individual evaluation times are expensive and
variable, waiting for long-running tasks to complete can re-
sult in significant idle capacity for some workers near the
end of each generation. This idle time can be used to carry
out local search evaluations.

3 ALTERNATIVE HYBRIDISATION SCHEME
This section outlines a parallel hybridisation scheme incorporat-
ing a synchronous GA and a local search heuristic. In contrast to
typical parallel GA implementations such as asynchronous or multi-
population, the method does not alter the search progression of
the sequential GA component. Instead, the spare worker capacity
inherent in a global parallel synchronous GA (see Figure 1) is used
to evaluate candidates produced by local search.

The algorithm uses a master-slave model and guarantees that
available workers are utilised at all times. While a typical LS hybrid
either integrates local search into fitness evaluation or runs inde-
pendent local search phases, this method maintains central queues
of fitness function evaluation tasks for the GA and LS processes.
Tasks are dispatched from these queues according to a priority rule
which aims to allocate a target number of evaluations to each search
strategy.

3.1 Algorithm Description
Evaluation of candidate solutions by workers is handled using a
master-slave model. The master process distributes solutions to
parallel workers as soon as they become idle. Workers evaluate the
fitness of the given solution and return it to the master. The master
maintains a work queue which, given appropriate parameters, is
never exhausted, so the pool of available workers is kept occupied
until the termination condition is reached.

A work queueQG is maintained for the set of candidate solutions
in the current generation of the GA. The GA component of the
algorithm proceeds synchronously: all candidates in the current
generationwill be evaluated before any new solutions are generated.
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Figure 2: Queue priority and failover rules used by the mas-
ter when issuing fitness evaluation tasks to workers.

The order of evaluation of candidates in this queue is therefore
unimportant. QG will be emptied before being re-populated with
solutions generated by the selection, elitism and crossover operators
of the GA.

A priority queue QL is maintained for candidate solutions gen-
erated by local search. Solutions in this queue are generated by a
random neighbourhood operator N from previously evaluated solu-
tions. An entry inQL is a tuple (x̄, f̄ , x), where x is the unevaluated
solution, x̄ is a previously evaluated solution such that x = N (x̄),
and f̄ is the fitness of x̄ . The queuing priority of this entry in the
queue is given by f̄ . In practice this means that generated local
search neighbours of the current best solution will be evaluated
first. The source solution x̄ is included in the queue to allow the
search to backtrack. If x is a poor-quality solution then a different
neighbour of the source will be generated for the next evaluation.

The dispatch of tasks from these two queues is controlled by a
parameter p called the GA priority. As the algorithm progresses, nG
and nL record the number of dispatched tasks from the queues QG
andQL respectively. The task allocation ratio (r = nG

nG+nL ) measures
the fraction of GA tasks issued so far. When a task needs to be
dispatched, the master sends a task from QG if r < p. Otherwise
it sends the highest priority task from QL . If the selected queue is
empty a task is dispatched from the other queue. This state is called
failover.

This process is summarised as the GetTask() function in Figure 2.
The queue decision rule described here has the effect of maintaining
r ≈ p over the course of the algorithm. This condition can be
maintained as long as the failover rate is low. To maintain 100%
utilisation of parallel workers, it is required that both queues are
not simultaneously empty.

GAResult (x , f )

Push to QL
[x , f , N (x )]

Generation
complete? End

Update QG with
new population

NO

YES

Figure 3: Queue update process executed when a worker
completes a fitness evaluation task from the GA queue. Ev-
ery GA evaluation produces a new local search task.

LSResult (x̄ , f̄ , x , f )

f > f̄

Push to QL
[x , f , N (x )]

Push to QL
[x̄ , f̄ , N (x̄ )]

End

YESNO

Figure 4: Queue update process executed when a worker
completes a fitness evaluation task from the LS queue. If the
newly evaluated solution is an improvement over its source
solution, a new neighbour of the solution is created. Other-
wise, another neighbour of the source solution is placed on
the queue.

The worker evaluates the given candidate x dispatched from
the queue and returns the calculated fitness f to the master. Com-
pleted evaluation of a candidate from QG triggers the creation of
a neighbour N (x) which is pushed to QL . If all required results
from the current generation of the GA have been returned, a new
generation is created using crossover to refresh the empty queue
QG . Figure 3 describes the sequence of queue updates performed
when a GA result is returned. The method used to create the new
generation is considered to be a problem-specific detail; a combina-
tion of selection, crossover, mutation and elitism using the current
best solutions may be used.
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Completion of a local search evaluation also triggers the cre-
ation of a new neighbour on QL as described in Figure 4. Since the
source x̄ of the newly evaluated candidate, and its fitness f̄ , is kept
when x is evaluated, the master decides whether to push a different
neighbour N (x̄) onto QL or to accept x as an improved solution
and push N (x) to the queue. Here the local search mechanism op-
erates as a hill climber; a neighbour of x is created only if x was
an improvement, otherwise another neighbour of x̄ is queued for
evaluation.

To maintain high utilisation of available workers it is required
that the task dispatch process in Figure 2 always returns immedi-
ately. That is, if one queue is empty, failover to the other queue
always succeeds. It is therefore a necessary condition that both
queues cannot be empty at the same time. The algorithm starts
with an initial population of n random solutions in GQ . Where
there are w workers, as long as n ≥ w , there is enough work to
distribute initially. Thereafter, per the processes in Figures 3 and 4,
every solution evaluation triggers the creation of a new task onQL ,
so this queue will never be exhausted. Poor solutions in the queue
which are never likely to be reached can be periodically pruned if
necessary.

Finally, in this implementation, the queue update operations may
not interleave. Specifically, it is not possible for a worker to request
a new task while the queue is in the process of being updated. One
important implication to consider is that if GAResult requires that a
new generation of candidates be produced, this is carried out before
GetTask is called again to dispatch new tasks from the queue. In
the domain of expensive optimisation we assume that the process
of creating a new generation is fast relative to solution evaluations,
and therefore worker progress will not be stalled significantly by
the update process.

The parallel sequence of task dispatch, worker evaluation and
queue update continues until the budget for computation is ex-
hausted. This may be defined by a given number of function eval-
uations, number of generations, or a wall clock time limit. The
complete process followed by each independent worker, operating
on the shared queues, is given in Algorithm 1.

3.2 Algorithm Parameters
This section summarises the key parameters controlling the paral-
lelisation and hybridisation characteristics of the algorithm. These
parameters are required in addition to the definitions of the stan-
dard GA operators and LS neighbourhood operator for the target
problem.
• GA priority (p); the ratio of fitness function evaluations
which should be expended on GA evaluation tasks.
• Population size (n); the number of GA individuals maintained
from generation to generation.
• Number of workers (w); the number of parallel function
evaluators.

Specific choices of these parameters produce a number of special
cases including conventional local search and a sequential GA. The
operation of these cases is given in detail below.
• p = 0, n = 1, w = 1 runs sequential greedy local search.
Since n = 1, a single random solution is placed on QG to
initialise the algorithm. The single worker (w = 1) is issued

Algorithm 1 Process followed by each parallel worker.

while Computation budget not exceeded do
Get next task by queue priority rule
if Task is from GA queue then

x ← Unevaluated solution
Evaluate fitness of x
if Current GA generation completed then

Create new generation by crossover
end if
Create a neighbour of x , push to LS queue

else
x ← Unevaluated solution
x̄ ← Previous solution
Evaluate fitness of x
if x improves on x̄ then

Create a neighbour of x , push to LS queue
else

Create a neighbour of x̄ , push to LS queue
end if

end if
end while

this solution to evaluate and returns the result, triggering a
neighbour to be placed on QL . Since p = 0, only QL is used
to issue tasks from then on. Random neighbours are created
according to the rule in Figure 4, leading to a local search
algorithm which only accepts an improved solution at each
step.
• p = 0, n = N , w = N runs N parallel local searches from
different starting solutions placed in QG by generation of
the initial population. With N workers using the priority
queue QL , the current N best solutions will be pursued si-
multaneously at each step.
• p = 1, n = N , w = 1 runs a conventional crossover-based
genetic algorithm using a population size N . Evaluations
are performed sequentially on the single available worker
(w = 1). Since p = 1, GQ is always selected for dispatch-
ing evaluation tasks (without failover), so no local search
iterations will be performed.
• p = 1, n = N , w =W runs a conventional crossover-based
genetic algorithm with population size N , where solutions
are evaluated in parallel byW workers. Idle workers evaluate
local search neighbours opportunistically whenQG becomes
empty while waiting for all results in the current generation
to be returned. At leastW − 1 local search iterations will be
completed per generation of the GA, asW − 1 workers will
request new work while theW th worker is completing work
on the final GA candidate in the current generation.

The general case uses the parameter p to balance worker evaluation
effort between exploratory GA tasks and exploitative LS tasks until
the termination condition is reached.

748



GA Hybridisation Scheme for Effective Use of Parallel Workers GECCO ’19, July 13–17, 2019, Prague, Czech Republic

4 SIMULATION RESULTS
The performance characteristics of the algorithm described in the
previous section are explored using a simulated expensive optimi-
sation problem. The problem instance used is a knapsack problem
with 40 available items. The item weights and values are uniformly
distributed between 1 and 10, and the knapsack has capacity 20.
Candidate solutions are represented as binary strings, where 1 at
position i indicates that item i is included, 0 otherwise. The fit-
ness function measures the total value of the selected items, unless
capacity is exceeded, in which case the fitness is given as zero.

In reality, evaluating the fitness function of this problem is in-
expensive and takes approximately constant time. In order to in-
vestigate the parallel execution characteristics of the algorithm,
we simulate an expensive optimisation problem by introducing a
random wait time in the worker process when it evaluates a solu-
tion. The key requirement here for the test problem is to vary the
distribution of fitness evaluation times, rather than the structure
of the combinatorial problem itself. Wait times are drawn from a
log-normal distribution (X = eµ+σZ ) with µ = −9. This gives suit-
ably long evaluation times to simulate worker execution without
blocking, but short enough to conduct repeated simulation runs.
The low fitness evaluation time variability case is simulated using
σ = 0.01 while the high variability case uses σ = 1.5.

The initial population of n solutions is generated as random
binary strings with density 0.1. This ensures mostly feasible in-
dividuals are created. At each generation, the genetic algorithm
applies elitism to carry over n

10 of the best individuals found so
far, introduces n

10 new random instances in place of mutation, and
generates the remainder of the population using 2-tournament
selection and uniform crossover. Neighbouring solutions for lo-
cal search are generated by inserting a single randomly selected
item into the knapsack which is not already selected in the current
solution.

The simulation is implemented using the asyncio library in
Python 3.7. This provides a simple way to define the queuing opera-
tions such that they do not interleave and to simulate variable task
times for parallel workers using asynchronous sleep commands.
The test results shown in this section use a population size of 50
and computation budget of 2000 function evaluations.

It is expected that the performance of the parallel hybrid GA is
dependent on two key factors. The fitness landscape of the optimi-
sation function determines the effectiveness of GA and LS operators
in finding good solutions in terms of number of fitness function
evaluations. Variability in time required to evaluate an individual
determines how frequently local search is applied according to the
queue selection rules.

The simulation results focus on the second factor: investigating
the impact of variable evaluation time, number of parallel workers
and GA priority on algorithm behaviour and performance. Thus for
the same knapsack problem instance, in the simulation we alter the
level of solve time variability to explore its effect on the algorithm.
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Figure 5: Proportion of worker effort allocated towards pro-
gression of the genetic algorithmwhen evaluation time vari-
ability is low (fixed at σ = 0.01 for these runs) with varying
GA priority and number of workers. A larger worker pool
forces a certain minimum number of local search tasks to
be issued per generation of the synchronous GA, lowering
the maximum value of this ratio that can be achieved.
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Figure 6: Proportion of worker effort allocated towards pro-
gression of the genetic algorithmwhen evaluation time vari-
ability is high (fixed at σ = 1.5 for these runs) with vary-
ing GA priority and number of workers. The increased vari-
ability results in significant stalling of progress of the syn-
chronous GA, forcingmore local search tasks to be issued to
maintain worker utilisation.

4.1 Effect of Evaluation Time Variability and
Parallel Architecture on Worker Allocation

This section considers the effect of parallelisation and evaluation
time variability on the search characteristics of the algorithm. Specif-
ically we show the effect of the input parameters GA priority (p) and
number of workers (w) on the task allocation ratio (r = nG

nG+nL ).
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The queue decision rule aims to allocate work such that r ≈ p.
When the algorithm runs with only one worker, there is never a
need to wait for long-running tasks to complete, so this can always
be achieved. In a multiple-worker environment, QG may become
empty, and failover causes a local search task to be dispatched when
a GA task was preferred.

Figure 5 shows the simulation results where the variability in
fitness evaluation time is low. With a large number of workers,
it becomes impossible to achieve target values of r above a cer-
tain point due to the occurrence of failover. However, below this
threshold value any target GA priority will be met by the decision
rule. Because the algorithm enforces a zero wait time for workers
requesting new tasks, even with low variability failover is likely to
occur towards the end of each generation of the synchronous GA.

Figure 6 shows the effect of higher evaluation time variability.
In this case, the workers may be issued multiple local search tasks
while waiting for the GA generation evaluation to be completed.
Therefore the maximum achievable task allocation ratio is lower
when there are more workers. In these cases, the algorithm is using
local search opportunistically as a result of the queue failover mech-
anism which maintains worker utilisation by issuing additional
local search evaluation tasks.

The effectiveness of the hybrid algorithm in exploring the fitness
landscape of the problem is expected to be a function of the task
allocation ratio rather than its specific input parameters. Figures 5
and 6 show which values of this ratio can be achieved given a
parallel architecture and degree of variability in fitness evaluation
time. The range of achievable r values only depends on required
fitness evaluation time and number of workers. This characteristic
is independent of the fitness landscape of the problem.

4.2 Effect of Worker Allocation on Solution
Quality

Figure 7 shows the mean performance of the algorithm in terms of
the task allocation ratio for a fixed number of function evaluations.
A pure local search algorithm (r = 0) is clearly ineffective for this
problem, since local search alone is likely to become stuck in local
optima. Similarly, a conventional GA (r = 1, only achieved using
one worker) tends to converge to a suboptimal point.

Allocating more computation to local search in this algorithm
improves the overall result, with a reduction in r value yielding
increased performance. Investment in local search reduces the num-
ber of generations completed by the GA component, but also accel-
erates convergence. For this particular problem the ideal condition
is in the range of 10-30% of total effort spent on local search.

This simulation using a contrived problem does not suggest that
the algorithm parameters used here are ideal in general. However,
observing that the best performance of this algorithm is achieved
with r ≈ p ∼ 0.8 illustrates the utility of the hybridisation. As
outlined in the algorithm description, p = 0 results in distributed
local search while p = 1 produces a conventional GA. Neither
parameter is optimal; for this combinatorial optimisation problem
a balance of computation time spent on global search through
GA progression and local search through neighbour generation is
beneficial.
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Figure 7: Solution quality achieved after 2000 function eval-
uations. This result is shown in terms of the task allocation
ratio, regardless of the algorithm parameters used in the
simulation run. Each data point shows the median and in-
terquartile range of the final objective value over at least 500
simulations.
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Figure 8: Solution quality in terms of task allocation ratio,
further broken down by number of parallel workers. Simu-
lationswith a larger number ofworkers show anupper limit
on achievable values of the task allocation ratio, but similar
search performance in terms of that ratio.

Figure 8 breaks down algorithm performance further by the
number of parallel workers used. As shown previously in Figures 5
and 6, for a larger number of workers it is not always possible
to achieve the target task allocation ratio (for example, there are
no results above r = 0.8 for the 16 worker case). However, the
performance of the different parallel architectures is similar for the
same number of fitness function evaluations when the search effort
is focused on GA progression. Each case achieves its best average
performance in the region around r = 0.8, while performance
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Async. GA HEA (p=0.8) HEA (p=0.9)
Mean Std Mean Std Mean Std

Problem Eval.

n50-low 2000 57.4 4.0 63 5.3 64.3 4.6
5000 70.1 3.0 73.3 3.4 74.4 3.3
10000 77.8 2.2 77 2.5 77.4 2.6

n50-high 2000 58 4.3 63.6 5.0 63.4 5.0
5000 71 3.0 73.9 3.3 74.2 3.1
10000 77.4 2.6 77.4 2.8 77.5 2.3

n75-low 2000 80.8 5.6 89.1 6.5 89.1 6.4
5000 100.6 4.5 105.9 5.9 106.9 4.6
10000 114.4 4.2 115.5 4.2 116.7 3.7

n75-high 2000 81.5 5.7 88.1 6.2 88.8 5.8
5000 101.2 5.6 105.7 4.9 106.0 5.8
10000 115.5 3.4 115.4 4.3 115.9 3.7

n100-low 2000 96.6 5.5 104.8 6.8 105.3 7.3
5000 119.4 5.5 126.3 7.1 126.7 6.2
10000 136.5 4.5 138.8 4.8 140.4 4.2

n100-high 2000 97.8 6.6 104.3 7.2 105.7 6.4
5000 118.7 4.9 124.6 6.3 125.9 7.1
10000 136.6 4.8 139.1 4.6 139.1 4.6

Table 1: Performance of the hybrid algorithm (HEA) com-
pared with an asynchronous genetic algorithm (Async. GA)
for knapsack test problems. The test instances have ran-
domly generated weights and values for the given number
of items and randomly distributed fitness evaluation times.
For example, n50-low indicates a knapsack problem with 50
items and low variability in evaluation time, whereas n50-
high is the same problem with high variability. Each test
problem is solved 100 times using different random seeds
and initial populations. The fitness of the best solution after
2000, 5000 and 10000 fitness function evaluations is recorded
and the mean and standard deviation across the 100 runs is
shown here.

deteriorates at higher r values where too little effort is spent on
local search.

There is significant variation in performance of the different
architectures at very low r values. In these cases, a parallel local
search is conducted, as explained in Section 3.2. After evaluating
the initial population, local search begins from the best available
individual. Multiple neighbours of this individual are pursued in
parallel. The resulting performance is expected to be better than
that of a single worker, which follows a simple hill-climbing path.

4.3 Performance Comparison with an
Asynchronous Genetic Algorithm

Table 1 shows a performance comparison between the hybrid al-
gorithm and an asynchronous GA. Both algorithms maintain 100%
worker utilisation. The asynchronous GA does so by running se-
lection and crossover as soon as a worker becomes idle, using only
the individuals evaluated so far. As described above, the hybrid
algorithm instead incorporates local search evaluations to utilise

idle worker capacity. The methods are compared on randomly gen-
erated knapsack instances with 50, 75 and 100 items, with simulated
low (σ = 0.01) and high (σ = 1) variability in fitness evaluation
time as outlined in the previous tests. The tests use eight parallel
workers.

The hybrid algorithm produces better results when the budget for
fitness function evaluations is low. This advantage is generally lost
with higher computation budgets where both algorithms are able to
converge to higher quality solutions. These results further indicate
that the impact of increased variability in fitness evaluation time on
performance is minimal. In this case the queuing strategy appears
to be able to maintain the intended division of effort between local
search and crossover operations.

5 DISCUSSION
The simulation results explored here show that the performance of
the proposed parallel hybrid GA can be broken down into:

(1) the relative allocation of workers to GA progression tasks,
influenced by fitness evaluation time variability and number
of parallel workers; and

(2) the performance of fitness landscape search influenced by
the resulting task allocation ratio.

For a given number of workers, the algorithm tries to maintain
the condition r ≈ p. If this is achievable given the variability in
fitness evaluation time, the performance of the search algorithm in
terms of the number of fitness function evaluations does not vary
significantly as the number of workers is increased. Furthermore,
since 100% worker utilisation is maintained, linear speedup can be
achieved through parallelisation without significantly altering the
search characteristics.

This performance breakdown separates the effects of fitness
landscape and solve time variability so that the performance of the
hybrid algorithm on large scale architectures can be extrapolated
from its performance on a smaller scale. Specifically, consistent
algorithm performance can be maintained for a given value of p,
independent of w , provided the condition r ≈ p can be met as w
is increased. By contrast, scaling up a conventional synchronous
GA is likely to result in worker under-utilisation, and therefore
a sub-linear speedup. Scaling up an asynchronous algorithm, al-
though it may solve the under-utilisation issue, is likely to result in
a significant change to the search characteristics.

Other parameters of the algorithm have not undergone signifi-
cant tuning in this simulation, and we have not explored a range
of test instances characteristics. This analysis is intended to show
that the queuing rules used can produce hybrid algorithms whose
search behaviour remains similar when the number of workers is
varied while still achieving linear speedup.

Performance comparisons with an asynchronous genetic algo-
rithm indicate that this hybridisation scheme produces improved
results. The improvement is most significant when computing re-
sources are tightly constrained. In such cases the use of idle worker
capacity for local search operations improves results early in the
search process. This is particularly important for optimisation prob-
lems with expensive fitness functions as high-quality results can
be obtained in a shorter time.
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5.1 Larger Scale Architectures
The implementation given in this paper guarantees 100% worker
utilisation by applying a no-wait policy when the GA evaluation
queue becomes empty. This hampers the ability of larger scale
systems to achieve the target balance of GA and LS search steps
(see Figures 5 and 6) since at least w − 1 local search tasks will
be executed per generation. This behaviour could be improved by
allowing a small worker idle time when failover occurs from QG .
If the remaining GA results are returned during that wait time,
selection and crossover can be carried out to produce the next
population and supply the idle workers with the required GA tasks.
While this would break the guarantee of 100% worker utilisation,
it may be preferred in favour of achieving a target task allocation
ratio in larger scale parallel applications.

The analysis carried out here does not consider communications
overhead, which can be considerable in larger scale parallel systems.
The queuing model lends itself to batch distribution of tasks, which
is advantageous when this overhead is high. A batch processing
method could use the same queuing operations to issue multiple
tasks for each communication with a worker. This method would
require a larger initial population to guarantee a non-empty QG
when evaluation of the initial population is distributed. However, it
is likely to make it more difficult to achieve a target task allocation
ratio when there are many workers and a large batch size is used.
The algorithm may show higher queue failover rates and hence
issue more local search tasks than planned if multiple workers
request large batches while the GA progression is stalled. Including
a wait time tolerance as previously described may help mitigate
this issue while maintaining high worker utilisation.

5.2 Alternative Parameters and Operators
The results in this paper explore the effect of worker scale and
fitness evaluation time variability for a fixed population size and
computation budget. There are significantly more algorithm param-
eters to experiment with, including the GA selection characteris-
tics, strategies for elitism and diversity maintenance, and problem-
specific neighbourhood and crossover operations. Many of these
parameters pertain to the search characteristics of the algorithm on
the fitness landscape of a given instance, so would require tuning
to specific problems.

We have investigated a specific GA-LS hybrid algorithm im-
plemented around a general fitness evaluation task queuing ap-
proach. There are opportunities for further work including alterna-
tive heuristic operators in place of, or augmenting, the local search
component. For example, time varying characteristics could be used
to change the target task allocation ratio in different phases of the
algorithm, shifting focus from global to local search over time. Al-
ternative local search queue priority measures could be introduced
in order to pursue local search from a wider range of candidates.

6 CONCLUSIONS
This paper develops a local search-genetic algorithm hybridisation
scheme which utilises spare capacity inherent in a parallel synchro-
nous genetic algorithm to accelerate progress using local search.

High utilisation of parallel workers in a master-slave architecture
is achieved by maintaining a central queue of candidate solutions
which is guaranteed to be non-empty. Dispatch of GA and LS tasks
by the master is continuously balanced to achieve a target ratio
of GA and LS search effort, where possible for a given parallel
architecture and level of variability in fitness evaluation times.

The performance characteristics of the proposed algorithm are
tested by solving a combinatorial optimisation problem with sim-
ulated fitness function evaluation times. The results show that
algorithm performance can be characterised in terms of the task
allocation ratio, which measures the relative effort spent on GA and
LS search. The work balancing approach results in search behaviour
which does not vary significantly with the number of workers used,
but still achieves linear speedup from parallelisation. This outcome
suggests future research directions for development of other hybrid
algorithms using a similar work queuing mechanism.
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