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Introduction 

Why do we assess? What outcomes and goals are worth assessing? What outcomes and goals are possible 
and impossible to assess? How do we use assessment to improve all outcomes? Why has assessment be-
come controversial in recent years? Are there cases where assessment might be harmful, and why? What 
are sources and levels of error in assessment and how do those impact individual students, schools, and 
society? Are there times when we might not wish to assess certain outcomes?  

Even though assessment often is imperfect, it provides valuable input to the process of teaching, learning, 
and educational resource design. However, narrow assessment, especially used in high-stakes settings, can 
lead to worse educational outcomes (e.g., performance in later courses, workplace, or social settings; Hout 
& Elliott, 2011). Teachers may have a strong incentive to teach to the test, leading to a strong focus on 
memorization and rote procedural knowledge, while compromising key skills such as empathy, groupwork, 
mathematical maturity, and analytical reasoning. These are thorny problems – education shapes the skills1 
that shape society, so these questions have broad implications. With that said, by constraining the discussion 
to the kinds of constructs considered when building learning experiences, the goals of assessment become 
more tractable.  

To fully consider the role of assessment for learning technologies and intelligent tutoring systems (ITSs), 
we must first consider the role of assessment in general. Fundamentally, educational assessment measures 
relationships that influence the learning process and its outcomes (Gipps, 1994). These measurements are 
intended to help make better pedagogical decisions to achieve learning and behavioral outcomes. Tradi-
tionally, the results of these assessments are leveraged by students, teachers, administrators, policymakers, 
employers, and other educational stakeholders. More recently, artificially intelligent machines such as ITSs 
use assessments to achieve their goals. The types of assessments and skills included in ITSs have tradition-
ally been fairly uniform (e.g., math problem solving, recall) when compared to the broad range of potential 
assessments (e.g., peer review, team performance, complex simulations unfolding over hours or longer). 
With that said, ITSs have recently been growing to accommodate a greater range of assessments, such as 
interactive dialog-based assessments, assessments of physical tasks such as marksmanship, and assessments 
of project teams for engineering classes (Nye, Goldberg & Hu, 2015; Rosen, Ferrara & Mosharref, 2016; 
Chesler, Ruis, Collier, Swiecki, Arastoopour & Shaffer, 2015). This raises the question of what the next 
generation of ITS architectures should assess. 

This chapter considers the multiple roles for assessment of and for learning, the (sometimes competing) 
high-level outcomes we seek to measure, and how local measures of learning connect to broader societal 
goals. We begin with a discussion of “what gets measured gets done”, how the consequences of assessment 

                                                           
 
1 While this chapter frames assessment in terms of measuring skills, we recognize that educational assessment covers a wide 
range of constructs, from invariant traits to attitudes toward different academic domains. We believe that the majority of this dis-
cussion also applies to this broader conception of assessment, but focus on skills/knowledge as this is the primary focus of educa-
tional assessment. 
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plays out in the classroom (sometimes leading to an emphasis on superficial skills rather than deeper in-
struction), and approaches to mitigate this. These issues lead to a consideration of how we decide what to 
assess, and the role played by newly recognized 21st century skills, such as persistence, digital literacy, and 
teamwork. Then, connections between traditional skills, 21st century skills, and longer-term emergent out-
comes are discussed. We conclude with recommendations for generalized ITSs in terms of the domains 
they assess and how skills are measured across different time horizons, such as formative during learning, 
summative after learning, future on-the-job performance, social group/team performance, as well as with a 
discussion about strategies surrounding important outcomes that cannot yet be measured. 

What Gets Measured Gets Done: Intended and Unintended Consequences 

The primary benefit of educational assessment, like many assessments, is the old adage “what gets meas-
ured gets done,” attributed to Lord Kelvin (1883). Assessments can serve a variety of positive functions in 
education, relevant to either individual learners and/or for aggregates (e.g., classes, districts):  

1) Identifying areas of competence or weakness for specific topics (e.g., certification). 

2) Evaluating instructional strategies that could be replicated in other contexts. 

3) Tracking improvement over time. 

4) Adapting to student or class behaviors in real time or between lessons. 

As such, assessments play a critical role for monitoring and improving the learning process. When com-
pared to real-life tasks, assessments tend to cover a lower-dimensional set of skills (i.e., simplified tasks) 
or a lower-dimensional range of contexts (i.e., assessed under a reduced range of conditions). Despite this, 
even simple assessments may measure skills that are required for success in an extremely broad range of 
real-life tasks. For example, the ability to pass a simple literacy test implies basic fundamental skills needed 
for a vast number of careers and other roles in society. Traditionally, assessments for education tend to 
focus on preparation for a broad range of later experiences, which implies an emphasis on generalizable 
skills or competencies. On the converse, assessments for training (e.g., for an on-the-job task or piece of 
equipment) may instead rely on assessments that emulate specific tasks and their environment as closely as 
possible. In both cases, a variety of assessment tasks are possible. Some common examples of assessment 
tasks2 are shown in Figure 1. 

However, even when carefully designed, assessments are often weak reflections of the actual skills and 
knowledge that we want students to master. This is necessary for many traditional assessments designed to 
identify knowledge gaps, where measurements should ideally identify individual skills and many observa-
tions of applying the same skill are desired. Likewise, from the standpoint of instruction, assessments that 
simplify a problem can help to scaffold a limited subset of skills by practicing on highly simplified tasks 
(e.g., analogous to how athletes practice simple drills before coordinating them into a competitive game). 
In both cases, assessments from the lower-left of Figure 1 are logical: a large number of skills may need to 

                                                           
 
2 There is a great degree of overlap between these different kinds of assessments, and different types can also be combined (e.g., 
adaptive simulation-based assessments, open response situational judgement tasks, and peer-assessed portfolios). In general 
though, these assessments when used in practice tend to not be less complex than shown in Figure 1 (e.g., peer assessment is sel-
dom used for simple recall selected-responses, open responses such as essays or open problem solving tend to require integrating 
more skills than multiple-choice questions). 
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be measured quickly and reliably, with minimal confounds due to context. Unfortunately, when used indis-
criminately and exclusively, such simplified assessments can lead to optimizing for lower-dimensional 
models for skills that do not align to real-world tasks or outcomes.  

 

Figure 1. Number of skills and context involved in different assessment types. 

In Figure 1, the axes roughly indicate how assessment types are often used in practice, in terms of the 
number of skills they tend to measure simultaneously and the breadth of contextual information integrated 
into such assessments. Brief assessment tasks (e.g., multiple choice) often use abstract problems with little 
context, for maximum reusability and reliability. As assessments use more contextual information, they 
may leverage different but related tasks, the same task at different times/places, or different situations con-
taining a mixture of both relevant and irrelevant/incidental information to a task. Contextualized tasks might 
also involve a series of related or interconnected subtasks (common in real-life applications, performances, 
or simulations).3 

Stereotypical educational assessments are standardized multiple-choice exams taken annually (or even less 
frequently) and which are used to make inferences about student, teacher, school, and school district per-
formance. Such exams are very time-limited relative to the breadth of topics and skills they must assess. 
This means that they can either assess complex skills, such as creative problem solving or give statistical 
significance through repeated measures, but not both. A similar tradeoff can be found in assessing skills in 
context-free problems versus assessing the same skills in the context of rich, authentic problems (Anderson 
& Schunn, 2000). Further, when stakes are high, policies tend to be more conservative about leveraging 

                                                           
 
3 In this discussion, “varied contexts” means the conditions under which assessments test for certain skills. It does not have any 
implications about the range of contexts where the skill may be applied, which can be very broad, even for very simple assess-
ments (e.g., a multiple-choice test on basic addition). 
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innovations in test design, particularly when it impacts evaluations at the teacher, school, or district levels. 
For example, while adaptive testing has the potential to help optimize traditional tests of student knowledge 
(higher precision in fewer items), this is still not ubiquitous more than twenty years after initial explorations 
of its practical feasibility at scale (Mills & Stocking, 1996). As a result, while such tests are useful for 
identifying areas of competence/weakness and, in some cases, effective pedagogical strategies (e.g., value-
added classrooms), they occur too infrequently and are usually too shallow to be useful for tracking indi-
vidual improvement or adapting instruction. 

At the opposite end of the spectrum, we have seen an increased shift toward low-stakes continuous forma-
tive assessment. Continuous assessments allow for a more-varied set of assessment types (more time to 
apply skills) and also repeated-measures from similar tasks over time or contexts. These have been designed 
to help students to gain a better understanding of what they do and do not understand (metacognition) and 
also for instructors to calibrate their pedagogical content knowledge (Black, Harrison, Lee, Marshall & 
Wiliam, 2004). With growth of educational technology, systems for assessment have become increasingly 
integrated into classroom experiences, and increasingly rapid in providing feedback (Schell, Lukoff & Ma-
zur, 2013). Systems have also been moving toward gamification and open student models – visualizing and 
rewarding student progress individually or relatively to peers to motivate students to persistently engage 
with the system (e.g., Brusilovsky, Somyürek, Guerra, Hosseini & Zadorozhny, 2015). 

ITSs can contribute to continuous assessment and increase learning gains both through user-adaptation 
(VanLehn, 2011) and also through reports to instructors and students produce learning gains (Black et al., 
2004). As a side effect, such systems also tend to allow for mastery learning and self-paced learning, which 
can be beneficial for both learning and student affect (Kulik, Kulik & Bangert-Drowns, 1990). Since they 
do not punish students for mistakes in the same way as traditional human-graded homework assignments 
do, they may also reward intellectual risk taking, which may avoid the traditional association of schoolwork 
with punishment, and allow for more intellectual diversity. This is particularly important because research 
on adaptive systems indicates that optimal learning may occur when students are less risk-averse, allowing 
them to encounter desirable difficulties (Tang, Gogel, McBride & Pardos, 2015) and space their practice of 
different skills over time (Pavlik, Bolster, Wu, Koedinger & Macwhinney, 2008). 

That said, even when effective assessments are used, we have seen pitfalls at all levels with reward struc-
tures based on many assessments. When school funding and teacher performance is tied to test outcomes, 
teachers have a strong incentive to teach to the test and may abandon more-effective pedagogy and assess-
ments (e.g., realistic scenarios) in favor of lessons that exclusively align with high-stakes test items (Hout 
& Elliott, 2011). In terms of Figure 1, this essentially amounts to aligning in reverse: rather than aligning 
classroom teaching and assessment to the complex real-world skills we want, teachers are incentivized to 
align backward to reliable but not very useful tasks that capture a limited subset of such skills. Similarly, 
when students are provided continuous formative feedback and continuous assessment, a subset of students 
tend to game the system (Baker, Walonoski, Heffernan, Roll, Corbett & Koedinger, 2008). They will often 
exhibit satisficing behavior, and do the exact minimum required to pass, advance, or achieve the desired 
outcome, although the design of the assessment tasks can have a large effect on whether such gaming be-
havior occurs (Kessler, Stein & Schunn, 2015). In high-stakes assessments, such as college entrance exams, 
this can be seen through high levels of not just gaming behavior, but explicit cheating (Mehra, 2012). De-
spite these issues, strategies exist that can mitigate some of the risks of assessment, which is discussed in 
more detail in the following section. 

Selecting Assessments: Methodology to Determine How and What to Assess 

Theory on how to develop assessments is very broad, and a comprehensive overview is beyond the scope 
of this work. With that said, we here briefly summarize four factors which determine how assessments are 
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developed and considerations about what should be assessed. When developing assessments, the two pri-
mary considerations for tasks have traditionally been reliability (repeatable) and validity (measures what it 
is intended to measure). Modern assessment practices also consider the use of assessment (Darling-Ham-
mond et al., 2013). Finally, when considering use, it becomes vital to consider how multiple assessed con-
structs are weighted proportionally to the importance of the skills to some ideal real-world outcomes. To 
summarize, a well-designed assessment regime should consider the following: 

• Reliability: Whether an assessment is repeatable and will give similar results when repeated across 
time and across different test-takers. 

• Validity: Whether an assessment is measuring a meaningfully interpretable construct. 

• Use: What purposes the assessment will be used for in practice. 

• Proportionality: Whether the assessment measures and balances each construct relative to their 
level of importance to the goals for their intended use. 

Reliability 

Reliability is primarily a question of measurement noise and statistical significance: less-reliable measures 
will require more samples to derive the same confidence for inferences. Reliability also considers issues of 
eliminating items that give bad evidence and of bias. For example, if better students answer a question 
incorrectly, that is a good indication there is an error in the assessment. Similarly, reliability measures can 
be used to analyze relative levels of bias or discriminability by learner subgroups, such as reading ability, 
age, gender, and ethnicity. Certain domains, such as math and reading, have a long history of developing 
reliable test items, such as those used on the GRE, SAT, ACT, and similar tests. This is partly due to the 
facts that a large amount of data can be collected and constructs are very carefully defined, allowing con-
sistent measurement. In addition, assessments have incorporated open-ended responses such as writing 
where the rubrics can still be constrained to ensure reliability (e.g., Foltz, 2016).  

Other domains, such as creative writing, are not easily tested using reliable metrics: assessments about the 
quality of a short story writer might require a portfolio of stories, take many readers, and change over time. 
Instruments designed for seemingly-fuzzy constructs such as creativity do exist, such as the Torrance Tests 
of Creative Thinking (Kim, 2006) and recent work toward assessing general problem-solving skills (Greiff, 
Wüstenberg, Csapó, Demetriou, Hautamäki, Graesser & Martin, 2014). For some other skills such as criti-
cal thinking, text mining of student discourse can be used for assessment (Kovanović et al., 2016).  

A significant gap for many under-assessed skills is the challenge of developing simple, fast assessments 
that are suitable for automated grading (a requisite for most standardized testing and also a critical time-
saver in a classroom context). That said, continuous assessment of complex tasks, performance-based as-
sessment, and peer assessment are all emerging as potential options for assessing skills that have tradition-
ally lacked reliable assessments (Mitros, 2014). In many cases, these advances are possible either by lever-
aging more data (e.g., fine-grained analysis of a tutoring scenario; Segedy, Kinnebrew, Goldberg, Sottilare 
& Biswas, 2015) or by using structured methodologies to derive reliable assessments from either multiple 
crowdsourced items on a construct (e.g., Mitros, 2015) and/or multiple peer assessments on a learner’s 
response to an item (e.g., Luo, Robinson & Park, 2014). That said, while reliable assessments may be chal-
lenging to develop for some skills or outcomes, the fundamental science for reliability is relatively mature. 

One hurdle for reliability, gaming the system, is particularly relevant to ITSs, which often provide hints 
that can sometimes be abused (Baker et al., 2008). One recommendation for avoiding this behavior is to 
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diversify assessments to include both human and machine assessment, leveraging social dynamics to help 
control gaming behavior. Likewise, carefully controlling stakes associated with assessment may also reduce 
incentives to game the system. For example, at one extreme, assessment can be purely formative, even 
allowing students to override measurements (e.g., mark things as known/unknown). This is common in 
systems where assessments exist to help students self-regulate. Where such alternate assessments are ap-
propriate, these may help increase reliability even in the presence of learners who would otherwise use the 
system improperly. 

Validity and Use 

The validity of an assessment is a more complex issue, since it involves both an objective and a subjective 
component. Kane (2013) frames validity in terms of the strength of evidence that an assessment gives for 
one or more inferences. These inferences might be, for example, about an expected theoretical construct 
(interpretability), about some future event (predictive value), or about their value to influence some decision 
or action (usefulness; Darling-Hammond et al., 2013). A variety of methodologies exist to gather evidence 
for validity, some of which rely on theoretical assumptions and others on accumulated empirical evidence. 
In all cases, validity lies on a continuous scale of the level of confidence that a given assessment gives for 
an inference. This is further tempered by the expected use of the assessment, in that certain uses may require 
very high (or very low) levels of confidence and that an assessment may be more valid for some uses than 
for others. 

Aligning to theoretical constructs (interpretability) traditionally relies on coherence and agreement, where 
multiple raters determine that the results of an assessment fit a certain shared construct. It may also involve 
agreeing with prior assessments intended to measure the same construct. An initial step in exploring assess-
ment validity can involve cognitive task analyses with domain experts and also cognitive interviews, in 
which pilot participants restate the assessment items in other words and explain their choice rationales 
(Leighton, 2004). There are also related strategies for building items with higher validity, such as asking 
open-ended questions on pilot assessments prior to building final assessments that use multiple-choice 
questions (Thissen-Roe, Hunt & Minstrell, 2004). 

That said, from a practical standpoint, all assessments should ultimately align to real-world outcomes: either 
they should directly measure real outcomes (e.g., performance or behavior on some space of relevant tasks) 
or should provide useful inferences about such outcomes (e.g., interpretation or indirect prediction, often 
based on theoretical or substantive arguments). The first approach, championed by Wiggins (1990), is to 
use authentic assessments: ones that align closely to real-life conditions. This has a strong appeal in that it 
ensures that skills should be valid in at least some space of realistic contexts. However, an authentic assess-
ment is not always practical or desirable. First, authentic assessments may be much more time consuming 
to conduct, resulting in fewer assessment observations and less evidence. Second, authentic assessments 
may introduce confounding information required to anchor the problem in a realistic instance, but can in-
troduce cultural confounds such as certain learners being unfamiliar with the context used to anchor the 
task (e.g., a math word problem on baking french bread is unlikely to translate to rural Afghanistan; Nye; 
2014). Third, in many contexts, one wants to measure or practice an isolated component of a real-world 
skill. This is due to the fact that the authenticity of an assessment is partly subjective, depending on the 
frame of reference for defining a “real-life” task (Gulikers, Bastiaens & Kirschner, 2004). 

The second approach to alignment is based on inferences between the assessment to real-life outcomes and 
performance (Darling-Hammond et al., 2013), even if such inferences require a chain of inferences through 
other assessments (e.g., prerequisites, analogues, preparation for future learning). Such chains may be the-
oretical, but are ideally empirical (i.e., derived from data). Two common ways to collect validity data about 
how an assessment predicts behavior are longitudinal analysis and the ability to discriminate between 
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groups of experts and novices. In the longitudinal case, earlier assessments may be studied for their ability 
to predict later real life outcomes, such as success at on-the-job tasks. In the group case, assessments tie 
their inferences to the assumption that performing similarly to an expert on an assessment implies a greater 
capability to perform tasks and behaviors like those experts. Both reference points for inferences have trade-
offs: longitudinal data can be slow to collect so assessments or even skills may become dated, while group-
based data does not necessarily guarantee that the assessed skills are necessary or sufficient to act as an 
expert. 

In practice, assessment validity is estimated using either a psychometric approach or a data-mining ap-
proach. In the psychometric approach, assessments are carefully designed for an optimal measurement of 
one or more constructs, paying careful attention to validity and reliability under models such as item re-
sponse theory (IRT; Embretson & Reise, 2013). In an educational data-mining approach, the learning ex-
perience is not always designed for assessment, but assessments can be mined out of traces of learner ac-
tivity (Shute & Kim, 2014). ITSs often use hybrid approaches of the two, which can assess behavior at the 
step level (VanLehn, 2011). 

In terms of validity, stealth and purely data-mined assessments can have downsides. First, teachers may not 
wish to use the assessments because they have low face validity (i.e., they do not seem to be measures of 
what they claim to measure). Second, data-mining can produce assessment indicators that are very specific 
to the particular tool and context that might not generalize to other contexts. Third, data-mining often re-
quires larger dataset to validate the items, to reduce the risk of finding “fluke” predictors from a potentially 
infinite sea of predictors. One workaround for these issues is to align such bottom-up assessments to exist-
ing top-down measures to establish consistency (e.g., a separate test used for validation purposes only). 

Another significant shortcoming for assessment validity (across all types of assessments) is often the lack 
of useful measurement of real-life outcomes such as job performance, life satisfaction, societal outcomes, 
and preparation for future learning. Lacking such data can lead to substantial guesswork, such as entire 
required courses or assessments that may show great validity in assessing constructs that are not useful 
because they are unactionable (e.g., correlated but not causal to later outcomes) or even entirely unrelated 
to later outcomes. Integrating ITSs into on-the-job tasks or realistic simulations with high predictive validity 
for such performance could provide a wealth of data to back-propagate and inform the validity of simpler 
assessments. Likewise, artificially intelligent assistants connected to ITSs may someday lend insight into 
longer-term life outcomes that are associated with certain assessment performance (e.g., identifying the 
effects of financial literacy tutoring through Amazon purchases). 

Proportionality 

While not always noted in assessment literature, the concept of proportionality for an assessment program 
is also essential. In part, this is because proportionality does not necessarily apply to a single assessment 
item instead applies a group of related assessment items meant to support multiple inferences (e.g., skill 
levels). In short, since some skills and outcomes are more important than others, it is sensible to prioritize 
assessment in reasonable proportion to the importance of each desired outcome. For example, when teach-
ing electricians, it would not be sensible to base certification equally on hands-on expertise, knowledge of 
electrical circuits, and particle physics, since theoretical physics plays a relatively small role in that com-
petency. 

While this seems intuitive and obvious initially, proportionality breaks down quickly and silently in prac-
tice. First, due to reliability or validity issues, many critical skills and outcomes may have no fast or reliable 
assessments. Second, the relative importance of skills is often subjective or simply unknown (e.g., fre-
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quency of use or consequences of failure never measured rigorously). Finally, due to issues such as prereq-
uisites and co-requisites, certain skills that are not intrinsically important may be pivotal stepping stones to 
more advanced skills or outcomes. While the last issue can be addressed quantitatively, assuming enough 
data, the first two are socio-technical problems. Unfortunately, when these challenges exist, too often the 
solution is to ignore outcomes that lack reliable, valid assessments and instead invalidly base all decisions 
on only the assessments available. Since many essential skills lack fast and reliable assessments (e.g., com-
plex problem solving, creativity, curiosity), this is analogous to having poor visibility out of your car wind-
shield so you just watch your speedometer instead. 

Of all issues in assessment, this can be the most subtle, since it is an error of omission. If assessment design 
is not done proportional to importance, it is easy to leave out key assessments. If assessment design is done 
proportional to importance (i.e., outcome importance established prior to selecting assessments), then it 
should be obvious that key skills and outcomes lack measurements. In many cases, this might not be a 
solvable problem: reliable assessments may not exist, may not be cost effective, or may not be reasonable 
within time constraints. However, if any of these are the case, then it means that the confidence of the 
overall set of assessments for a given use must be downgraded as a result (e.g., in the car example, one 
might drive very slowly in reverse). Without this practice, it can be very easy to over-optimize for a set of 
relatively unimportant assessments at the expense of more important ones that are not currently measured 
(but might have been in the past, even if subjectively). 

Recommendations for Assessment Design 

When selecting assessments from this broader set, we would suggest the following guidelines:  

1) For simple procedural knowledge and rote memorization, traditional assessments may be sufficient 
(bottom-left of Figure 1). Any deeper set of skills should ideally be measured using multiple types 
of assessment to enable both realistic application and simplified diagnostics.  

2) a) Where direct assessment is impractical, data-mining techniques such as stealth assessment may 
be applied or b) indirect assessment can also be done using a combination of qualitative instructor 
assessment and/or peer assessment, paired with quantitative assessment of classrooms and schools.  

3) If assessments cannot be designed to evaluate distinct skills, alignment may be established at the 
task level (e.g., simulating real-life tasks) or at the process level. For example, one can look at the 
alignment of the curriculum design and classroom instruction to evidence-based best practice. 
Classrooms may also be evaluated be peer assessment by other instructors.  

4) Assessments must have a clear (diagramed theory or statistically supported) chain of connections 
that demonstrates how that assessment provides useful inferences for a real-life outcome. 

5) Sets of assessments should be proportional, meaning that they also show this chain, but with the 
added requirement of the level of importance of each of multiple outcomes for the assessment 
goals. Outcomes that cannot be assessed properly must not be removed, and their uncertainty 
should be considered rather than ignored. 

This line of thought leads to our final central questions: What is worth assessing? Why are we assessing? 
This process starts with desired learning outcomes, with recent candidates including a particular focus on 
complex 21st century skills, such as persistence, digital literacy, and teamwork. Once the set of learning 
outcomes is defined, it is possible to find assessment techniques for some of those outcomes, but not for 
others. Toward this end, the next section briefly considers the role of education and assessment with respect 
to broader societal outcomes. 
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Emergent Outcomes: Connecting Individual Assessments to Societal Goals 

As a background for this chapter, a session on this topic with a cross-section of approximately two dozen 
education experts in different fields and different roles (e.g., researchers, software developers, teachers) 
identified a set of over 75 distinct learning outcomes, from a broad set of perspectives (Nye, 2016). Two 
questions framed an intense discussion: “What is worth assessing?” and “How do readily-measurable as-
sessments connect to emergent and societal outcomes that we care about?” The focus was not on specific 
subjects, but on capturing qualitatively different behaviors and outcomes to track.  

Outcomes were first brainstormed, then sorted into four categories based on their grain size for assessment: 
Near-Term, Emergent/Intermediate, Societal, and Big Picture. Near-Term outcomes included brief assess-
ments (e.g., tasks) and also measurement methodologies that support assessment. The Emergent/Interme-
diate category covered outcomes that can only be assessed by monitoring patterns across time or contexts. 
Societal outcomes included results or learner characteristics perceived by participants as beneficial at a 
cultural level (subject to the lens of cultural values of the participants). Finally, Big Picture outcomes rep-
resented high-level ideals stated by participants. The three key Big Picture outcomes identified during the 
session were summarized as Adapting to New Things, Communication, and Happiness/Utility, which ap-
peared to have some consensus as being intrinsically valuable (as opposed to instrumentally valuable to 
reach some other outcome). 

  

Figure 2. Influence map derived from an expert brainstorming session. 

In Figure 2, a set of desired outcomes and assessment methods of those outcomes, as identified by a diverse 
group of experts. The outcomes are sorted on a scale from immediately measurable, up to highly longitu-
dinal and emergent. This map gives an idea of why assessment is a complex and sometimes controversial 
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topic – while it is possible to objectively discuss individual outcomes, the prioritization of such is inherently 
subjective, and different cultures and communities place different importance on each of these. 

In the rough influence map inferred from the results of this session shown in Figure 2, a number of pathways 
in this graph were the result of notable discussions: 

1) Diversity: The upper-left measurements (Biometrics and Brain Activity) connected with Neurodi-
versity, nature/nurture interactions (Genetics x Behavior), and ultimately, a broader discussion on 
the dual nature of Diversity at both the biological level (Biodiversity) and of ideas (Plurality of 
Ideas). In both cases, the ultimate goal was Adapting to New Things (not necessarily just by people, 
but also by ecosystems). There was some consensus that diversity had an optimum where special-
ization and uniqueness was balanced against the need for communication (i.e., avoiding a Tower 
of Babel collapse), but with no known metrics to measure this balance. 

2) Curiosity: The concept of Curiosity was thought of as measurable through Exploration (looking 
for new things) and Discovery (finding new things), which were both considered a function of 
overall novelty-seeking (Tendency to Try New Things). These skills were thought of as measurable, 
but not measured commonly enough. 

3) Innovation: Agency, Competition, and Entrepreneurship were all considered central to this out-
come. Agency and Autonomy represented acting independently. Competition was added based on 
the tendency to innovate to beat out others. Entrepreneurship was identified as a third factor, which 
connected Innovation to a broader pair of constellations of traditional competencies (Skill Set for 
Student) and Cooperation (through Identify Society Needs). Some elements of these were noted to 
have some assessments (e.g., creativity, entrepreneurship, identifying others’ needs), though a sig-
nificant number of experts felt that the current state of the art was insufficient to model or predict 
meaningful innovation. 

4) Communication: The center of Figure 2 is dominated by team and social competencies, which con-
nect to Communication through Trust, Cooperation, and Socio-Emotional Connectedness. These 
were highlighted as key skills in society, which are assessed insufficiently, but which had many 
known assessment methodologies related to Team Grades, Organization (i.e., leadership/organi-
zational theory), value-added to other members in a group (Optimizing Others’ Contributions), and 
measures of Empathy and Listening. Peer Assessment and Process/Patterns (e.g., as analyzed using 
data mining) were considered central to measuring components underlying Communication. 

5) Subjects/What Society Learns: The final major constellation of outcomes was related to assessing 
traditional academic and vocational competencies, and it could be said that the majority of this 
paper focuses on the bottom-left quadrant of Figure 2 (e.g., discussions on how to Align to Perfor-
mance). While most of the items in this area are fairly typical (e.g., Prerequisites, Learning Rates), 
emphasis was also placed on Metacognition and related issues of both Retaining Skills and also 
Forgetting/Pruning outdated or irrelevant skills. Literacy and ongoing Re-Defining of Literacy 
were also explicitly highlighted, with the understanding that reading must expand to consider not 
just text comprehension, but also data graphs, digital literacy, and other as-yet-unknown critical 
understandings of symbols. 

While this is clearly a very small slice of the space of outcomes that warrant assessment, there were a 
number of unanticipated implications. First, despite great advances, ITSs and educational data mining 
(EDM) can currently only meaningfully measure and interpret a small fraction of the outcomes of interest 
even among the Near-Term and Emergent/Intermediate categories. In some cases, this is because certain 
outcomes suggested are beyond the scope of an ITS (e.g., Gross Domestic Product growth). In other cases, 
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this is because the outcomes are inherently complex to assess, such as entrepreneurial skills. However, the 
majority of outcomes suggested by experts do have measures for assessing a learner’s progress but are 
simply not measured by existing ITSs (e.g., identifying the needs of another person). For example, while 
certain ITSs provide learning experiences that may improve social interactions (e.g., team tutoring) or 
agency (e.g., raising self-efficacy), these are very seldom assessed meaningfully by the ITS and used for 
personalized adaptation for a student. As such, future ITSs might emphasize assessment of social skills 
(e.g., communication and group dynamics) and also on general adaptation/innovation factors (e.g., curios-
ity, agency, diversity of ideas). 

Conclusions 

Assessment has both benefits and pitfalls for the educational system. Achieving positive outcomes while 
avoiding unintended consequences of assessment requires careful planning not only at the level of individ-
ual assessments or assessment systems, but also at school, policy, state, or federal policy levels. A reason-
able rule of thumb may be that no assessment should have stakes higher than we would trust its alignment 
to some set of real-world skills that learners actually need (e.g., for career or general life performance). This 
alignment does not (and often should not) imply a one-to-one relationship between assessments and real-
life skills: education is intended to prepare learners for a broad range of experiences, many of which are 
unknown (e.g., who knows what careers programming might be useful for in 50 years?). With that said, 
there should be some chain of inferences that connect an assessment to expected real-life needs. For exam-
ple, math problems to evaluate the costs of different credit card payment plans would be more ecologically 
valid than calculating how many washers and driers you could buy to spend exactly $1,245. This guideline 
inherently trends toward more anchored and complex problems, leading to assessments that capture the 
skills that society needs rather than skills that are highly reliable but have low ecological validity. 

Similarly, it implies a sliding scale for aggregate performance by teachers and schools that is weighted 
based on such validity to avoid perverse incentives to overfit performance on trivial and low-fidelity tasks. 
This means evaluating both what we know and what we cannot yet measure to guide development of future 
assessments that can reduce our uncertainty about hard to measure but critically important skills. This has 
significant implications for ITSs as well, particularly in the context of machine learning. For example, 
reinforcement learning to optimize for posttest performance (a common metric) amplifies many of the risks 
stated here about teaching-to-the-test and, unlike a teacher, the machine will uncritically optimize for trivial 
tasks if told to do so. This implies the need for a more diverse set of rewards to optimize for, such as 
subjective assessments (e.g., peers, teachers). 

Despite these pitfalls, we remain optimistic about the role of assessment in education and ITSs due to two 
trends. First of all, the set and types of skills assessed by digital systems is rapidly increasing. As more 
education moves into digital formats, we are starting to see traces of social skills, complex problem solving, 
and teamwork. Adapting educational technology systems to collect such information, and use it to assess 
such skills is the next great frontier in assessment. Second, we see increased focus on integrating evidence-
based best practices with feedback for assessment. At this point, we have substantial research on how to 
effectively develop skills such as teamwork. While most measurements used in such research projects have 
yet to be applied in classrooms or commercial grade learning technology with solid statistical significance, 
the results of such research are increasingly informing practice. 

Educational policy is slowly beginning to move from an unhealthy system of poorly proportional high-
stakes outcomes for students, teachers, and schools, to one where assessment is ubiquitous, but high-stakes 
assessment is only one of many indicators of best practice. Qualitative feedback, through processes such as 
multiple instructors in classrooms providing peer feedback, is becoming increasingly common. A key pol-
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icy issue will be integrating evidence-based best practices, qualitative assessment, and quantitative assess-
ment into reasoned, thoughtful pedagogy decisions. These are socio-technical issues that have serious im-
plications for large-scale use of learning technology in the future, where intelligent systems like the General 
Intelligent Framework for Tutoring (GIFT) will be responsible for both collecting and analyzing these data 
to help recommend learning resources and courses. However, such recommendations can only be successful 
if they align to broader educational and training goals. As such, educational assessment and artificial intel-
ligence in education should share strong ties as both fields develop. 
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