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Abstract

Real-time pricing (RTP) is an effective scheme for reducing
peak demand, but it can lead to load synchronization, where
a large amount of consumption is shifted from a typical peak
time to a non-peak time, without reducing the peak demand.
To address this issue, this paper presents a demand manage-
ment method under RTP for the smart grid, that solves a
large-scale of energy scheduling problem for households in
an area. This is a distributed optimization method that finds
the optimal consumption levels to minimize the total elec-
tricity cost while meeting the demands and preferences of
households. Moreover, we propose to compute the proba-
bility distributions of start times for tasks, with which smart
meters can quickly schedule tasks in practice, while matching
the aggregate demand to the optimal consumption levels. The
complexity of the optimization method is independent of the
number households, which allows it to be applied to problems
with realistic scales.

1 Introduction

Smart meters are a key component of Smart Grids (SG),
which can be used for reducing peak demand and adapt-
ing elastic demand to fluctuating generations (Li, Chen,
and Low 2011). A smart meter is an electricity meter that
records consumption and sends that information to electric-
ity suppliers. This device enables two-way communication
between suppliers and consumers in real time. Moreover, it
has the ability to remotely control electrical devices to man-
age loads and demands (Fang et al. 2012).

In a SG, demand management by smart meters can reduce
peak demand by turning off non-essential devices during
peak times, or shifting the consumption of those devices to
off-peak times. Real-time pricing (RTP) is one of the incen-
tive programs that encourage consumers to manage demands
individually and voluntarily (Mohsenian-Rad et al. 2010),
offered by electricity suppliers. Under RTP, the electricity
price varies at different times of the day, reflecting the real-
time cost of electricity generations and delivery. The price
is higher in peak times and lower in off-peak times, thus
consumers are encouraged to shift their consumptions to off-
peak times. However, there are a couple challenges in imple-
menting this pricing scheme. It is difficult and confusing for
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consumers to manually manage their demands, in respond to
changes in prices for every hour or half an hour. Also it may
lead to load synchronization, where a large amount of con-
sumption is shifted from a typical peak time to a non peak
time, without reducing the peak demand (Mohsenian-Rad et
al. 2010).

To address such issues, research has been focused on
designing methods that automatically schedule devices by
smart meters under RTP, to reduce peak demand for multi-
ple households (Chen et al. 2010; He et al. 2014). Barbato et
al. (2011) describes a linear model that optimally schedules
household devices, batteries and PV panels in a centralized
fashion. This model does not consider the dependency be-
tween prices and demands in real-time, assuming prices are
given as a prior. Mohsenian-Rad et al. (2010) presents a
game theory approach where households schedule devices
iteratively in a cooperative manner. At each iteration, each
household in turn observes the aggregate demand of other
households, schedules their devices to minimize their own
cost function, and broadcasts their total demand to other
households. When scheduling large groups of households,
the large amount of data which must be exchanged among
households introduces scalability, security and privacy con-
cerns (Barbato and Capone 2014). Both two papers aim at
minimizing the total electricity cost for households, but ig-
nore the inconvenience incurred from shifting devices to a
non-preferred time.

Li, Chen, and Low (2011) proposes a distributed op-
timization method based on gradient descent, that allows
households and an electricity supplier to jointly compute
the electricity prices and consumption schedules. Samadi
et al. (2010) proposes a similar distributed optimization
method based on dual decomposition and gradient projec-
tion, but it aims at optimizing the consumption levels (the
maximum demand at each time period) for households. Both
papers minimize the total electricity cost and the consumer
inconvenience. Similar to (Mohsenian-Rad et al. 2010), they
schedule tasks locally at each household, but households do
not cooperate with each other. Only limited information is
exchanged between households and the supplier at each it-
eration. However, both papers tested their methods with
a small-scale of households, and did not explore scalabil-
ity issues with large groups of households. Van Den Briel,
Scott, and Thiébaux (2013) presents a randomized load con-
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trol method that schedules devices based on a probability
distribution that is derived from a given ideal shiftable load,
such that the aggregate load achieves that ideal load to a
great extent. Their method is relatively simple and highly
scalable, but the ideal load needs to be known in advance.

Inspired by (Samadi et al. 2010) and (Van Den Briel,
Scott, and Thiébaux 2013), we develop a distributed op-
timization method that computes the optimal consumption
levels (the ideal shiftable load in our research) in an iterative
manner, but the intermediate results of this method are used
by smart meters to compute probability distributions of start
times for tasks. Using these distributions, smart meters can
quickly schedule tasks in practice. we show that the com-
plexity of the proposed optimization method is independent
of the number of households, which allows this method to
be applied to problems with realistic scales.

This optimization method solves a large-scale of energy
scheduling problem under RTP, which aims at minimizing
the total electricity cost while meeting the demands and pref-
erences of households. This is a non-linear multi-objective
optimization problem, where an electricity cost is specified
at each period of the day that increases non-linearly with the
total demand, and an inconvenience cost is incurred for us-
ing electricity at a non-preferred time.

2 Models

We consider single days consisting of N = 144 fixed time
intervals of ten minutes. Each device is scheduled at the
beginning of an interval n and finishes at the end of one.
Every three consecutive time intervals is a pricing period
m of half an hour, where a price is set based on the total
demand of all tasks running in those three time intervals.

2.1 Electrical Tasks

A task is the use of one device. Each household has a num-
ber of shiftable and non-shiftable tasks. Non-shiftable tasks
can be added as a fixed base load, which in this research is
reflected in the price tables (introduced in Section 2.2).

For H number of households, each of which h has Th

number of shiftable tasks. Each task i has an earliest start
time lbh,i, a latest finish time ubh,i, a preferred task start
time bh,i, an electricity consumption rate (demand per hour)
dh,i, a fixed duration lh,i, and a penalty rate wh,i. lh,i lasts
a whole number of intervals. wh,i indicates the degree of
inconvenience incurred when the task is not scheduled at its
bh,i. A task must start after its lbh,i and finish before its
ubh,i. We assume the preferences of tasks are set by users
before a day starts, and won’t change during the day.

2.2 Electricity Pricing

We consider an electricity market, where the relationship be-
tween prices and demands is described by a supply curve.
This curve indicates the cost of electricity generations the
delivery when supplying a certain amount of demand. This
curve is continuous and strictly increasing. Figure 1 is a sup-
ply curve, that is derived from the historical wholesale spots
prices and demands in Australian National Energy Market.

Figure 1: Supply curve

The supply curve varies at each pricing period, reflecting
the variations in the cost of electricity generations at differ-
ent times of the day. In our model, we extract a price table
from the supply curve at each period, to relate the levels of
total demand to increasing electricity prices. This table has
a set of consumption thresholds and a price for each thresh-
old. The behaviour of electricity suppliers is specified by the
price tables. At each pricing period, the demands of house-
holds are aggregated, and the electricity price is read from
the price table.

3 Problem Formulations

We consider a large-scale of energy scheduling problem for
tens of thousands of households. This problem is a non-
linear multi-objective optimization problem that minimizes
the total electricity cost and inconvenience cost for all house-
holds. This inconvenience cost is designed to balance incon-
venience against the cost of electricity provision, and can be
given a higher or lower weight in order to explore the effi-
cient frontier between electricity cost and inconvenience.

One solution to this problem is to schedule each task at a
specific time, such that the aggregate demand at each price
period incurs the lowest objective value (total electricity cost
and inconvenience cost). However, it is impractical, and
would be contentious, to impose a fixed start time, optimal
or not, on tasks for ten of thousands of households. Another
solution is to compute the optimal prices, such that the ag-
gregate demands minimize the objective value when house-
holds optimally schedule tasks against those prices. How-
ever, there are no pairs of prices that lead to the optimal
schedule.

We propose to compute the optimal probability distribu-
tion of start times for each task, such that the expected ag-
gregate demand at each pricing period incurs the lowest ob-
jective value. These distributions indicate the probabilities
of starting tasks at their feasible start times. The optimal
expected aggregate demands are the optimal consumption
levels that we seek for this problem.

In this section, we first present the limitations of price
optimization, second the formal definitions of the problem,
and third the proof of convexity for our objective function.

3.1 The Limitations of Price Optimization

We illustrate the limitations of price optimization with an
example that schedules four tasks over two periods. Table 3
presents the sample task preferences and their optimal start
times. Each task lasts for one period, and can start at period
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1 or period 2. Table 1 is the price table that applies for both
periods. If the total demand of a period is 3kW, the electric-
ity cost is calculated as 3 × 10 = 30, but if it is 4kW, the
cost is 3× 10 + 1× 40 = 70.

Level 1 2
Price (cent) 10 40
Thresholds (kW) 3 4

Table 1: Sample price table

Period Price (cent)
1 10
2 50

Table 2: ”Optimal” prices

Task Consum- Penalty Preferred Optimal
ption Rate Rate Start Time Start Time

Large1 2 kW 15 Period 1 Period 1
Large2 2 kW 15 Period 1 Period 2
Small1 1 kW 25 Period 1 Period 1
Small2 1 kW 25 Period 1 Period 2

Table 3: Sample tasks and the optimal schedule

To minimize the total cost, one large task and one small
task will be scheduled in each of the two periods. The to-
tal demand for each period will be 3kW, resulting in a total
electricity cost of 30 + 30 = 60 and a total inconvenience
cost of 15 + 25 = 40 in period 2. The total cost is therefore
100. All other schedules will result in a higher total cost.

The resulting prices from this optimal schedule are pre-
sented in Table 2. However, when we schedule tasks against
those prices to minimize the total cost, all tasks will prefer
to start at period 1, leading to a non-optimal schedule. If the
prices are set differently, such that the total cost is the same
for the large tasks in both periods (for example, the price
is 12.5 for period 1 and 5 for period 2), both large tasks
will be scheduled at period 2, also leading to a non-optimal
schedule. Therefore, there is no pair of prices that lead to an
optimal overall schedule.

3.2 Formal Definitions

Let P (th,i, s) be the probability of starting a task th,i at in-
terval s. The total demand of a pricing period em is esti-
mated as the sum of expected demands of all tasks, weighted
by their probabilities of running in that period. The total cost
to be minimised is the sum of the total electricity cost, cal-
culated by (2), and the total penalty cost, calculated by (3)
for all households. The problem is formulated in (4).

em =

3m∑

n=3m−2

H∑

h=1

Th∑

i=1

n∑

s=n−lh,i

dh,i × P (th,i, s) (1)

electricity cost =

48∑

m=1

pm × em (2)

penalty =

H∑

h=1

Th∑

i=1

144∑

s=1

|s− bh,i| × wh,i × P (th,i, s) (3)

min. total cost = electricity cost+ penalty

s.t. ∀th,i :
144∑

s=1

P (th,i, s) = 1

∀s < lbh,i : P (th,i, s) = 0

∀s > ubh,i : P (th,i, s) = 0

(4)

3.3 Convexity of the Objective Function

Our problem has a convex feasible region, because the con-
straints are linear. The objective function is convex, and this
is proven as below. Let Dx and Dy be two feasible vectors
of demands. We consider an arbitrary point on the line join-
ing them Dz = Dx +α(Dy −Dx) where α ∈ [0..1]. Dz is
feasible because the constraints are linear. For convexity we
must show that cost(Dz) is less than its linear approximation

cost(Dv) =

48∑

m=1

cost(ev,m)

Convexity is proven if we can prove for each period m that:

cost(ez,m) ≤ cost(ex,m) + α(cost(ey,m)− cost(ex,m))

We can rewrite this expression as follows:

α(cost(ey,m)− cost(ex,m))

=α(cost(ey,m)− cost(ez,m) + cost(ez,m)− cost(ex,m))

=α(cost(ey,m)− cost(ez,m)) + cost(ez,m)− cost(ex,m)

−(1− α)(cost(ez,m)− cost(ex,m))

Therefore to complete the proof we show that:

α(cost(ey,m)− cost(ez,m))

− (1− α)(cost(ez,m)− cost(ex,m)) ≥ 0

Let δ = ey,m − ex,m, then:

ez,m − ex,m = δ × α, ey,m − ez,m = δ × (1− α)

For an electricity demand ea, we denote the marginal elec-
tricity price (from the price table) as p̂a, and its associated
electricity threshold as êa. This threshold has index ia, and
we will (ab)use the notation êi and p̂i to denote the demand
threshold and new price at index i. Accordingly, if ea > eb:

cost(ea)− cost(eb) = p̂a × (ea − êa) + p̂b × (êib+1 − eb)

+
∑

ib<i<ia

(p̂i × (êi+1 − êi))

It follows that:

p̂b × (ea − eb) ≤ cost(ea)− cost(eb) ≤ p̂a × (ea − eb)

Case 1: ex,m < ey,m

α(cost(ey,m)− cost(ez,m))−
(1− α)(cost(ez,m)− cost(ex,m))

>α× p̂zm × (ez,m − ex,m)−
(1− α)(cost(ez,m)− cost(ex,m))

>α× p̂z,m × (ez,m − ex,m)−
(1− α)× p̂z,m × (ez,m − ex,m)

=p̂z,m × (α× δ × (1− α)− (1− α)× δ × α) = 0
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Case 2: cost(ex,m) > cost(ey,m) In this case the thresh-
olds are in reverse order, but the proof is similar.

Case 3: cost(ex,m) = cost(ey,m) In this case
cost(ez,m) = cost(ex,m) and the linear approximation is
equal to cost(ex,m).

4 Methods

This section presents a fast and scalable distributed opti-
mization method that finds the optimal consumption levels
of households, and the probability distributions of start times
for tasks, while minimizing the total electricity cost and in-
convenience cost. The complexity of this method is inde-
pendent of the number of households, which enables it to be
applied to problems with tens of thousands of households.

We consider a scenario where a single coordinator (e.g. an
electricity supplier) serves electricity to households. Similar
to (Samadi et al. 2010), our method allows the coordinator
and households to jointly compute the optimal consumption
levels through an iterative process.

This process is illustrated in Figure 2. Before a day starts,
the coordinator sends half an hour prices of the next day
to households through smart meters. Households schedule
their tasks against those prices (e.g. shifting demands from
expensive to cheap periods), to seek better prices from the
coordinator. The coordinator re-estimates the prices based
on the modified aggregate demands, and households re-
schedule their tasks accordingly. This process iterates until
convergence where no household can move any demand to
achieve better prices. In this process, each household sched-
ules tasks independently and communicates only with the
coordinator.

Based on this process, our original problem is decom-
posed into a master problem and a sub problem, where the
master problem computes electricity prices for the coordi-
nator, and the sub problem schedules tasks optimally for
households. However, there is a challenge in this setting. At
one iteration, households will schedule tasks in the cheap-
est periods, increasing the prices of those periods in the next
iteration. As a result, few tasks will be scheduled in those
periods, reducing the prices again. This iteration will end up
just shifting a large number of tasks between a few periods,
which leads to non-convergence.

This problem can be avoided, if a probability for starting
tasks at their cheapest times is calculated at each iteration.
This probability is explained in details in Section 4.2, in-
cluding how this can achieve convergence.

In this section, first, we present a task scheduling algo-
rithm for each household. Second, we describe a convex
optimization algorithm to compute the electricity prices and
the probability. Last, we explain a method for smart me-
ters to compute the probability distributions of start times
for tasks in each household.

4.1 Task Scheduling Algorithm of Households

We consider a simple scenario where tasks do not depend on
each other. To optimally schedule a task given the prices, it
is sufficient to try each feasible start time in turn, evaluate its
total cost, and select the one with the lowest total cost. The

Figure 2: Iterative optimization process

optimal task schedule for a household is found by optimizing
each task. The complexity of scheduling one task is linear
to the number of start times which is a constant: 144. As
tasks are scheduled independently of each other, they can
be scheduled in parallel, and the complexity in this case is
independent of the number of tasks.

In a more complex scenario where precedence constraints
are enforced to ensure one task does not start after another,
this problem becomes more complicated. A more sophisti-
cated scheduling algorithm is required to solve this problem.
As households are scheduled independently, the complexity
in this case is independent of the number of households.

4.2 Optimization Algorithm of the Coordinator

Before we present the convex optimization algorithm for the
coordinator, we will introduce the averaging algorithm – the
method that inspired us to compute a probability of start
times at each iteration, and explain how this probability can
achieve convergence.

Averaging Averaging is the traditional mechanism for
achieving convergence (Chapman et al. 2011). For each iter-
ation k , this method calculates the total demand per period
not simply from the task schedules of households at this it-
eration, but instead an average of all demands yielded by
the task schedules at iteration 1 up to k. Then the demand
coordinator finds the new prices based on the average total
demand per period, and send them to households. However,
this method converges slowly, and is dependent on the maxi-
mum electricity price, which could be very high if a punitive
price is imposed above a grid-imposed maximum total de-
mand. For this reason, we need to seek for another method
that converges faster.

The averaging method can be a mathematical manipula-
tion that, at each iteration, can be understood as moving par-
tial demands of the tasks, or moving the tasks with a certain
probability (assuming the number of similar tasks is large).
Let Dk = {ek,m | m ∈ [1, 48]} be total demand per period
at iteration k, and D̄k = D̄k−1+α(Dk−D̄k−1) (α = 1/k)
be the average total demand. α is the probability for moving
the tasks at each iteration.

Inspired by this method, we chose a convex combinations
method, also known as the Frank-Wolfe algorithm (Frank
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and Wolfe 1956) for the coordinator. Similar to the averag-
ing method, at each iteration, it moves tasks only partially
towards their new start times, however, it recomputes the
probability α.

Frank-Wolfe Algorithm Frank-Wolfe (FW) is a local op-
timisation algorithm which follows the steepest gradient of
the objective function, until a point where the slope flattens
out. At each iteration k ≥ 2, FW finds a point D̃k (a set of
total demands) where the gradient of the objective function
�total cost flattens out, given the prices from the previous
iteration Pk−1. When D̃k−1 = D̃k (FW finds the same
point in the current and previous iteration), the distributed
optimization method converges to the optimum point where
the total objective is minimum. This point is globally opti-
mum, as the feasible region of our optimization problem is
convex (Sheffi 1985), proven in Section 3.3.

At each iteration, Algorithm 1 takes Dk and D̃k−1 (the
set of total demand found by Frank-Wolfe in the previous
iteration) as inputs. Before convergence, the gradient of
the objective function �total cost at D̃k−1 is negative, but
at Dk is typically positive. Algorithm 1 finds the position
D̃k = D̃k−1 + αk(Dk − D̃k−1) between D̃k−1 and Dk

where the slope is zero given the prices Pk. The steepest
gradient is followed precisely by moving αk of D̃k−1 to-
wards Dk.

In the current pricing model, the gradient changes only
when the total demand at one period crosses the threshold
from one price level to another. Our algorithm therefore tries
moving the total demand of D̃k−1 at each period m to the
first higher or lower threshold where the gradient changes
(line 6 to 14), and calculates αm,k — the fraction of demand
moved at each period m (line 15). All periods then move the
smallest fraction αmin,k of demand (line 17) towards Dk. A
new D̃k is then calculated (line 18), and at which the gradi-
ent is recomputed (line 19). If the gradient is still negative
and improving (line 5), the algorithm tries moving the de-
mand of D̃k−1 at each period to the second higher or lower
threshold. When the gradient turns positive or α = 1 (all
demands have been moved to Dk), Algorithm 1 stops. The
final αmin,k is the probability, which is also the intermediate
result we seek for each iteration k ≥ 2.

Algorithm 1 is highly scalable. It has a complexity that
is independent of the number of households, as it does not
need information of individual tasks, but only the aggregate
demands. This property enables this algorithm to be applied
to problems with tens of thousands of households.

4.3 Probability Distributions of Start Times

Now we explain how the probability or intermediate result
produced by Algorithm 1, can be used by smart meters to
compute the probability distributions of start times for tasks
in each household. An example is illustrated in Table 4.3.
Assuming in an problem instance, the distributed optimiza-
tion method converges in three iterations. One of the tasks
is preferred to start at period 1, and its optimal start time at
each iteration is 2, 3 and 4. Assuming the probability αmin,k

returned by the coordinator is 0.5, 0.4 and 0.2 at each itera-

Algorithm 1 Our version of Frank-Wolfe

Require: D̃k−1 = {ẽk−1,m | m ∈ [1, 48]} and Dk.
1: compute the gradient �total cost at D̃k−1

2: if �total cost > 0 then
3: α = 0
4: end if
5: while �total cost ≤ 0 and α ≤ 1 do
6: for all m in periods M do
7: look up the demand thresholds at period m
8: if ek,m − ẽk−1,m > 0 then
9: find the smallest threshold êm above ẽk−1,m;

10: else if ek,m − ẽk−1,m < 0 then
11: find the largest threshold êm below ẽk−1,m;
12: else
13: set êm = ek−1,m;
14: end if
15: compute αm = (êm − ẽk−1,m)/(ek,m − ẽk−1,m);
16: end for
17: set αmin,k = min({αm | m ∈ [1,M ]})
18: compute D̃k+1 = D̃k−1 + αmin,k(Dk − D̃k−1)

19: recompute the gradient �total cost at D̃k;
20: end while
21: compute new prices for the final D̃k

22: return αmin,k and new prices

tion. The probability distribution of this task should be up-
dated gradually as Itr1, Itr2, and Itr3, and Itr3 is the final
distribution we seek for this task. The smart meter can then
schedule this task with a randomized method using only its
probability distribution.

Period Initial Itr1 Itr2 Itr3
1 100% 50% 30% 24%
2 0% 50% 30% 24%
3 0% 0% 40% 32%
4 0% 0% 0% 20%

Table 4: Sample probability distribution of start times

When many tasks are scheduled in this way, the aggregate
demands will highly likely to be close to the optimal con-
sumption levels, which minimizes the total electricity cost
and inconvenience cost for all households. The simplicity of
this randomized method allows quick scheduling for house-
holds at realistic scales.

5 Experiments

To analyse the scalability, and the peak demand and cost
reductions of the proposed method, we generated 200 dif-
ferent problem instances ranging in size from 1000 to 21000
households (10000 to 210000 electrical tasks, assuming ten
shiftable tasks per household). In practise, task preferences
and price tables should be given by consumers and the
wholesale market, respectively. For experiments, artificial
tasks and price tables were generated based on real data.
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The task preferences were randomized with realistic prob-
ability distributions. First, we derived a probability distri-
bution from the historical aggregate winter load profiles in
the Queensland region of Australia, and randomized the pre-
ferred start times for tasks with this distribution. In this
way, the ’preferred’ load profile (the total demand per pe-
riod when tasks run at their preferred start times) in each
instance, approximates the shape of a typical winter load
profile of Queensland. Second, we collected a list of com-
monly used household devices (Ausgrid), and randomly se-
lected ten devices to each household in each problem in-
stance. Third, we chose a Rayleigh distribution to random-
ize the durations of tasks, for the results matched with the
observations on common tasks’ durations. Forth, we ran-
domized the earliest start time and the latest finish time to
be any time of the day. Last, we randomized the penalty
weights for tasks uniformly in [0, 1].

The price table for each period was generated from a
year’s historical data of the Australian National Energy Mar-
ket. We derived a supply curve using the average relation-
ship between the wholesale market spot prices and demands,
and chose 23 data points from the curve as entries for the
price table. In each problem instance, we rescaled the con-
sumption thresholds linearly, as a way to vary the maximum
supply capacity for different number of households.

We tested the distributed optimization method with 200
problem instances, and recorded the convergence rate (the
number of iterations before convergence), computation time,
and peak demand and total electricity cost of the ’preferred’
load profile and the optimal load profile (optimal consump-
tion levels). The method was implemented in Python 2.7.5
and tested on a Intel Core i5-3470 computer.

Figure 4 shows the average convergence rate for schedul-
ing 1000 to 210000 households. This rate increases by 10
iterations from 1000 to 7000 households, and another 10 it-
erations from 7000 to 21000 households. Figure 5 shows
the computation time for the task scheduling algorithm in
each household and the Frank-Wolfe algorithm at each iter-
ation. For 21000 households, the average computation time
of the Frank-Wolfe algorithm per iteration is under 0.01 sec-
ond and the task scheduling algorithm is under 0.0012 sec-
ond. When households schedule tasks in parallel, the total
computation time for one iteration is less than 0.012 second.
Figure 5 shows that our proposed method reduces 18 – 20%
peak demand and saves 10 – 16% total electricity cost.

6 Conclusions
This paper presents a distributed optimization method that
schedules electrical consumption of large groups of house-
holds under RTP for the smart grid. This method finds the
optimal consumption levels that minimize the total electric-
ity cost and inconvenience cost for all households, in an iter-
ative manner. The intermediate results of this algorithm can
be used by smart meters to generate probability distributions
of start times for tasks. Using these distributions, smart me-
ters can quickly select start time for tasks, while matching
the aggregate demands to the optimal consumption levels.

Unlike previous research where the scalability issues with
large groups of households were not explored, we show that

Figure 3: Sample load profiles

Figure 4: Average convergence rates

Figure 5: Average computation time

Figure 6: Average reductions

the complexity of the proposed method is independent of
number of households. Moreover, this method does not re-
quire information to be exchanged among households. Only
aggregate demands, electricity prices and a probability are
exchanged between households and the supplier at each it-
eration.

Our results show that the distributed optimization method
computes the optimal consumption levels for 21000 house-
holds (210000 devices, assuming ten devices per household)
in 0.012 second, when households schedule tasks in parallel.
Moreover, this method can reduce 18 – 20% peak demand
and save 10 – 16% total electricity cost.

For our future work, we intend to develop an online ver-
sion of the proposed distributed optimization method, which
adapts the probability distributions of start times to changes
in demands in real time. Furthermore, we would like to in-
tegrate batteries in the household model and renewable gen-
erations in the pricing model, and explore how batteries and
demand management together, can adapt elastic demand of
large groups of households to fluctuating renewable genera-
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