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Introduction 

Process data offer potentially rich information on how test-takers navigate through complex assessment and 
learning environments such as intelligent tutoring systems (ITSs). However, the actual exploitation of these 
data strings for facilitation of assessment and learning has proven considerably more difficult than initially 
anticipated and has often lacked the interdisciplinary efforts needed for deriving a comprehensive perspec-
tive. In this chapter, a cognitive psychologist, a psychometrician, and a computer scientist elaborate on the 
most prominent challenges they deem important when exploiting the large amounts of computer-generated 
process data and when trying to reveal the fuzzy relations therein. In this, three different perspectives are 
presented that, in an effort to contribute to an interdisciplinary discussion, are then investigated with regard 
to their potential of convergence toward the common goal of making ITSs strong facilitators of learning 
and assessment. 

Over the last decades, tools aimed at measuring and enhancing a variety of skills and competencies have 
undergone tremendous innovation, most visibly associated with a comprehensive shift to computer-based 
assessment and computer-supported learning tools. One class of these sophisticated learning tools are ITSs. 
ITSs are complex computer-simulated environments that help “the student master deep knowledge/skills 
by implementing powerful intelligent algorithms that adapt to the learner at a fine-grained level and that 
instantiate complex principles of learning” (Graesser, Hu, Nye & Sottilare, 2016, p. 60) and in which a 
number of tasks and problems need to be solved throughout the process. Depending on the set of actions a 
person performs when working on an ITS, feedback and specifically targeted support is offered by the 
system. Importantly, the overall course of information and support offered by the system might vary de-
pending on the individual proficiency levels. Thus, along the way, several learning experiences, most of 
them individually tailored to the learner, are offered that are aimed at enhancing the target skills. 

For instance, one typical ITS is Operation ARIES (Millis et al., 2011). Operation ARIES sets up an envi-
ronment that targets a student population within a context of an alien invasion of the earth. Within several 
missions, test-takers need to solve tasks that all require scientific reasoning and evaluation of scientifically 
rigorous studies. An automated tutor helps test-takers and provides support to them with the aim of facili-
tating students’ qualitative science inquiry skills. However, ITS are not limited to student populations in 
K–12 or college. There are a number of ITS that mirror complex real-world scenarios and are used for 
training purposes in the military and business communities. 

The overarching purposes of ITSs are 1) to elicit skills and competencies, such as planning skills, teamwork, 
or scientific inquiry, that are relevant in academic and real-world contexts; and 2) to make use of automated 
feedback and support within a computer-based environment to enhance and facilitate these skills. Obvi-
ously, the implicit hope behind this rationale is that learning that occurs within ITSs will transfer to better 
performance outside of the ITS as well. This is a highly challenging task and it is no surprise that develop-
ing, introducing, and using a scientifically sound and valid ITS involves substantial effort and usually re-
quires interdisciplinary cooperation that combines expertise from a number of different areas. 
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This chapter illustrates the added value of an interdisciplinary understanding of the development and proper 
application of ITSs that includes views from three crucial areas: cognitive psychology, psychometrics, and 
computer science. Whereas cognitive psychology can contribute to the understanding of what happens in 
the human brain and which cognitive processes are involved when working on ITSs, psychometrics can 
show ways of how scientifically sound indicators can be derived out of the seemingly endless data streams 
provided by ITSs. Computer science needs to set constraints and explore possibilities of what is technically 
possible, how the content of an ITS can be put into action and how it connects to the field of computer 
science. It is only in their combination and interplay that interdisciplinary efforts can evolve into palpable 
outputs, that is, into useful ITSs of high quality and validity. In this chapter, a representative from each of 
the three prominent fields mentioned above (cognitive psychology, psychometrics, and computer science) 
discusses from their personal perspective the challenges in developing an ITS. This is not the ultimate word 
but more like a starting point for a collaborative discourse. At the end, we offer some suggestions on how 
the Generalized Intelligent Framework for Tutoring (GIFT) might accommodate the expertise from multi-
ple fields.  

The Cognitive Psychologist’s View 

“Targeting the cognitively relevant processes and adequately mapping them to theories of the human 
mind.” 

ITSs produce data. A lot of data. When a person interacts with an ITS, there is a continuous stream of data 
that emerges, including active interventions, answers to questions, inquiries, timestamps for each action, 
overall performance, and so forth. To researchers, and in fact to anybody who wants to understand what 
happens in the course of an ITS, this data stream is tempting but it is also dangerous. It is dangerous for at 
least two reasons. The first is that one quickly gets lost in the almost infinite amount of data and that it is 
extremely difficult to actually extract the often fuzzy relations between learning, performance, and single 
actions. The second and even more worrying is that when facing such amounts of data and when discovering 
some empirical relations, it is all too easy to forget about what behaviors actually stand for and what kind 
of underlying process they indicate (or do not indicate), even though this is fundamental for any valid 
interpretation. 

More specifically, for cognitive psychology, it is not so much the overt behavior that is interesting and 
relevant, but rather the underlying cognitive processes that are of interest. For instance, it is not intrinsically 
interesting that Cindy shows a steep learning curve and solves most of the ITS tasks correctly after working 
with the ITS for a while, whereas Ben does not. The interesting question is whether these differences can 
be mapped onto some differences in an underlying cognitive skill or competency, such as scientific reason-
ing, critiques, and inquiry, the target skills in “Operation ARIES”.  

A theory from cognitive science on the underlying processes is needed as a firm starting point. For example, 
in the field of individual problem solving, several processes are distinguished over the course of problem 
solving. In the Programme for International Student Assessment (PISA; cf. OECD, 2014 for details), there 
are four theoretical processes in problem solving: exploring and understanding, representing and formulat-
ing, planning and executing, and monitoring and reflecting. Consequently, different tasks are developed 
that target the different processes to varying extents. In a similar way, in the field of science inquiry, several 
aspects of the overall skill (or set of skills) are separated. For instance, Gobert, Sao Pedro, Baker, Toto, and 
Montalvo (2012) distinguish between hypothesizing, experimenting, interpreting data, and communicating, 
with three out of these four separated into further subskills. 

These theoretically motivated conceptions about the underlying cognitive processes could serve as starting 
point of what the actual target dimensions are in ITSs and beyond, as compared to specific behaviors that 
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are unconnected to an underlying theory. However, there is usually no one-to-one mapping between specific 
behaviors and the cognitive processes associated with them and the reasons for this are manifold with one 
of them being the inherent difficulty of mapping specific behaviors onto cognitive processes. This is not 
surprising given that even high-resolution imaging methods of the brain allow only to a limited extent for 
straightforward relations between mental performance and activation of brain areas (but see Haier, 2016, 
for a worthwhile read on what neuroscience can tell us about intelligence). 

Put differently, there is no isomorphic mapping between a specific behavior and a specific cognitive pro-
cess. Time-on-task (TOT), as an example, has been targeted in a large body of research on cognitive per-
formance and has frequently caught researchers’ attention. However, measures of TOT can mean very dif-
ferent things; a short TOT can be indicative both of immediate knowledge of the answer and of low moti-
vation to engage with the task. A long TOT, on the other hand, can be indicative of in-depth cognitive 
processing as well as of slow reading time when the task involves some written instruction. In fact, we 
know surprisingly little on how the connection between specific behavioral actions and patterns on the one 
hand and cognitive processes on the other hand can be firmly established. However, establishing this con-
nection is crucial and the only reasonable starting point for this is sound cognitive theory. 

An example of how a general framework on cognition can serve as starting point is provided by the work 
of Goldhammer et al. (2014). Within a dual-processing theoretical framework (e.g., Schneider & Chein, 
2003), the authors derive differential expectations of how TOT relates to performance measures in two 
different types of tasks: problem solving and reading. The results of Goldhammer and colleagues confirm 
that individual differences in TOT are positively related to overall performance differences in problem 
solving as a cognitive task that requires large amounts of control, whereas there is a negative relation be-
tween TOT and reading performance in some reading materials that require largely automatized cognitive 
processing with low levels of complexity. Thus, depending on the level of automatization, either short or 
long TOTs indicate the adequate allocation of resources to a task. 

In a similar way, depending on the level of control (i.e., automatic vs. controlled processing), interindividual 
differences in TOT when working on ITSs might be an important marker of the type of the underlying 
processing going on. Even further, intra-individual differences in TOT (i.e., differences over time within 
one individual), for instance, at the beginning and at the end of working on an ITS, might be indicative of 
a change in resource allocation and worth analyzing. That is, a person working on an ITS might learn how 
to appropriately allocate time resources depending on the level of control needed. If so, the intra-individual 
profile of TOT could be an indicator of learning (for an example see Forsyth, Graesser, Pavlik, Millis & 
Samei, 2014). 

However, the core point from the perspective of a cognitive psychologist is that some kind of theoretical 
embedding is required to map specific behaviors onto cognitive processes and integrating them into a theory 
on the human mind. Goldhammer et al. (2014) employ a rather broad and general theory that serves as an 
example of how such a theoretical connection can be readily (and even rather easily) achieved. Obviously, 
this is not a mere theoretical effort, but requires empirical validation of the theoretical assumptions in a 
second step. This research-driven effort may sometimes conflict with the pragmatism needed when devel-
oping ITS for particular practical applications. However, in the long run, the validity and the utility of ITSs 
will greatly benefit from explicated efforts along theory guided design and systematic empirical methodol-
ogies.  
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The Psychometrician’s View 

“Objectively measuring the skills, abilities, and educational achievement relevant in ITSs with statistical 
tools embedded in measurement theory.” 

Technology is a powerful foundation for the assessment of complex skills through higher fidelity simula-
tions and ITSs, without manually and painstakingly recording the details of a specific performance, often 
without the use of pre-and post-tests, and without self-reports (Rosen & Foltz, 2014; Hao, Liu, von Davier 
& Kyllonen, 2015). We are now able to record the actions of multiple test-takers in real time if the assess-
ment takes place in a virtual environment. Moreover, the available technology allows the collection of 
different types of data, including multimodal data, which can record affective behavior of test-takers during 
the performance, learning, and assessment process (CPS; see Luna Bazaldua et al., 2015). However, the 
richness of the data that we can collect is beyond the scope of standard psychometric models. Data from 
ITSs and performance assessments require different types of analyses, from time-series models and dy-
namic models from statistics and economics, to algorithms from data mining and machine learning. Re-
cently, von Davier (2015) introduced the concept of computational psychometrics to emphasize the need to 
blend the data-driven algorithms in a theoretical psychometric framework in order to support accurate and 
valid measurements.  

Process data include the minutia of actions of the test-takers and fine-grain states of the virtual tutoring 
environment during the interaction of the test-takers with the ITS. The process data are automatically col-
lected and stored into log files in conjunction with the outcomes of the test-takers on the performance tasks. 
Hao, Smith, Mislevy, von Davier, and Bauer (2016) describe systematic ways to design structured log files. 

One challenge in analyzing log file data is determining the meaning of individual actions. There may be 
some process variables that are relatively easy to measure, such as the identification of a specific path 
through the different levels in an ITS or the time spent at each task. The number of attempts in solving a 
problem and the number of hints requested by the test-takers before solving a problem correctly can also 
be easily counted. However, beyond these kinds of descriptive variables, interpreting actions may be much 
more complex because of the dynamics of learning and the sheer volume of data generated in log files. In 
fact, both the cognitive psychologist and the psychometrician struggle with the sheer amount of data and 
the usual lack of structure found in log files.  

The major challenge in analyzing ITS data from a psychometrician’s point of view resides in the depend-
encies and multidimensionality in the data. First, there are dependencies among the responses of the test-
takers to the questions or items at each point in time. Some of these dependencies are due to the number of 
attempts to solve each item, some others are due to the task design, for instance, a reading passage with 
multiple questions referring to the same passage. Then, there are dependencies across time, which occur 
due to the fact that the test-taker is expected to learn over time from the interaction with the previous items. 
These data dependencies invalidate the assumptions of the traditional psychometric models, such as item 
response theory (IRT) models. Second, the multidimensionality in the data comes from the subskills or 
knowledge units that comprise and define the domain to be taught in the ITS. Extracting key features from 
the noise surrounding such data is crucial not only to make analysis computationally tractable (Masip, Min-
guillon & Mor, 2011), but also to extract relevant features of test-taker performance. One way to attempt 
to find patterns among these different types of data is to make use of data-mining techniques (Baker, 2015).  

The outcome data that are used in ITS for measuring test-takers’ skills and subskills are collected through 
the evaluative scoring. This is the scoring of step-by-step responses of individuals throughout the process. 
Here we distinguish between the scored-responses and the process of delivering a response. In other words, 
some parts of the process data are directly scorable and considered outcome data. For example, if the test-
takers respond to explicit questions, then those responses are “outcome data”. The timing information and 



 
 

175 

the navigation through the ITS are process data. While we often analyze process data and creative measures 
that aggregate over observations in ITSs, or examine sequences of observations that match strategies, we 
may also apply stochastic processes to the process data that were not aggregated, hence the distinction 
between outcome and process data. Nevertheless, the outcome data exhibit the same dependencies and 
multidimensionality described previously. For example, a test-taker’s actions during the performance task 
can be scored as correct or incorrect by a human rater or an automatic scoring engine for each attempt. In 
addition, pretest and posttest data, if available, are individual outcome data. If either of these tests is avail-
able, then the test scores that contain information about the test-taker ability can be corroborated with the 
information contained in the actions scored throughout the task.  

Until recently, the methodology used for measuring test-takers’ proficiencies and skills in ITSs has been 
the subject of the field of educational data mining (EDM), computer science, and cognitive science rather 
than of psychometrics. In the frameworks of EDM and computer science, the most common approach is 
the Bayesian knowledge tracing (BKT) method (Corbett & Anderson, 1995). In this method, the test-taker 
knowledge is modeled as a latent variable. The latent variable is updated based on the correctness of the 
observed responses to the items, which present test-takers’ opportunities to apply the skill that is being 
taught by the ITS (these are the responses to explicit questions, such as multiple-choice items and are called 
the outcome data in the description above). Test-takers receive attribute‐specific feedback based on many 
practice opportunities over time. The method assumes that knowledge is dichotomized and represented as 
a set of binary values of variables, one per skill; the skill is either mastered by the test-taker or not after 
each one particular observation. Observations in BKT are also binary: a test-taker gets a problem either 
right or wrong, which is used to estimates the levels of proficiency of the test-taker in each of the knowledge 
units/skills in a Bayesian framework.  

BKT is a special case of a stochastic process called the hidden Markov models (HMMs). This HMM in-
stantiation has two latent states, “learned” and “not learned,” and describes a learning process. In its com-
mon parameterization, it has four parameters: two parameters that describe the learning (the probability that 
the skill is known before the first item is presented and the probability that the skill is learned after an item 
is presented) and two parameters that describe the performance (the probability of a correct guess and the 
probability of a slip). The traditional BKT does not model the potential “forgetting” of a learned material. 
The HMM can deal with the data dependencies over the course of the ITS. The BKT method relies on the 
decomposition of the construct to be learned into knowledge units, which is conceptually slightly similar 
to a learning progression in formative assessments, and it can be as sophisticated as a learning progression.  

This step is followed by a mapping of the items and tasks onto these knowledge units, not unlike a Q-matrix 
in diagnostic models in psychometrics. The test-taker will need to solve correctly a specified number of 
items from each knowledge unit before moving ahead to the next knowledge unit or next level. The number 
of attempts and hints that the test-taker receives, the number of responses, or the path of the test-taker 
through the knowledge units create traces of the test-taker’s knowledge. ITSs often uses BKT for mastery 
learning and problem sequencing and most often BKT has only skill-specific parameters, but Yudelson, 
Koedinger, and Gordon (2013) extended this model by introducing test-taker-specific parameters. The BKT 
method assumes that the subskills are independent to address the complications due to multidimensionality. 
By applying the BKT method to a very large data set, one hopes that violating this assumption will not 
substantially impact the ongoing estimation of the subskills. 

Very few attempts have been made in using any of the traditional psychometric methods on ITS data be-
cause of the dependencies among the items and the dependencies over time that are impossible to account 
for in the traditional models. Some studies considered dynamic Bayesian networks (DBNs) for modeling 
these data. Other approaches that have been considered are traditional HMMs to model the latent states of 
learning across different units of knowledge and the probability of transitioning from one state to another.  
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The Computer Scientist’s View 

“Building new computational methods and techniques for the development of learning systems and the 
analysis of data about learning.” 

From a computer scientist’s perspective, much of the early work in ITSs was built on the use of different 
artificial intelligence techniques. Commonly used techniques coincided with those applied in the develop-
ment of expert systems such as (fuzzy) production rules in AutoTutor for dialogue-based tutoring of science 
(Graesser, 2016) and constraint-based modeling in SQL-Tutor for tutoring about the development and use 
of relational databases (Suraweera & Mitrovic, 2002). The application of these techniques has significantly 
improved learning outcomes, help seeking behavior, and meta-cognition (Ma, Adesope, Nesbit, 2014). The 
early intelligent component of these systems came from techniques typically based on symbolic knowledge 
representation and formal reasoning traditions of artificial intelligence. However, the early ITSs could not 
handle data about learning experiences accumulated by many learners. They were designed as closed sys-
tems whose domain, tutoring, and assessment modules were defined during the development phase and 
their changes would be difficult to implement.  

The field of educational data mining emerged as an attempt to address some of the above limitations of 
early ITSs. There was a discovery-based analysis of digital traces of learners’ activities (also known as log 
or trace data). Borrowing the foundations from data mining and machine learning, educational data mining 
has developed methods that are commonly used to address a number of tasks such as prediction perfor-
mance of learners, identification of strategies commonly used by different test-taker subpopulations, and 
probability of guessing and slipping rates while studying (Baker & Yacef, 2009). The commonly used 
methods for addressing various tasks are based on clustering, classification, and association rule mining 
with the most used methods being decision trees, neural networks, and Bayesian modeling (Romero & 
Ventura, 2010). The main computational challenge in educational data mining is related to the design of 
scalable data-mining methods for analysis by incorporating components taken from learning theories and 
psychometric theories.  

Principles established in ITSs have recently been applied in the development of more open learning envi-
ronments. For example, an authoring toolkit for the development of ITSs can now be used to deploy ITSs 
onto open-ended learning environments, such as massive open online course (MOOC) platforms (Aleven 
et al., 2015). As mentioned earlier, the most prevalent method in educational data mining is BKT (Corbett 
& Anderson, 1995), which now found its applications outside ITSs such as MOOCs. To support such ap-
plications, the work of computer scientists on BKT also involved the design of computationally efficient 
and scalable versions of the BKT algorithm and the construction of practical software libraries that can be 
used for both the development of learning systems and the analysis of different data sets (Slater et al., in 
press).  

A number of phenomena are still not fully understood about learning with the use of trace data only, alt-
hough many insights can be obtained from the analysis of log data about the use of ITSs. For example, trace 
data can be used to detect some of learners’ affective states (Bosch et al., 2016) and explain how affective 
states change as learners are interacting with an ITS (D’Mello & Graesser, 2012). Alternative sources of 
data about learning with ITSs (and beyond) – such as galvanic skin response, eye gazing, and face recog-
nition – have attracted much attention recently to complete the use of trace data (Calvo & D’Mello, 2010; 
Azevedo, 2015).  

In general, there are two main challenges from the perspective for analysis of such multi-channel data. First, 
the shortage of standard methods that are used for analysis of different data streams (Sottilare, Graesser, 
Hu & Holden, 2013). While cognitive psychologists collect huge amounts of data from multiple channels, 
the challenge for computer scientists is to provide them with methods that go beyond the basic analysis 
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(e.g., time plots) of data streams from a single channel (e.g., electro-dermal activity). Therefore, feature 
engineering in EDM for data streams is an important challenge for computer scientists who need to collab-
orate closely with cognitive psychologists and psychometricians to identify meaningful yet practically use-
ful features from these data streams. Future engineering also needs to make sure that theoretically valid 
constructs are identified that are of relevance to cognitive psychologists. Second, the need to combine mul-
tiple sources of data in the analysis is another challenge of computer scientist in EDM and ITS applications 
that needs to be addressed. For example, there is a need to triangulate findings obtained from data streams 
with data collected through content analysis of discourse data collected with either think aloud protocols or 
group discussions. However, creating a combined and comprehensive analysis model that incorporates dif-
ferent data types is an open research challenge.  

Conclusions and Recommendations for Future Research 

In this chapter, a cognitive psychologist, a psychometrician, and a computer scientist each presented their 
view on the most prominent challenge in their respective field when exploiting the large amounts of data 
collected within ITSs and when considering how this type of data could be used to improve the validity of 
ITSs. Each of the three researchers did so without knowing specifically what the others were writing and 
when collating the entire chapter, it came a bit as a surprise that the overlap across perspectives was more 
pronounced and substantial than initially expected. For instance, in all three perspectives, the large amount 
of data and the fuzzy relations between the different variables are flagged as a major challenge albeit with 
somewhat different emphasis depending on the specific view. 

This implies that, on the one hand, the discourse is not at its beginning anymore and that substantial ex-
change between the fields occurs, whereas there is, on the other hand, still ample room for improvement. 
This is important for the development and implementation of GIFT for several reasons. One of them is that 
GIFT now has the opportunity to fortify ITSs with more rigorous and advanced assessment tools that are 
developed under a multidisciplinary perspective. That is, when assessing knowledge, skills, and abilities of 
test-takers, it is beneficial for the validity of ITSs to incorporate psychometric advances and to implement 
assessment tools that allow for inferences on the level of psychological constructs and not on specific em-
pirical indicators only including all three perspectives. In addition to this, the development of ITSs within 
the general GIFT architecture needs to ensure that all stakeholders – and this includes cognitive psycholo-
gists, psychometricians, and computer scientists alike – have the chance of making specific and targeted 
input to achieve the best and most relevant information from several disciplines. To this end, each of the 
three sections contains a brief summary with outlook and all of these specific outlooks could well serve as 
an overall outlook of this chapter. So, in concluding, it only remains to say that the kind of discourse ex-
ampled in this chapter is already ongoing in the real world and within ITSs, but that – as this discourse 
intensifies and as borders across disciplines become increasingly weak – the validity of the use of process 
data as well as ITSs in a more general sense and within a more general framework such as GIFT will 
continue to increase as we cross borders in interdisciplinary efforts. 
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