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Abstract. The number of elderly people requiring different levels of care in their
homes has increased in recent times, with further increases expected. User studies
show that the main concern of elderly people and their families is “fall detection
and safe movement in the home”. We view abnormally long periods of inactivity
as indicators of unsafe situations, and present a new method that models the tail
of a hyperexponential distribution in order to reliably identify such inactivity pe-
riods from unintrusive sensor observations. The performance of our method was
evaluated on two real-life datasets, and compared with that of a state-of-the-art
technique, with our method outperforming this technique.

1 Introduction

The world is facing an ageing population, with a significant increase predicted in the
next 20 years (Pollack 2005). Economic imperatives, coupled with the desire of elderly
people to maintain their independence, highlight the need for solutions that support
older adults in their homes. This has motivated research projects that study computer-
based in-home monitoring systems (IHMSs) that aim to detect a sudden mishap (Cud-
dihy et al. 2007, Weisenberg et al. 2008, Moshtaghi et al. 2013a, 2013b) or longer-term
behavioural changes in the life of an older adult (Celler 1995, Kasteren et al. 2010,
Cook 2012).

Larizza et al.’s (2013) user study found that fall detection and safe movement in the
home is the main concern of elderly people and their carers, with reliability being an
essential aspect of an IHMS. That is, for an IHMS to be acceptable, it must generate
few or preferably no false alerts, while generating true alerts with minimal delay. Ac-
cording to Larizza et al.’s study, the elders objected to intrusive devices that impinge on
a user’s privacy (e.g., a video camera) or require special behaviours (e.g., to wear a pen-
dant). However, they accepted unintrusive sensors, such as reed sensors, which detect
opening/closing of doors and windows, and passive infra-red (PIR) motion sensors. It
is often the case that such unintrusive sensors are no longer noticed after a short period
of usage (Demiris et al. 2008).

Cuddihy, Weisenberg et al. (2007, 2008) developed IHMSs that employ only un-
intrusive sensors to detect unsafe events. They relied on the idea that abnormally long
periods of inactivity are associated with such events, adopting an outlier-based approach



whereby they learned normal periods of inactivity from historical data, and issued an
alert when an observed period of inactivity exceeded an outlier threshold. In (Mosh-
taghi et al. 2013b), we showed that the inactivity periods observed in an entire house
and in each region of a house (e.g., bedroom, kitchen) have a long-tailed distribution.
Like Cuddihy, Weisenberg et al. (2007, 2008), in (Moshtaghi et al. 2013a, 2013b) we
adopted an outlier-based approach, and noted that in order to detect abnormally long
periods of inactivity (i.e., outliers), it is advisable to focus on the limits of the distri-
bution. As suggested by Feldmann and Whitt (1998), we employed hyperexponential
distributions to model these long-tailed distributions, taking advantage of the fact that a
hyperexponential distribution has an exponential tail, which simplifies the computation
of the limits of the distribution.

In this paper, we propose a Direct Estimation (DE) method to estimate the tail of a
hyperexponential distribution. DE identifies the exponential tail by applying the Least
Squares (LS) method to the logarithm of the density values obtained from a portion
of the histogram of the data that is largely unaffected by earlier components of the
hyperexponential distribution. Our experiments show that DE outperforms our previ-
ous algorithm (Moshtaghi et al. 2013a, 2013b) in terms of a combined performance
measure introduced in Section 5, which balances the number of false alerts against the
potential delay of true alerts. Our previous algorithm was selected as our baseline, as it
outperforms Cuddihy, Weisenberg et al.’s (2007, 2008) algorithm.

The rest of this paper is organized as follows. Section 2 summarizes related work.
Section 3 briefly describes the IHMSs and datasets used in the evaluations. The descrip-
tion of the models appears in Section 4, and their evaluation in Section 5. Section 6
concludes the paper.

2 Related Work
As mentioned in Section 1, fall detection and safety are the main priorities of older
adults and their caregivers (Larizza et al. 2013). Fall detection has been performed
using wearable devices (Yu 2008) and camera-based stationary systems (Nait-Charif
and McKenna 2004). However, as indicated above, elderly users objected to both of
these approaches. Therefore, we consider only systems that employ unintrusive sensors.

Cuddihy et al. (2007) and Weisenberg et al. (2008) employed unintrusive PIR mo-
tion sensors and reed sensors to detect long periods of inactivity in the residence of older
adults. Their algorithm inspects information obtained from these sensors at half-hourly
intervals over 24 hours, and uses percentile information to compute a threshold for ac-
ceptable elapsed inactivity for these 48 daily intervals. An alert is issued if a resident’s
period of inactivity exceeds this threshold.

In (Moshtaghi et al. 2013b), we showed that Cuddihy, Weisenberg et al.’s method
exhibits unstable behaviour for some parameter values, and that its 48 daily sensor read-
ings are insufficient for taking into account the area of the house where activity was last
observed, potentially causing a failure to issue a necessary alert. To overcome these
shortcomings, we proposed a statistical approach for identifying abnormally long peri-
ods of inactivity which takes into account the area of the house where activity was last
observed (Moshtaghi et al. 2013a, 2013b). We modeled the data by means of hyper-
exponential distributions, using the heuristics proposed by Riska et al. (2002) to find
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(a) GT4 house layout
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(b) Aruba house layout

Fig. 1. House layout with sensors and regions: GT4 and Aruba datasets.

the exponential tail of these distributions, and then we set outlier thresholds. However,
Riska et al.’s heuristics underestimate the mean of the exponential distribution in the
tail of a hyperexponential distribution — a problem we alleviated by applying a lenient
approach to the detection of outliers (Section 4.1).

Expectation Maximization (EM) has also been used to estimate a hyperexponen-
tial distribution from data (Sadre and Haverkort 2008). Although this method usually
exhibits a high degree of accuracy for a hyperexponential distribution, it can fail to
accurately capture the tail of a long-tailed distribution while searching for a globally
optimal solution (Riska et al. 2002). Since it is precisely this tail that is of interest when
detecting abnormally long periods of inactivity, EM is not suitable for this task.

3 Datasets
Our experiments were performed on two real-life datasets: GT4 (sourced from the MIA
project (Monitoring, Interacting and Assisting), Moshtaghi et al. 2013a) and Aruba (ob-
tained from the CASAS Smart Home project, Cook 2012, ailab.wsu.edu/casas/
datasets/). Figure 1(a) depicts the GT4 home, and the Aruba home is shown in Fig-
ure 1(b). Information about these IHMSs and the trial is summarized in Table 1.

Both datasets were generated from IHMSs that have only unintrusive sensors. Specif-
ically, both IHMSs contain PIR motion sensors and reed sensors, and the IHMS in the
GT4 home also features a TV remote-control sensor, which detects pressing buttons
on the TV remote control; a bed pressure mat, which detects lying in bed; and beam
breakers, which detect entering/exiting a home. For the two datasets, inactivity periods
were obtained from the raw sensor readings by applying the preprocessing approach
described in (Moshtaghi et al. 2013a).

4 Models for Detecting Abnormally Long Inactivity Periods
As mentioned in Section 1, an IHMS should minimize the number of false alerts, while
issuing true alerts with the least delay. To achieve this aim, we follow our previous



Table 1. Experiment details: GT4 and Aruba datasets.

Dataset # of Gender & House Trial # of sensors
Residents Age size length PIR Reed TV Beam Bed Total

GT4 2 (1 works) male mid 50s 11 regions 21 weeks 13 7 1 3 1 25
Aruba 1 elderly female 13 regions 18 weeks 31 4 0 0 0 35

outlier-based approach for detecting abnormally long periods of inactivity, whereby an
alert is generated when the inactivity period since the last sensor activation in the most
recently visited region of the house exceeds an alert threshold for this region at the
current point in time. Intuitively, higher alert thresholds reduce the number of false
alerts, while lower thresholds reduce the delay of real alerts. Our aim is to generate
alert thresholds that are appropriate for each region in the home and time of the day.
For instance, a low threshold in the bedroom during the night may trigger a false alert,
which would disturb the resident, while a similar threshold in another region or time of
the day would be appropriate.

We describe our previous model and our new model of normal periods of inactiv-
ity in Section 4.1, the threshold estimation procedures appear in Section 4.2, and the
adaptation of the two models to accommodate changes in a user’s behaviour over time
is discussed in Section 4.3.

4.1 Models for estimating long-tailed distributions

In this section, we first outline our previous CV approach for identifying the exponential
tail of a hyperexponential distribution, and then describe our new DE approach. Both
models were developed for each region in the home and each hour of the day. However,
for clarity of exposition we dispense with the subscripts that identify a particular region
and hour.

Coefficient of Variation (CV). This approach identifies the last exponential distribu-
tion in a hyperexponential distribution on the basis of CV, which is defined as σ/µ, the
ratio of the standard deviation to the mean (Riska et al. 2002). This value represents the
extent of variability of a sequence of observations in relation to the mean of the popula-
tion (CV = 1 for an exponential distribution). We implemented Riska et al.’s heuristic
method which splits a long-tailed distribution into a sequence of exponentially dis-
tributed partitions, so that CV ≥ 1 for each partition (Moshtaghi et al. 2013a, 2013b).

To obtain the last exponential distribution of a hyperexponential distribution, we
first built a continuous histogram from the data observed in each region-hour pair, and
binned the data using bin width bw = 2 IQRn−1/3

I , where IQR is the inter-quartile
range of the data, and nI is the number of inactivity periods in a region-hour pair. This
simple and robust bin selection method often yields reasonable results in real applica-
tions (Izenman 1991).

Next, we accumulated bins from the largest value to the smallest until the CV esti-
mated from the sample mean µ̂ and standard deviation σ̂ of the data points in these bins



exceeds or equals 1. If the selected bins contained enough data points for reliably esti-
mating the sample mean of the last exponential distribution,1 we applied the following
robust estimator of the sample mean that handles outliers:

µ̂ =
1

ln 2
med(xf1, . . . , xlcl) , (1)

where ci is the number of data points in bin bi, f and l are the indices of the first and
last selected bins respectively, and {xf1, . . . , xlcl} are the data points in these bins.

A shortcoming of the CV approach is that it cannot accurately single out the expo-
nential tail of a hyperexponential distribution. This is because as one accumulates data
while moving from the tail of the distribution towards the head, earlier components
of the hyperexponential distribution start to affect the data. That is, the bins included
in the calculation of the sample mean of a later exponential distribution contain data
points belonging to these earlier components, which leads to the underestimation of the
sample mean of the later distribution.

Direct Estimation (DE). This approach estimates the last exponential distribution of
a hyperexponential distribution by identifying special locations in the histograms of
the data samples. It overcomes the above-mentioned shortcoming of the CV method by
identifying the tail part of the histogram that is not influenced by earlier components
of the distribution. The DE approach comprises the following steps: (1) estimating the
empirical probability distribution of the data by identifying a section of the tail of the
histogram representing the data that is mainly affected by the exponential tail of the
distribution; and (2) estimating the parameter of the exponential tail by applying the
Least Squares (LS) method to the logarithm of the densities obtained from the selected
section of the histogram.

1. Estimating the empirical probability distribution – We first divide our data sam-
ples into l bins {b1, . . . , bl}with {c1, . . . , cl} samples respectively, where the width
of a bin is determined as for CV. We then approximate the density in the center θbu
of bin bu by the fraction of data points that fall into bu:

p̃(θbu) =
cu

nI × bw
, (2)

where bw is the width of a bin, and nI is the number of inactivity periods in a
region-hour pair.
Our empirical results show that earlier components of a hyperexponential distri-
bution have a significantly reduced contribution to density values beyond the 90th
percentile of the distribution. For example in a two-phase hyperexponential distri-
bution with 5 units difference in the mean of the phases (e.g., µ1=25 and µ2=30),
the earlier phase contributes to only about 9% of the data beyond the 90th percentile
of the distribution. Therefore, to estimate the exponential tail of a hyperexponen-
tial distribution, we select all the bins with centers that are larger than the 90th
percentile in the histogram.

1 We used 16 data points as the minimum number of data samples that provide a reasonable
confidence interval for the estimation of the mean of the distribution.



2. Estimating the parameters of an exponential distribution – Since the density func-
tion of an exponential distribution is p(x) = βe−βx, log(p(x)) = log (β) − βx is
linear in x. Therefore, we need at least two distinct values for a pair (x, log(p(x)))
to estimate the parameter β of the exponential distribution using the least squares
method.
Applying Equation 2 to the selected bins u = f, . . . , l (with centers beyond the
90th percentile) yields the following pairs, from which we estimate the parameter
β of the exponential tail:

{
(θbf , log(p̃(θbf ))), . . . , (θbl , log(p̃(θbl)))

}
. To reduce

local fluctuations due to noise, we use a moving average low pass filter to smooth
the values of log(p̃(θbu)) before applying LS to these values. Note that if the se-
lected bins result in an ill-conditioned LS problem (Eldén 1977), we cannot use this
approach to find the exponential tail. In Section 4.2, we explain how we deal with
missing estimates.

4.2 Detecting abnormally long periods of inactivity

To detect abnormally long periods of inactivity, we follow a similar approach to that we
described in (Moshtaghi et al. 2013a, 2013b), which (1) calculates an alert threshold
τ for each region in the house and hour of the day from a distribution, (2) adjusts the
thresholds, and (3) derives and adjusts an alert line for each region. This is a line that
connects the alert thresholds estimated for a region throughout the day, indicating how
long a resident would have to be inactive at each point in time to warrant an alert.

Calculating an alert threshold. To set an alert threshold for a region-hour pair, we
determine how much variation one can expect from the mean of the distribution fitted
by the above processes. That is, the threshold must be such that we can be confident
that no inactivity period from the distribution exceeds this threshold.

For CV, we employed Schultze and Pawlitschko’s (2002) approach to calculate alert
thresholds (Moshtaghi et al. 2013a, 2013b). This approach, which was originally pro-
posed for a sample drawn from an exponential distribution, yields a multiplier that is
usually larger than −logα for the mean, thereby alleviating CV’s underestimations.
Schultze and Pawlitschko’s threshold is calculated using Equation 3:

τ = µ̂ · g(ng, α) , (3)

where ng is the number of samples used to estimate the sample mean µ̂, α is a config-
urable parameter that marks the α-outlier region of the distribution, and g(ng, α) is a
multiplier that defines the width of the no-alert region. The following criterion is used
to estimate g(ng, α) for an outlier-free sample of size ng for each distribution (since g
does not have a closed form, it is computed by simulation as described in (Davies and
Gather 1993)):

p(xk ≤ τ) = 1− α for k = 1, . . . , ng . (4)

For DE, we define the threshold τ to be the α-outlier region of an exponential dis-
tribution, which is formulated as follows:

τ = −µ̂ logα . (5)



The threshold τ yields a probability α of seeing a value greater than τ in an expo-
nential distribution under different assumptions about the data for CV and DE.

Adjusting the thresholds. There may be situations where thresholds cannot be esti-
mated in a particular region of the house and time of the day due to insufficient data
points, or due to the absence of data points (missing thresholds). In addition, the above
processes may produce low thresholds of only a few minutes in high-traffic regions,
such as hallways, which are too short for issuing an alert. In (Moshtaghi et al. 2013a),
we suggested the following adjustments to address these problems:

– Missing thresholds due to insufficient data points are estimated by the maximum of
the data points for the region-hour pair in question. Missing thresholds due to the
absence of data occur rarely in our datasets; such missing thresholds are estimated
by linearly interpolating the valid thresholds that are closest to them.

– Low thresholds are replaced by a minimum threshold MT below which an alert
cannot be raised. This is a configurable system parameter.

Deriving and adjusting alert lines. An alert line for a region is derived by connect-
ing the thresholds for that region throughout a 24 hour period. An alert line may have
inconsistent thresholds, which depict sharp changes in behaviour that are unrealistic.
It may also have unreachable thresholds, which cannot be physically reached. For ex-
ample, if the threshold for the bedroom at 3 pm is 4 hours, and at 2 pm it is 1 hour, it
is impossible to reach 4 hours of inactivity at 3 pm without first triggering an alert at
2 pm. To address these problems, we make the following adjustments:

– Inconsistent thresholds are corrected by means of a simple moving average low
pass filter to smooth the alert line. This is done continuously, so that the alert line
at the end of a day coincides with the alert line at the beginning of the next day.

– Unreachable thresholds are decreased to their maximum useful value, which in the
above example is 2 hours at 3 pm.

4.3 Adaptation of our models for normal periods of inactivity

Adaptation in our algorithms is performed using a forgetting factor 0 < γ < 1, which
gives a memory horizon of 1/(1 − γ) (Ljung 1999). The inactivity periods from A
adaptation steps ago are weighted by γA, where an adaptation step is one week (a week
was chosen, as it is a unit of time where people often repeat patterns of behaviour).

Given a sequence of inactivity periods {xf1, . . . , xlcl} for a region-hour pair with
weights W = {wf1, . . . , wlcl} (where wa∗ ∈ {γA, 1} for a = f, . . . , l, and γ is the
same for all regions), adaptation was performed as follows.

For CV, we used a weighted µ̂ and weighted σ̂ of the inactivity periods to calculate
the CV of the exponential tail (Moshtaghi et al. 2013a). We then estimated the parameter
of this distribution by means of a weighted median of the data, which is a value such
that the total weight of the samples above and below this value is approximately equal
to half the total weight of all the samples.



For DE, we compute p̃(θbu) using the following variant of Equation 2:

p̃(θbu) =

∑cu
a=1 wa

bw ×
∑l
u=1

∑cu
a=1 wa

. (6)

5 Evaluation

We first compare the performance of CV and DE on our real-life datasets, and then
analyze the sensitivity of these methods to the following parameter values: (1) the out-
lier region of a distribution, determined by α; (2) the MT parameter below which our
system does not issue an alert; (3) the forgetting factor γ; and (4) the length of the
initialization period prior to performing adaptation. In our experiments, statistical sig-
nificance is calculated using the signed-rank test, and reported for p-value < 0.05.

5.1 Performance comparison on real-life datasets

As indicated in Section 4, higher alert thresholds reduce the number of false alerts,
while lower thresholds reduce the delay of real alerts. We employ the following criteria
to evaluate the performance of CV and DE:

– Average number of weekly false alerts2 – as mentioned in Section 4.3, a week is
used as a time unit, since people often repeat patterns of behaviour on a weekly
basis.

– Average delay in detecting abnormally long periods of inactivity – this measure is
calculated by assuming that a mishap occurred immediately after the end of each
sensor event in the test data, and averaging the delay in detecting these mishaps.3

– Potential for generating timely true alerts as reflected by the alert lines produced
by each method – this criterion, which generally prefers methods that yield lower
alert lines, complements the average-delay criterion, as it takes into account rare
sensor events that have little effect on the average delay.

In our trials, adaptation and evaluation are performed on a weekly basis as follows:
a model trained on data up to a particular week is used to detect abnormal periods of
inactivity in the next week. At the end of this week, the model is adapted based on the
week’s data, and so on. The following values are used for the configurable parameters:
The α-outlier region is set to α = 0.1; the minimum alert threshold MT is set to
15 minutes to avoid spurious alerts; the forgetting factor γ is set to 0.9, which gives a
memory horizon of 10 weeks; and initialization is performed for the first six weeks, with
adaptation/testing being performed during 15 weeks for GT4 and 12 weeks for Aruba.
All these values, which we deem to be reasonable start-up values, may be fine-tuned
for specific datasets using a training/testing/validation regime. However, our sensitivity
analysis shows that both CV and DE are robust with respect to variations around the
selected values (Section 5.2).

2 In our two datasets there are no situations which require an alert, hence all alerts are false.
3 Inactivity detection techniques do not yield false negatives. Instead, they may incur a delay in

detecting true positives. Average delay is a coarse measure for estimating this delay.



Table 2. Average number of weekly false alerts and average delay in anomaly detection.

Method Average # of weekly false alerts Average anomaly-detection delay (min.)
GT4 Aruba GT4 Aruba

CV 12.47 9.33 32 37
DE 7.53 8.33 41 38

Average number of false alerts and detection delay. Table 2 shows the average num-
ber of weekly false alerts and average anomaly-detection delay during the 15 and 12
adaptation/testing weeks for GT4 and Aruba respectively. Columns 2 and 3 display the
average number of alerts, and Columns 4 and 5 display the detection delay. Our results
show that DE has fewer average false alerts than CV for both datasets at the expense of
a somewhat higher average delay (both results are statistically significant only in GT4).

Another perspective on false alerts is provided by the time elapsed between a false
alert and the next sensor event. A large percentage of false alerts within a few minutes
of a sensor event indicates that a model has not accurately captured the tail of the dis-
tribution of inactivity periods. In GT4, less than 30% of the false alerts generated by
both models happen within 10 minutes of the next sensor event, whereas in Aruba this
percentage increases to 45% for CV, while remaining stable for DE.

Our results indicate that fewer false alerts normally come at the expense of longer
anomaly-detection delays. We employ the following linear cost function in order to
combine the effect of these two measures:

Cost = RIR× Average # of Weekly Alerts + Average Detection Delay , (7)

where RIR (Relative Importance Ratio) indicates the importance of a minute of average
delay relative to a false alert. To model different priorities between weekly false alerts
and anomaly-detection delays, we consider values for RIR in the [1, 20] range, where
RIR = N means that one false alert is equivalent to a delay of N minutes.

Figure 2 displays the changes in cost for these values of RIR. As seen in Figure 2,
DE’s cost is lower than CV’s for both datasets for RIR ≥ 2. This difference is marginal
in Aruba, but DE performs significantly better than CV in GT4, with the gap in perfor-
mance widening as the influence of false alerts increases.

Potential for generating timely true alerts. Figure 3 displays the average of the esti-
mated alert thresholds (with error bars) during a 24 hour period for three regions where
people typically exhibit different behaviours. The error bars indicate variation due to
adaptation. As seen in Figure 3, in both the GT4 and Aruba houses, only the bedroom
region has high thresholds, which appropriately happen during the night. DE produced
equal or higher thresholds than CV in all the regions of the house and times of the day,
except in the bedroom of the Aruba house between 2-6 am.

It is also worth noting the low thresholds in the regions where people are usually
very active, such as the Study/Office (Figures 3(e) and 3(f)). These thresholds remain at
MT for most of the day for both models, thus enabling the generation of timely alerts.
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Fig. 2. Comparison of the inactivity detection methods using a cost measure based on the Relative
Importance Ratio (RIR) of average delay versus average number of false alerts.
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Fig. 3. Alert lines with error bars for three sample regions per dataset during a 24 hour period:
GT4 and Aruba datasets.
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Fig. 4. Effect of different parameters on the average delay in anomaly detection.

5.2 Analysis of the sensitivity of the methods to parameter settings

The performance of a robust inactivity detection method should not change significantly
with small variations in parameter values. We examined the sensitivity of CV and DE
to four parameters: (1) α, which defines the outlier region; (2) Minimum Threshold
(MT ), below which an alert is not issued; (3) forgetting factor γ for the adaptation; and
(4) length of the initialization period prior to adaptation. Owing to space limitations, we
only discuss the sensitivity results for average detection delay. The average number of
weekly false alerts generally shows a similar sensitivity to variations in these parameters
to that of average detection delay, while exhibiting the opposite trend (i.e., an increase
in one measure is associated with a decrease in the other).

As indicated above, we used the following start-up parameter values for our trials:
α = 0.1; MT = 15 minutes; γ = 0.9; and six initialization weeks, which leaves
15 weeks for adaptation/testing for GT4 and 12 weeks for Aruba. In our experiments,
we keep three parameters static at their start-up value, while the fourth parameter is
systematically changed.

Figure 4 shows the sensitivity of CV and DE to different values of these parameters
for the GT4 and Aruba datasets. As seen in Figure 4, increasing the value of α decreases
the average anomaly-detection delay, while increasing MT , γ and the number of ini-
tialization weeks yields an increase in average detection delay. These effects may be
explained as follows: Increasing the value of α leads to a larger outlier region, thus re-
ducing the alert threshold and the detection delay (while increasing the number of false
alerts).MT does not affect thresholds that are greater than or equal toMT , but replaces



lower thresholds. Hence, higher values of MT increase the average detection delay. A
higher value of γ is associated with forgetting less observations, which results in more
distant data affecting each trial week, thereby increasing the variation in the data. More
initialization weeks have a similar effect, as they increase the amount of data used for
the first estimation, which are then retained for some time (e.g., when γ = 0.9, at least
10 weeks must elapse for the effect of these data to fade).

CV is slightly more sensitive than DE to changes in the values of γ,MT and number
of initialization weeks, while DE is more sensitive to changes in the value of α. This
sensitivity to α is a useful trait of DE, as α is an intuitive parameter that enables users
to control the behaviour of an IHMS. In addition, both algorithms are more sensitive to
changes in γ in GT4 than in Aruba, while the opposite happens for MT .

6 Conclusions and Future Work

We have proposed a new method for identifying the exponential tail of a hyperexponen-
tial distribution, and applied it to the detection of abnormally long periods of inactivity
in IHMSs. Our evaluation on two datasets sourced from different IHMSs shows that
our method outperforms a state-of-the-art approach with respect to a cost metric that
combines the two main performance measures for IHMSs, viz anomaly-detection delay
and number of false alerts. Our sensitivity analysis of the performance of both methods
showed that both are robust to the choice of input parameters, with our method being
slightly less sensitive to most parameters.

In the future, we intend to conduct additional tests, and deploy our model in an
IHMS that interacts with the user as a first-stage response before contacting off-site
carers.
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